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Abstract

The ability to automatically compose web services, and
to monitor their execution, is an essential step to sub-
stantially decrease time and costs in the development,
integration, and maintenance of complex services. In
this paper, we exploit techniques based on the “Plan-
ning as Model Checking” approach to automatically
compose web services and synthesize monitoring com-
ponents. By relying on such a flexible technology, we
are able to deal with the difficulties stemming from
the unpredictability of external partner services, the
opaqueness of their internal status, and the presence
of complex behavioral requirements. We test our ap-
proach on a simple, yet realistic example; the results,
though preliminary, provide a witness to the potential-
ity of this approach.

Introduction

The emerging paradigm of web services provides the
basis for the interaction and coordination of business
processes that are distributed among different organi-
zations, which can exchange services and can cooperate
to provide better services, e.g., to third parties organi-
zations or to individuals. One of the big challenges for
the taking up of web services is the provision of com-
puter automated support to the composition of service
oriented distributed processes, in order to decrease ef-
forts, time, and costs in their development, integration,
and maintenance. The ability to automatically plan the
composition of web services, and to monitor their execu-
tion is therefore an essential step toward the real usage
of web services.

BPEL4WS (Business Process Execution Language for
Web Services) (Andrews et al. 2003) is an emerg-
ing standard for the specification and execution of
service oriented business processes. BPEL4WS has
been designed with two functions in mind. Executable
BPEL4WS programs allow the specification and exe-
cution of the processes internal to an organization (in-
ternal processes in the following). On the other hand,
abstract BPEL4WS specifications can be used to specify
and publish the invocations of and the interactions with
external web services (external protocols in the follow-
ing). Therefore, BPEL4WS offers the natural starting
point for web service composition.

In this paper, we devise a planning technique for the
automated composition and automated monitoring of
web services, e.g., specified with BPEL4WS processes.
Automated composition allows providing services that
combine other, possibly distributed, services, in order
to achieve a given business goal. Starting from the de-
scription of the external protocols (e.g., expressed as an

abstract BPEL4WS specification) and given a “business
requirement” for the process (i.e. the goal it should sat-
isfy, expressed in a proper goal language), the planner
synthesizes automatically the code that implements the
internal process and exploits the services of the partners
to achieve the business goal. This code can be expressed
in some process execution language like the executable
part of BPEL4WS.

Our planning techniques are also exploited to auto-
matically generate a monitor of the process, i.e., a piece
of code that is able to detect and signal whether the
external partners behave consistently with the speci-
fied protocols. This is vital for the practical applica-
tion of web services. Run-time misbehaviors may take
place even for automatically composed (and possibly
validated) services, e.g. due to failures of the under-
lying message-passing infrastructure, or due to errors or
changes in the specification of external web services.

In order to achieve these results, our planner must
address the following difficulties, which are typical of
several problems of planning under uncertainty:

• Nondeterminism: The planner cannot foresee the ac-
tual interaction that will take place with external pro-
cesses, e.g., it cannot predict a priori whether the an-
swer to a request for availability will be positive or
negative, whether a user will confirm or not accep-
tance of a service, etc.

• Partial Observability: The planner can only observe
the communications with external processes; that is,
it has no access to their internal status and variables.
For instance, the planner cannot know a priori the list
of items available for selling from a service.

• Extended Goals: Business requirements often involve
complex conditions on the behavior of the process,
and not only on its final state. For instance, we
might require that the process never gets to the state
where it buys an item costing more than the avail-
able budget. Moreover, requirements need to express
conditional preferences on different goals to achieve.
For instance, a process should try first to reserve and
confirm both a flight and an hotel from two different
service providers, and only if one of the two services
is not available, it should fall back and cancel both
reservations.

We address these problems by developing planning
techniques based on the “Planning as model checking”
approach, which has been devised to deal with nonde-
terministic domains, partial observability, and extended
goals. A protocol specification for the available exter-
nal services is seen as a nondeterministic and partially
observable domain, which is represented by means of



a finite state machine. Business requirements are ex-
pressed in the EaGLe goal language (Dal Lago, Pistore,
& Traverso 2002), and are used to drive the search in
the domain, in order to synthesize a plan corresponding
to the internal process defining the web-service com-
position. Plan generation takes advantage of symbolic
model checking techniques, that compactly represent
the search space deriving from nondeterministic and
partially observable domains. The planner also gener-
ates monitors, i.e., automata that trace the evolutions
of external processes according to the run-time observa-
tions on the interactions with the external services. At
run-time, monitoring is performed by checking the ac-
tual interactions w.r.t. those admitted by the monitor;
in this way incorrect interactions are detected. Again,
symbolic techniques are used to represent compactly be-
lief states and to perform monitoring effectively.

In this paper, we define the formal framework for the
planning of composition and monitoring of distributed
web services, describe it through an explanatory exam-
ple, and implement the planning algorithm in the MBP
planner. We provide a preliminary experimental eval-
uation. Though the results are still preliminary, and
deserve further investigation and evaluation, the paper
provides a witness of the potentialities of our approach.

A web-service composition domain

Our reference example consists in providing a furniture
purchase & delivery service. We do so by combining
two separate, independent existing services: a furniture
producer, and a delivery service.

We now describe the protocols that define the inter-
actions with the existing services. These protocols can
be seen as very high level descriptions of the BPEL4WS
external protocols that would define the services in a
real application.

The protocol provided by the furniture producer is
depicted in Fig. 1.3. The protocol becomes active upon
a request for a given article; the article may be available
or not - in the latter case, this is signalled to the request
applicant, and the protocol terminates with failure. In
case the article is available, the applicant is notified with
informations about the size of the product, and the pro-
tocol stops waiting for either a positive or negative ac-
knowledgement, upon which it either continues, or stops
failing. Should the applicant decide that the size of the
furniture is acceptable, the service provides him with
the cost and production time; once more, the protocol
waits for a positive or negative acknowledgement, this
time terminating in any case (with success or failure).

The protocol provided by the delivery service is de-
picted in Fig. 1.2. The protocol starts upon a request for
transporting an object of a given size to a given location.
This might not be possible, in which case the applicant is
notified, and the protocol terminates failing. Otherwise,
a cost and delivery time are computed and signalled to
the applicant; the protocol suspends for either a positive
or negative acknowledgement, terminating (with success
or failure resp.) upon its reception.

The idea is that of combining these services so that
the user may directly ask the combined service to pur-
chase and deliver a given article at a given place. To
do so, we exploit a description of the expected protocol
the user will execute when interacting with the service.

This is depicted in Fig. 1.1. Namely, the user sends a
request to get a given article at a given location, and ex-
pects either a signal that this is not possible (in which
case the protocol terminates, failing), or an offer indi-
cating the price and cost of the service. At this time, the
user may either accept or refuse the offer, terminating
its interaction in both cases.

Thus a typical (nominal) interaction between the user,
the combined purchase & delivery service P&S, the pro-
ducer, and the shipper would go as follows:

1. the user asks P&S for a certain article A, that he
wants to be transported at location L;

2. P&S asks the producer some data about the article,
namely its size, the cost, and how much time does it
take to produce it;

3. P&S asks the delivery service the price and cost of
transporting an object of such a size to L;

4. P&S provides the user a proposal which takes into
account the overall cost (plus an added cost for P&S)
and time to achieve its goal;

5. the user confirms its order, which is dispatched by
P&S to the delivery and producer.

Of course this is only the nominal case, and other in-
teractions should be considered, e.g., for the cases the
producer and/or delivery services are not able to satisfy
the request, or the user refuses the final offer.

At a high level, the block schema in Fig. 1.4 describes
the data flow amongst our integrated web service, the
two services composing it, and the user. This can be
perceived as (an abstraction of) the WSDL description
of the dataflow.

Planning as Model Checking
The “Planning as Model Checking” framework (Bertoli
et al. 2003) is a general framework for planning under
uncertainty. It allows for non-determinism in the initial
state and in the outcome of action execution. It permits
to model planning domains with different degrees of ob-
servability, ranging from full observability (the whole
state of the world is observable at run-time), to null ob-
servability (no information is available at run-time), to
the general case of partial observability (only some do-
main information is available at run time). Finally, it
allows for expressing temporally extended planning goals,
i.e., goals that define conditions on sequences of states
resulting from the execution of a plan, rather than just
on final states.

Planning domains and plans
In our framework, a domain is a model of a generic sys-
tem with its own dynamics. The plan is also modeled as
a system with an internal dynamics, which monitors the
evolution of the domain by means of observations de-
scribing the visible part of the domain state, and which
controls the evolutions of the domain by triggering ac-
tions (see Fig. 2).

A planning domain is defined in terms of its states, of
the actions it accepts, and of the possible observations
that the domain can exhibit. Some of the states are
marked as valid initial states for the domain. A transi-
tion function describes how (the execution of) an action
leads from one state to possibly many different states.
Finally, an observation function defines the observation
associated to each state of the domain.
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Figure 1: The protocols and their combination.

Definition 1 (planning domain) A nondeterminis-
tic planning domain with partial observability is a tuple
D = 〈S,A,O, I, T ,X〉, where:

• S is the set of states.
• A is the set of actions.
• O is the set of observations.
• I ⊆ S is the set of initial states; we require I 6= ∅.
• T : S × A → 2S is the transition function; it asso-

ciates to each current state s ∈ S and to each action
a ∈ A the set T (s, a) ⊆ S of next states.

• X : S → O is the observation function.

We are interested in complex plans, that may encode
sequential, conditional and iterative behaviors, and are
expressive enough for dealing with partial observability
and with extended goals. We model them as finite state
machines, as follows.

Definition 2 (plan) A plan for planning domain D =
〈S,A,O, I, T ,X〉 is a tuple Π = 〈C, c0, α, ε〉, where:

• C is the set of plan contexts.
• c0 ∈ C is the initial context.
• α : C × O ⇀ A is the action function; it associates

to a plan context c and an observation o an action
a = α(c, o) to be executed.

• ε : C × O ⇀ C is the context evolutions function; it
associates to a plan context c and an observation o a
new plan context c′ = ε(c, o).

The contexts are the internal states of the plan; they
permit to take account, e.g., the knowledge gathered
during the previous execution steps. Actions to be exe-
cuted, defined by function α, depend on the observation
and on the context. Once an action is executed, function
ε updates the plan context. Functions α and ε are de-
terministic (we do not consider nondeterministic plans),
and can be partial, since a plan may be undefined on the
context-observation pairs that are never reached during
plan execution.

The execution of a plan over a domain can be de-
scribed in terms of transitions between configurations
that describe the state of the domain and of the plan.

Definition 3 (configuration) A configuration for
domain D = 〈S,A,O, I, T ,X〉 and plan Π = 〈C, c0, α, ε〉
is a tuple (s, o, c) such that s ∈ S, o ∈ X (s), and
c ∈ C. Configuration (s, o, c) may evolve into con-
figuration (s′, o′, c′), written (s, o, c) → (s′, o′, c′),
if s′ ∈ T (s, α(c, o)), o′ ∈ X (s′), and c′ = ε(c, o).
Configuration (s, o, c) is initial if s ∈ I and c = c0.
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Figure 2: The model of domain and plan.

Intuitively, a configuration is a snapshot of the domain
controlled by the plan. Observations are included in
configurations in order to take into account that more
than one observation may correspond to the same state.

Planning under partial observability

When planning under partial observability, the plan ex-
ecutor cannot in general get to know exactly what is
the current state of the domain: the limited available
sensing inhibits removing the uncertainty present at the
initial execution step, or introduced by executing nonde-
terministic actions. Thus, at each plan execution step,
the plan executor has to consider a set of domain states,
each equally plausible given the initial knowledge and
the observed behavior of the domain so far. Such a set
of states is called a belief state ((Bonet & Geffner 2000;
Bertoli et al. 2001)). Executing an action α evolves
an belief B into another belief B′ which contains all of
the possible states that can be reached through α from
some state of B. Notice that hazardous actions may ex-
ist that are applicable only for some of the states in the
current belief. These actions should not be considered
in the plan, since their execution may lead to undesired
execution failures.

The available sensing is exploited initially, and after
each action execution: if observation o holds after exe-
cuting action α, the resulting belief shall rule out states
not compatible with o. Thus in general, given a belief
B, performing an action α (executable on B) and taking
into account the obtained observation o gets to a new
belief Evolve(B, α, o):

Evolve(B, α, o) =
(

⋃

s∈B

T (s, α)
)

∩ X−1(o).

When planning under partial observability, we are
generally interested to knowledge goals, i.e., goals de-
fined in terms of knowledge-level conditions of the form
“K p” that hold iff every state in the current belief sat-
isfies p. Planning in this framework thus consists in
searching through the possible evolutions of initial be-
liefs, to retrieve a conditional course of actions that leads
to beliefs that satisfy the goal.

The search space for a partially observable domain is
what is called a belief space; its nodes are beliefs, con-
nected by edges that describe the above Evolve function.
Notice that the space has an inherently nondeterminis-
tic nature, stemming from the fact that several different

observations may be obtained after executing a given
action onto a given belief. As such, the search in a
partially observable domain can be described as search
inside a fully observable “belief-level” domain DK whose
states are the beliefs of D, and whose nondeterministic
transition function mimics Evolve .

Definition 4 (knowledge level domain) The
knowledge level domain for domain D is a tuple
DK = 〈B,A,O, IB , TB ,XB〉, where:

• B = {B ∈ 2S : ∀s, s′ ∈ B.X (s) = X (s′)}.
• A and O are defined as in the domain D.
• IB =

⋃

o∈X (I)(I ∩X−1(o)) is the set of initial beliefs,

i.e. all the beliefs compatible with I, and with some
initial observation value.

• TB : B × A → 2B is the transition function; it asso-
ciates to each current belief B ∈ B and to each ac-
tion a ∈ A such that T (s, a) 6= ∅ for all s ∈ B the
set of next beliefs TB(B, a) = {Evolve(s, a, o) : o ∈
X (T (B, a))}.

• XB : B → O associates to each belief B the observa-
tion XB(B) = X (s) for all s ∈ B.

Thus, algorithms for planning under partial ob-
servability can be obtained by suitably recasting the
algorithms for full observability on the associated
knowledge-level domain. Actually, the following result
holds:

Fact 5 Let D be a ground-level domain and g be a
knowledge-level goal for D. Let also DK be the knowl-
edge level domain for D and gK be the goal interpreting
g on DK (i.e., interpreting K p formulas of g as for-
mulas that hold in the beliefs containing only states that
satisfy p). Then Π is a valid plan for g on D if, and
only if, Π is a valid plan for gK on DK .

A potential problem of this approach is that, in most
of the cases, this domain is exponentially larger that
the ground domain and the approach is not viable in
practice. In (Bertoli et al. 2001; Bertoli, Cimatti, &
Roveri 2001), efficient heuristic techniques are defined to
avoid generating the whole (knowledge-level) planning
domain. The key idea is to generate only the relevant
subset, using heuristics for deciding worth directions to
expand knowledges. Although these works are currently
limited to reachability knowledge goals, the same idea
can be applied also to more general goals, like the ones
described in the next subsection.

Notice that the knowledge level domain describes all
the valid observable behaviors of the domain. That is,
it can be fruitfully exploited to monitor whether the
observed domain behavior is consistent with the domain
model.

Planning with extended goals
Originally, the planning as model checking framework
has exploited CTL as temporally extended goal lan-
guage. CTL (Emerson 1990) is a well-known and widely
used language for the formal verification of proper-
ties by model checking. It provides the ability to ex-
press temporal behaviors that take into account the
non-determinism of the domain. Planning with CTL
goals has been studied in (Pistore & Traverso 2001;
Pistore, Bettin, & Traverso 2001) under the hypoth-
esis of full observability and in (Bertoli et al. 2003;



Bertoli & Pistore 2004) in the more general case of par-
tial observability.

However, in many practical cases, CTL is inadequate
for planning, since it cannot express different kinds of
goals that are relevant for nondeterministic domains.
An example is given by goals of the form “Try to achieve
condition c and, in case of failure do achieve condition
d”. In nondeterministic domains it may be impossible
to guarantee that condition c is satisfied along all pos-
sible execution paths. It is hence necessary to define re-
covery conditions, or second-preference goals (condition
d in our case) that should only be taken into account
if the fulfillment of the main goal becomes impossible.
Unfortunately, in CTL it is impossible to express such
goals. First, CTL is not able to capture the requirement
that the plan should “do its best” to achieve condition c
whenever possible. Second, CTL is not able to express
preferences among goals. EaGLe (Dal Lago, Pistore,
& Traverso 2002) has been designed with the purpose
to overcome these limitations of CTL and to provide
a language for temporally extended planning goals in
non-deterministic domains.

Let propositional formulas p ∈ Prop define conditions
on the states of a planning domain. The extended goals
g ∈ G over Prop are defined as follows:

g := p | g And g | g Then g | g Fail g | Repeat g |

DoReach p | TryReach p |

DoMaint p | TryMaint p

Goal DoReach p specifies that condition p has to
be eventually reached in a strong way, for all non-
deterministic outcomes of plan execution. Similarly,
goal DoMaint q specifies that property q should
be maintained true despite non-determinism. Goals
TryReach p and TryMaint q are weaker versions of
these goals, where the plan is required to do “every-
thing that is possible” to achieve condition p or main-
tain condition q, but failure is accepted if unavoidable.
We remark that these operators are very different from
operators EF and EG in CTL, which require plans that
have just a possibility to achieve the goal.

Construct g1 Fail g2 is used to model preferences
among goals and recovery from failure. More precisely,
goal g1 is considered first. Only if the achievement or
maintenance of this goal fails, then goal g2 is used as a
recovery or second-choice goal. Consider for instance
goal TryReach c Fail DoReach d. The sub-goal
TryReach c requires to find a plan that tries to reach
condition c. During the execution of the plan, a state
may be reached from which it is not possible to reach
c. When such a state is reached, goal TryReach c fails
and the recovery goal DoReach d is considered.

Goal g1 Then g2 requires to achieve goal g1 first,
and then to move to goal g2. Goal Repeat g specifies
that sub-goal g should be achieved cyclically, until it
fails. Finally, goal g1 And g2 requires the achievement
of both subgoals g1 and g2.

A formal semantics and a planning algorithm for Ea-
GLe goals in fully observable domains can be found in
(Dal Lago, Pistore, & Traverso 2002).

Planning for web-service composition
In this section we describe how the techniques provided
by the planning as model checking framework can be

applied to solve the problem of planning and monitoring
of web-service composition.

Modeling the domain
The first step to model the domain, and to put ourselves
in a position to synthesize a combined web service, is to
model each of the protocols of the external partners as a
planning domain, according to Definition 1. The states
of the domain are used to codify the states of the proto-
col, the current values of the variables, and the contents
of the input and output channels. The modeling of the
state of the protocol and of its variables is straightfor-
ward. For instance, in the case of the shipper protocol,
the possible states are: start, which holds initially;
fail and succ, which indicates the protocol termina-
tion with failure and success respectively, and gotReq,
setOffer and sentOffer, associated to the interme-
diate phases of the protocol. The internal variables in-
volved in the shipper protocol describe the size of the
required item, the required delivery location, the cost
and time for the service. Each of these is presented as a
finitely ranged variable; an “undefined” value indicates
that the variable has not been initialized yet.

The modeling of channels is more complex; each chan-
nel features a channel state (empty or full), and in case
it is full, a content. This is modeled as follows:

• a status variable tells us whether the channel is
empty or full;

• if the channel carries some values, auxiliary channel
variables are used to store these values if the channel
is full. Otherwise, they are undefined.

For instance, in the case of the shipper, the input
channel request conveys the item size and the loca-
tion as data, and is hence modeled with variables re-
quest.status, request.size, and request.loc.

The only actions in the model correspond to channel
read/write operations, since these are the only opera-
tions available to an external agent for controlling the
evolution of the protocol. A receive action can only be
executed on an output channel of the protocol which is
full; its execution empties the channel and updates the
protocol state. A send action, on the other hand, is pos-
sible only on an empty input channel of the protocol;
if the input channel carries values, the action also spec-
ifies the actual values transmitted on the channel; when
this action is executed, the channel is marked as full,
and the transmitted values are stored in the appropriate
channel variables.

The transitions in the model capture different as-
pects of the evolution of the system. From one side,
they describe the update of the channel variables due to
send/receive actions executed by the agent interacting
with the protocol. From the other side, they model the
internal evolution of the protocol. This internal evo-
lution may correspond to the receive/send operations
complementary to the send/receive actions executed ex-
ternally. Or it may correspond to updates in the internal
variables, when assignment steps of the protocols are ex-
ecuted. Finally, to model the possibility of a protocol
being idle, a no-op operation can be performed by the
protocol along a transition. In this case, the only up-
dates that occur in the transition are those related to
the send/receive actions of the external agent.

The observations of the protocol are limited to:
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Figure 3: The shipper protocol modeling.

• the status (empty or full) of the input and output
channels;

• whenever a channel is read, the values contained in
that channel.

Fig. 3 describes a portion of the domain modeling the
shipper protocol. It corresponds to the reception of a
request and to the corresponding negative (nack) an-
swer. The actions executed by the external agent are
represented on the vertical arrows. The observations
corresponding to the states of the protocol are repre-
sented on the horizontal arrows.

Monitoring web service interaction
The construction defined above defines the ground do-
main for each of the external partners. Given one of
these ground domains, we can perform the power-set
construction described in Definition 4 to obtain the as-
sociated knowledge level domain. Since this describes all
the admissible observable behaviors of the domain, and
in particular all plausible message sequences amongst
this domain (service) and its partners, we can use it to
monitor whether the behaviors of the external partners
conform to the protocol.

Such a monitor is able to detect protocol violations at
run-time, and trigger an appropriate handling of such a

failure. Of course, it cannot detect the undesired condi-
tion where a portion of the protocol is stuck, and does
not proceed sending a message when it should. How-
ever, this can be easily captured by enriching the mon-
itor with a time-out mechanism, such that unexpected
message sending time-outs are properly signalled.

Planning for web service composition
The goal of the planning task is to synthesize the process
that interacts with the three external processes in order
to provide the purchase & delivery service to the users.

The planning domain consists of the combination of
the three ground-level domains for the external partners.
Formally, this combination is a synchronous product,
which allows the three protocols to evolve independently
and in parallel.

The business goal of P&S can be described as follows:

1. The service should try to reach the ideal situation
where the user has confirmed his order, and the ser-
vice has confirmed the associated (sub-)orders to the
producer and shipper services. In this situation, the
data associated to the orders have to be mutually con-
sistent, e.g. the time for building and delivering a
furniture shall be the sum of the time for building it,
and that for delivering it.

2. Upon failure of the above goal, e.g., because the user
refuses the offer, the service should absolutely reach a
fall-back situation where every (sub-)order has been
canceled. That is, there should be no chance that the
service has committed to some (sub-)order before the
user cancels his order.

This goal can be expressed by the following EaGLe for-
mula, where the TryReach and DoReach clauses rep-
resents the above portions 1 and 2 of the requirement.

TryReach

K (user.succ ∧ producer.succ ∧ shipper.succ∧

user.d = add delay(producer.d, shipper.d) ∧

user.c = add cost(producer.c, shipper.c))

Fail DoReach

K (user.fail ∧ producer.fail ∧ shipper.fail)

We remark that the capabilities of expressing failure of
EaGLe are essential here. Also notice that the above
planning goal has to be interpreted at the knowledge
level: the executor wants to reach a state where it knows
that a successful situation has been reached; or, subor-
dinately, to reach a state where it knows that all orders
have been called off.

The planning domain is only partially observable by
the executor of the process that we want to synthesize.
Thus, solving the problem implies using dedicated al-
gorithms for planning under partial observability with
EaGLe goals, or, alternatively, planning for the fully
observable associated knowledge level domain, and in-
terpreting the goal as a ground goal (rather than as a
knowledge-level goal). We pursue this latter approach,
so that we can reuse existing Eagle planning algorithms
under full observability.

We proceed as follows. We generate the knowl-
edge level domain by combining the three moni-
tors defined previously. Similarly to what hap-
pens for the ground level domains, this compu-
tation consists of a synchronous product. Inside



the knowledge level domain, we mark as success
the belief states which contain only states satisfy-
ing the ideal condition that the services tries to
reach (i.e. user.succ ∧ producer.succ ∧ shipper.succ ∧
user.d = add delay(producer.d, shipper.d) ∧ user.c =
add cost(producer.c, shipper.c)∧ empty channels), and
as failure the belief states which contain only states
satisfying the condition that the service has to reach
in case the preferred objective fails (i.e. user.fail ∧
producer.fail∧shipper.fail∧empty channels). Finally,
we plan on this domain with respect to EaGLe goal:

TryReach success Fail DoReach failure.

Fact 5 guarantees that the approach outlined above for
planning under partial observability with EaGLe goals
is correct and complete.

Experimental results

In order to test the effectiveness and the performance
of the approach described above, we have conducted
some experiments using the MBP planner. Some exten-
sions to the planner have been necessary to the purpose.
First, we have implemented the procedure for translat-
ing protocols similar to the ones described in Fig. 1 into
the ground-level planning domains represented in the
input language of MBP. Second we have implemented a
routine that performs the power-set construction of Def-
inition 4 and that builds the monitors corresponding to
the three external protocols. MBP already provides al-
gorithms for planning with EaGLe goals, which we have
exploited in the last step of the planning algorithm.

We have run MBP on four variants of the case study
considered in this paper, of different degrees of complex-
ity. In the easiest case, CASE 1, we considered a reduced
domain with only the user and the shipper, and with
only one possible value for each type of objects in the
domain (article, location, delay, cost, size). In CASE 2
we have considered all three protocols, but again only
one possible value for each type of object. In CASE
3 we have considered the three protocols, with two ob-
jects for each type, but removing the parts of the shipper
and producer protocols concerning the size of the prod-
uct. In CASE 4, finally, is the complete protocol. We
remark that CASE 1 and CASE 2 are used to test our
algorithms, even if they are admittedly unrealistic, since
the process knows, already before the interaction starts,
the article that the user will ask and the cost will be
charged to the user. In CASE 3 and CASE 4, a real
composition of services is necessary to satisfy the goal.

In all four cases we have experimented also with a
variant of the shipper protocol, which does not allow
for action nack.

The experiments have been executed on an Intel Pen-
tium 4, 1.8 GHz, 512 MB memory, running Linux 2.4.18.
The results, in Fig. 4, report the following information:

• Generate: the time necessary to generate the MBP
description of knowledge domains from their descrip-
tion of the three external protocols.

• BuildMonitor: the time necessary to parse and build
the three internal MBP models corresponding to the
monitors of the three external protocols; after the
models have been built, it is possible to monitor in
real-time the evolution of the protocols.

• BuildDomain: the time necessary to parse and build
the internal MBP model of the combination of the
three knowledge level domains.

• Planning: the time required to find a plan (or to check
that no plan exists) starting from the planning do-
main built in the previous step.

• Result: whether a plan is found or not.

The last two results are reported both in the original
domains and in the domains without “nack” being han-
dled by the shipper.

The experiments show that the planning algorithm
correctly detects that it is not possible to satisfy the goal
if we remove the nack action handling in the shipper,
since we cannot unroll the contract with the shipper and
to satisfy the recovery goal DoReach failure in case
of failure of the main goal.

MBP has been able to complete all the planning and
monitor construction tasks with a decreasing perfor-
mance when the complexity of the protocols grow. Cur-
rently, the most serious bottleneck is in the time re-
quired to build the internal MBP representation of the
knowledge level planning domain (BuildDomain). This
is due to the usage of a dumb algorithm for the gener-
ation of the knowledge level domain (currently, the file
specifying the domain for CASE 4 is more than 50MB
long). An optimized algorithm should drastically reduce
the BuildDomain time. The long time required in Plan-
ning in the case the algorithm finds a plan w.r.t. the
case there is no plan is mostly due to the time required
to extract the plan, once the existence of a plan has been
proven. Also the plan extraction time can be optimized
by exploiting the specific form of plans that we have in
the domains under investigation.

Related work and conclusions
In this paper, we define, implement and experiment with
a framework for planning the composition and moni-
toring of BPEL4WS web services. As far as we know,
there is no previous attempt to automatically plan for
the composition and monitoring of service oriented pro-
cesses that takes into account nondeterminism, partial
observability, and extended goals.

The problem of simulation, verification, and auto-
mated composition of web services has been tackled
in the semantic web framework, mainly based on the
DAML-S ontology for describing the capabilities of web
services (Ankolekar 2002). In (Narayanan & McIlraith
2002), the authors propose an approach to the simu-
lation, verification, and automated composition of web
services based a translation of DAML-S to situation cal-
culus and Petri Nets, so that it is possible to reason
about, analyze, prove properties of, and automatically
compose web services. However, as far as we under-
stand, in this framework, the automated composition
is limited to sequential composition of atomic services
for reachability goals, and do not consider the general
case of possible interleavings among processes and of ex-
tended business goals. Moreover, Petri Nets are a rather
expressive framework, but algorithms that analyze them
have less chances to scale up to complex problems com-
pared to symbolic model checking techniques.

Different planning approaches have been proposed for
the composition of web services, from HTNs (Wu et
al. 2003) to regression planning based on extensions



With shipper nack Without shipper nack
Generate BuilMonitor BuildDomain Planning Result Planning Result

CASE 1 1 sec. 1 sec. 5 sec. 1 sec. YES 0 sec. NO
CASE 2 2 sec. 3 sec. 11 sec. 19 sec. YES 2 sec. NO
CASE 3 44 sec. 245 sec. 1616 sec. 392 sec. YES 26 sec. NO
CASE 4 61 sec. 997 sec. 13215 sec. 3321 sec. YES 112 sec. NO

Figure 4: Results of the experiments.

of PDDL (Dermott 1998), but how to deal with non-
determinism, partial observability, and how to gener-
ate conditional and iterative behaviors (in the style of
BPEL4WS) in these frameworks is still an open issue.

Other planning techniques have been applied to re-
lated but somehow orthogonal problems in the field of
web services. The interactive composition of informa-
tion gathering services has been tackled in (Thakkar,
Knoblock, & Ambite 2003) by using CSP techniques.
In (Lazovik, Aiello, & Papazoglou 2003) an interleaved
approach of planning and execution is used; planning
technique are exploited to provide viable plans for the
execution of the composition, given a specific query of
the user; if these plans turn out to violate some user con-
straints at run time, then a re planning task is started.
Finally, works in the field of Data and Computational
Grids is more and more moving toward the problem of
composing complex workflows by means of planning and
scheduling techniques (Blythe, Deelman, & Gil 2003).

The results reported in this paper are still prelimi-
nary, and significant extensions are planned for the fu-
ture. The plan extraction routine within the EaGLe
planning algorithm, and the powerset construction of
the knowledge level planning domain, are currently far
from optimized, and experiments show that they consti-
tute a bottleneck. It is our intention in the short term
to redesign them, so that they exploit the structure of
the problem under exam, and of the resulting plan.

Moreover, the computationally complex powerset
construction of the knowledge level domain can be
avoided altogether by providing algorithms for natively
planning with extended goals under partial observabil-
ity. This is a is a main goal in our research line; a
preliminary result appears in (Bertoli & Pistore 2004),
focusing on the CTL goal language. The extension of
this work to the EaGLe language, and the exploitation
of symbolic representation techniques for this problem,
is far from trivial.

The example considered in this paper and the exper-
imental analysis is still limited to an explanatory and
simple case. We intend to test our approach over re-
alistic case studies stemming from concrete needs from
the industry or the public apparatus. This will require,
among other tasks to extend MBP to accept BPEL4WS
code in input for the domain specification, and to return
BPEL4WS plans in output.
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