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Abstract

We are developing a framework for interactive
composition of services that assists users in sketch-
ing their task requirements by analyzing the seman-
tic description of the services. We describe the
requirements that an interactive framework poses
to the representation of the services, and how the
representations are exploited to support the interac-
tion. We also describe an analysis tool that takes
a sketch of a composition of services and gener-
ates error messages and suggestions to users to help
them complete a correctly formulated composition
of services.

1 Introduction
Existing approaches to generate compositions automatically
are limited in their use when explicit goal descriptions are
not available and when users want to drive the composition
process, influencing the selection of components and their
configuration. The goal of our work is to develop interactive
tools for composing web services where users sketch a com-
position of services and system assists the users by providing
intelligent suggestions.

Interactive service composition poses additional chal-
lenges to composing services. Users may make mistakes and
the system needs to help fix them. Also, user’s input is often
incomplete and may even be inconsistent with existing ser-
vice descriptions. In order to help users in this context, we
have developed a framework for providing strong user guid-
ance by reasoning on the constraints associated with services.
The framework is inspired by our earlier work in KANAL to
help users construct process models from pre-defined compo-
nents that represent objects and events[Kim and Gil, 2001].
In our previous work, we have built a tool that performs ver-
ification and validation of user entered process models by
exploiting domain ontologies and event ontologies. In this
work, we take simple service descriptions (in WSDL) and
augment them with domain ontologies and task ontologies
that address various constraints in the domain. Our analysis
tool then use these ontologies in examining user’s solutions
(i.e., composition of services) and generating error messages
and suggestions to correct the errors. We believe that as on-
tologies become richer, the tool can provide more direct and

Figure 1: Task Ontology and Domain Ontology.

focused suggestions.

2 Approach
Our approach is to provide strong user guidance through con-
straint reasoning, as described above. First we take defini-
tions of services and analyze relations between service oper-
ations in the composition sketch based on their input and out-
put parameters. We then detect gaps and errors from the anal-
ysis including missing steps, missing connections, incom-
plete steps, etc. Finally we produce suggestions based on the
problem type and context. In performing the analysis, we as-
sume a knowledge rich environment where services and their
operations are described and related in terms of domain ob-
jects. (We are investigating some ways to exploit existing on-
tologies that are available on-line.) Currently we are exploit-
ing two types of ontologies: domain term ontology and task
ontology. That is, data types are represented using domain
objects, and their task types are defined in terms of their in-
put and output data types. Figure 1 shows such ontologies that
we are using in a travel planning domain. For example, a task
type Reserve-Car-given-Arrival-Time-&-Arrival-Airport rep-
resents a service operation that has Arrival-Time and Arrival-
Aiport as the input and Flight-Info as the output. Its parent
Reserve-Car-given-Time-&-Location represents a more gen-
eral class of operations including Reserve-Car-given-Arrival-
Time-&-Arrival-Airport. Note that because the system has



an ontology of operation types that describes high-level task
types as well as specific operations that are mapped to ac-
tual operations, users can start from a high-level description
of what they want without knowing the details of what opera-
tions are available. We often find that users have only partial
description of what they want initially, and our tool can help
users find appropriate service operations by starting with a
high-level operation type and then specializing it.

The tools we built is called CAT (Composition Analysis
Tool). CAT’s analysis is driven by a set of desirable properties
of composed services. Given a sketch of a service composi-
tion and a user task description (i.e., a set of initial input and
expected results), CAT checks if (1) all the expected results
are produced, (2) all the links are consistent, (3) all the input
data needed are provided, and (4) all the operations are exe-
cutable (there are actual operations that can be executed). In
addition, it generates warnings on (5) unused data and (6) un-
used operations that don’t participate in producing expected
results. Given any errors detected, CAT generates a set of
specific fixes that can be potentially used by the user. The
following shows the general algorithms.

� Checking Unachieved Expected Results:
Detect problem: for each expected result, check if it is linked
to an output of an operation or directly linked to any of the ini-
tial input (i.e., the result is given initially).
Help user fix problem:
1. find any available data (initial input or output from intro-
duced operations) that is subsumed by the data type of the de-
sired result, and suggest to add a link
2. find most general operation types where an output is sub-
sumed by the data type of the desired result, and suggest to
add the operation types.

� Checking Unprovided Data:
Detect problem: for each operation introduced, for each input
parameter of the operation, find if it is linked to any (either to
the initial input or to some output from introduced operations).
Help user fix problem:
1. find any initial input data or output of operations that is sub-
sumed by the desired data type, and suggest to add a link.
2. find most general operation types where an output is sub-
sumed by the desired data type, and suggest to add the opera-
tion types.

� Checking Inconsistent Links:
Detect problem: for each link between data types, find if the
type of the data provider is subsumed by the type of the con-
sumer.
Help user fix problem:
1. find most general operation types where an output is sub-
sumed by the type of the consumer and an input subsumes the
the type of the provider, and suggest to add the operation types.

� Checking Unexecutable Operation:
Detect problem: for each operation type introduced, check if
there is an actual operation of that type that can be performed.
Help user fix problem:
1. find a set of qualifiers that can be used to specialize it and
suggest to replace the operation type with a more special one
base on the qualifiers.
2. find the subconcepts of the task type in the task ontology
and suggest to choose one of them.

� Checking Unused Data:
Detect problem: for each initial input data type and the output

Figure 2: Travel Planning: CAT finds errors and help users
fix them.

from the introduced operations, check if it is linked to an oper-
ation or an expected result.
Help user fix problem:
1. find any unprovided data or unachieved results that sub-
sumes the unused data type, and suggest to add a link.
2. find most general operation types where an input subsumes
the unused data, and suggest to add the operation types.

� Checking Unused Operation:
Detect problem: for each operation introduced, check if its out-
put or any output from its following operations is linked to an
expected result.
Help user fix problem:
1. suggest to add a link to connect the operation

Figure 2 shows a process of composing services for a travel
planning. The user wants to reserve a flight first and then re-
serve a car based on the reserved flight. Currently two input
parameters of Reserve-Car operation, Arrival-Time and Air-
port, are not linked yet. CAT points that both of them can
be potentially linked if the Flight-Info operation is added in
between, since it produces data on Arrival-Time and Airport
(Depart-Airport and Arrival-Airport) given an Airline and a
Flight-number. This addition will also resolve the warning of
unused data (Airline of Reserve-Flight). In this case, as the
system has richer ontology of trips so that the airport of the
Airport-Car-Rental actually means the Arrival-Airport, then
the suggestions will become even more specific.

3 Current Status
The current implementation of CAT has a text-based interface
for reporting errors and suggestions. We have applied CAT
in composing computational pathways to put together end-
to-end simulations for earthquake scientists where the prob-
lem is to analyze the potential level of hazard at a given site.
The preliminary tests show that CAT can help users formu-
late correctly formulated pathways by pointing specific ways
to fix errors. Our plans for future work include development
of graphical user interfaces for CAT, dynamic generation of
task ontologies from service descriptions, and incorporation
of automatic service composition approaches.
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