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ABSTRACT

A sea of undifferentiated information is forming from the mass of
data that is collected by people and organizations, across
government, for different purposes, at different times, and using
different methodologies. This massive data heterogeneity requires
automatic methods for data alignment, matching and/or merging.
In this paper, we describe two systems, Guspin? and Sft? , for
automatically identifying equivalence classes and for aligning
data across databases. Our technology, based on principles of
information theory, measures the relative importance of data,
leveraging them to quantify the similarity between entities. These
systems have been applied to solve real problems faced by the
Environmental Protection Agency.

Categories and Subject Descriptors
H.2.5 [Database M anagement]: Heterogeneous Databases.

General Terms
Algorithms, Experimentation.

Keywords
Information theory, mutual information, database aignment,
equivalence class detection.

1. INTRODUCTION

Data is being collected at an extraordinary pace. Because people
and organizations collect data for different purposes, at different
times, and using different methodologies, a sea of undifferentiated
information is forming. Government agencies face a daunting task
in locating, sharing, comparing, integrating, and disseminating the
data they collect. Automated assistance for data aignment,
matching and/or merging is therefore urgently needed in
numerous government settings.

For example, an ar quality scientist at a state environmenta
agency such as the California Air Resources Board (CARB) must
reconcile air emissions data from local regionsin order to monitor
overall patterns and to support ar policy regulation. In a

homeland security scenario, an analyst must identify and track
threat groups from a population using separately collected and
stored individual behaviors such as phone calls, email messages,
financial transactions, travel itineraries, etc.

The general class of problems exemplified above is of finding
similarities between entities within or across heterogeneous data
sources. To date, most approaches to entity consolidation and data
integration require manual effort. Despite some promising recent
work, the automated creation of such mappings is still in its
infancy, since eguivalences and differences manifest themselves
a al levels, from individual data values through metadata to the
explanatory text surrounding the data collection as a whole. Some
data sources contain auxiliary information such as relational
structure or metadata, which have been shown to be useful in
interrelating entities. However, such auxiliary data can be
outdated, irrelevant, overly domain specific, or simply non-
existent. A general-purpose solution to this problem cannot
therefore rely on such auxiliary data. All one can count on is the
dataitself: aset of observations describing the entities.

Applying this purely data-driven paradigm, we have built two
systems, Guspin for automatically identifying equivalence classes
or diases, and Sft for automaticaly aigning data across
databases. The key to our underlying technology is to identify the
most informative observations and then match entities that share
them. We have applied our systems to the task of aligning EPA
data between the Santa Barbara County Air Pollution Control
District and Ventura County Air Pollution Control District®
emissions inventory databases and the CARB statewide inventory
database, as well as to the task of identifying equivalence classes
in the EPAG Facilities Registry System. This work has the
potentia to significantly reduce the amount of human work
involved in matching entities and creating single-point access to
multiple heterogeneous databases.

2. GOVERNMENT COLLABORATION

We are working with the following two sets of domain data. The
first one consists of databases cataloguing emitting facilities
supplied by the California Air Resources Board (CARB) and
various California Air Quality Management Disgtricts (AQMDs).
One important task done a¢ CARB in Sacramento is to integrate
emissions data collected by Californias 35 AQMDs to create a
statewide emissions inventory (a comprehensive description of
emitters and emission statistics for the state). This inventory must
be submitted annualy to the US EPA which, in turn, must
perform quality assurance tests on these inventories and integrate
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Figure 1. Identifying important observations in our homeland security scenario of phone calls placed
by Southern Caifornia residents. @ Frequency of phone cals placed monthly by John Doe. b)
Frequency of calls placed by John and others (*) to D.C. and other cities (*). c) Frequency of calls
placed by John and others (*) to Bogota and other cities (*).

them into a national emissions inventory for use in tracking the
effects of nationa air quality policies. To deliver their annual
emissions data submittal to CARB, AQMDs have to manualy
reformat their data according to the specifications of CARBG
emission inventory database called California Emission Inventory
Development and Reporting System (CEIDARS). Every time the
CEIDARS data dictionary is revised (as has happened severa
times recently, for example in 2002), work is required on the part
of AQMD gtaff to trandate emissions data into the new format.
Likewise, when CARB provides emissions data to US EPAG
National Emission Inventory (NEI), significant effort is required
by CARB staff to trandate data into the required format. Our goa
with this data set is to automaticaly integrate the AQMD
databases with the CARB database.

Our other data set is EPA® Facilities Registry System (FRS),
which is a centrally managed database recording American
facilities subject to environmenta regulations (e.g., refineries, gas
stations, manufacturing sites, etc.) The FRS contains entries of
facilities recorded from various sources and consequently contains
many duplicate entries. Our goa on this data set is to
automatically discover the duplicate entries.

3. LEVERAGING IMPORTANT DATA

When matching entities based on observational data (e.qg.,
matching people based on their financial transactions and
communication patterns), certain observations are more indicative
of similarity than others.

Shannon@ classic 1948 paper [15] provides us with a way of
measuring the information content of events. This theory of
information provides a metric, called pointwise mutual
information, which quantifies the association between two events
by measuring the amount of information one event tells us about
the other. Consider the following scenario, illustrating the power
of pointwise mutua information, in which you are a drug
trafficking officer charged with tracking two particular individuals

John Doe and Alex Forrest from a population of Southern
Cdiforniaresidents. If you were told that last year both John and
Alex called Hollywood about 21 times a month, then would this
increase your confidence that John and Alex are the same person
or from the same social group? Y es, possibly. Now, suppose we
also told you that John and Alex both called Bogota about 21
times a month. Intuitively, this observation yields considerably
more evidence that John and Alex are similar since not many
Southern California residents call Bogota with such frequency.
Measuring the relative importance of such observationsN calling
Hollywood and calling BogotaN and leveraging them to compute
similaritiesis the key to our approach.

Figure 1 &) lists John(® most frequently called cities along with
the call frequencies. It is not surprising that a Californian would
cal L.A., Culver City, Anaheim, and even D.C. If Alex had
similar calling patterns to these four cities, it would somewhat
increase our confidence that he and John are similar, but
obvioudly our confidence would increase much more if Alex aso
called the more surprising cities Bogota and Medellin.

Looking only at the call frequencies in Figure 1 a), one would
place more importance on matching calls to L.A. than to Bogota.
But mutua information provides a framework for re-ranking calls
by their relative importance (information content). Figure 1 b)
illustrates the frequencies of John caling D.C., John calling any
city, and anyone calling D.C, and c) illustrates the same for
Bogota. Notice that although John calls D.C. more frequently than
Bogota, many more people in the population call D.C. than
Bogota. Pointwise mutual information leverages this observation
by adding importance for acity to which John calls frequently and
by deducting importance if many people in the general population
call the same city. Re-ranking the cities by the pointwise mutual
information measure, the list in Figure 1 a) becomes:



Bogota 7.88
Medéellin 7.05
Kalamazoo 5.78
Hamburg 5.58
Culver City 5.48
D.C. 5.33
L.A. 477
Anaheim 4.46
Ventura 4.38
Toronto 4.36
Boston 431
Covina 291
Compton 2.86
St. Louis 2.40
Long Beach 2.03
Carson 1.62

Hollywood 143

3.1 Information Model

Comparing all data in a large collection, housed in one or more
databases, can be an overwhelming task. But not all data is
equally useful for comparison. Some observations are much more
informative and important than others. When assessing the
similarity between entities, important observations should be
weighed higher than less important ones. Shannon@® theory of
information provides a metric, called pointwise mutual
information, which quantifies the association between two events
by measuring the amount of information one event tells us about
the other. Applying this theory to our problem, we can identify the
most important observations for each entity in a population.

Following our modd in [13], we use pointwise mutual
information to measure the amount of information one event x
gives about another event y, where P(x) denotes the probability
that x occurs, and P(x,y) the probability that they both occur:

mi(x, y)= Iogm

In our example from Figure 1 b), assuming that the total
frequency count of all phone calls from all people is 1.32 x 10%,
then the pointwise mutua information between John and calls-
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3.2 Computing Similarity

Given amethod of ranking observations according to their relative
importance, we still need a comparison metric for determining the
similarity between two entities. An important requirement is that
the metric be not too sensitive to unseen observations. That is, the
absence of a matching observation is not as strong an indicator of
dissimilarity as the presence of one is an indicator of similarity®.

! Some metrics, such as the Euclidean distance, do not make this
distinction.

Many metrics could apply here. We chose one of the more
common ones: the cosine coefficient metric [2]. The similarity
between each pair of entities g and g, using the cosine coefficient
metric, isgiven by:

| o) i, o)
i) 1 mio)

o o

sim(q € ):
|

where o ranges through al possible observations (e.g., phone
calls). This measures the cosine of the angle between two
pointwise mutual information vectors. A similarity of O indicates
orthogonal vectors (i.e., unrelated entities) whereas a similarity of
1 indicates identical vectors. For two very similar elements, their
vectors will be very close and the cosine of their angle will
approach 1.

4. Systems

The above technology enables a wide range of applications. We
have applied it to several problems, including automaticaly
building a word thesaurus, discovering concepts, inducing
paraphrases, and identifying aliases in a homeland security
scenario. In the context of digital government, we have built two
web tools, Guspin and Sift, and applied them to problems faced by
the Environmental Protection Agency (EPA). At the core, both
systems employ the pointwise mutual information and similarity
models described in the previous section.

4.1 Guspin? °

Guspin is a general purpose tool for finding equivaence classes
within a population. It provides a smple user interface where a
user uploads one or multiple data files containing observations for
a population. The system identifies duplicate (or near-duplicate)
entities and presents the results to the user for browsing or
download.

4.1.1 Case Sudy

We have applied Guspin to the task of identifying duplicates in
our two test sets (the CARB and AQMDs emissions inventories as
well as EPAG Failities Registry System (FRS)). Below is a
summary of Guspin® performance on the CARB and Santa
Barbara County Air Pollution Control District 2001 emissions
inventories:

I with 100% accuracy, Guspin extracted 50% of the
matching facilities;

I with 90% accuracy, Guspin extracted 75% of the
matching facilities;

I for agiven facility and the top-5 mappings returned by
Guspin, with 92% accuracy, Guspin extracted 89% of
the matching facilities.

For our second test, we obtained from the EPA a sample of the
FRS. Each record in the FRS includes the address, state, zip code,
facility name, etc. for a particular facility. Duplicates exist in the
FRS since it is compiled from various sources (e.g., local and state

2 Details available from http://www.isi.edu/~pantel.

3 Guspin is available from http://quspin.isi.edu.
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Figure 2. Guspin@ search interface for displaying an entity@® most similar entities. In this example, we see
that facility 189 from EPAQ Facilities Registry System is most similar to facilities 79 and 300. Clicking on a
facility displays its observations. Clicking on Qvhy?Ocompares the observation data from facility 189 with

those from facilities 79 and 300.
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Figure 3. Guspin comparison of two entitiesCobservations: @) comparison of the observations for facilities 189 and 79 (similarity
= 0.862); b) comparison of the observations for facilities 189 and 300 (similarity = 0.561). Observations are sorted in decreasing
order of pointwise mutual information scores. Observations colored in blue and green are shared by only one of two facilities,

whereas red observations are shared by both.

EPA jurisdictions),
representing data.

which often have different ways of

Through Guspin® web interface, we upload the FRS data and
then Guspin measures the mutual information between entities
and observations (e.g., address, emission statistics, codes, etc.),
computes the similarity between each pair of entities, clusters
entities into eguivalence classes, and finally provides a
mechanism for browsing the equivalence classes. Guspin provides
an analyst with a browsing tool for finding equivalence classes
and navigating the similarity space of a population. The analyst
may aso download the resulting Guspin analysis for further
examination.

One can search for individual entities by using Guspin® search
feature. For example, Guspin discovered that facility 189 is
grouped with facilities 300 and 79. Figure 2 shows the results of

launching a search for facility 189 most similar entities. For
each similar entity, the cosine similarity scoreis shown along with
a Gvhy?0link, which enables the user to compare the observations
of the two facilities (recall that important observations are used to
compute the similarity between entities).

Figure 3 illustrates two such comparisons. @) a comparison
between the observations for facilities 189 and 79; and b) a
comparison between the observations for facilities 189 and 300.
Observations colored in blue and in green where observed for
only one of the two facilities. Red observations, however, were
shared by both facilities. Figure 3 lists observations in descending
order of mutua information scores. For very similar entities, we
therefore expect that most important observations (those a the top
of the list) will be colored red. In fact, note that even though
Figure 3 shows that facilities 189 and 79 share fewer common
observations than facilities 79 and 300, the similarity between
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Figure 4. A correct aignment discovered by Sift between
the Process Description columns in the SBCAPCD and
CARB databases.

facilities 189 and 79 is greater since more important features are
shared (i.e., they have more red features at the top of the list).

Guspin may be applied to several other tasks. For example, it can
be used to identify occurrences of plagiarism in essays by
representing essays with the words they contain or it can be used
to find co-regulated genes by representing genes with their
expressions in a series of micro-array experiments.

42 Sifta *

Sft is aweb-based application portal for cross-database aignment
[13]. Given two relational data sources, Sft helps answer the
question Qwhich rows, columns, or tables from Source 1 have high
correspondence with (all or part of) some parallel constructs from
Source 2?0Most previous attempts at inter-source alignment have
relied heavily on metadata, such as table names, column names
and data types, etc. [16]. Yet, as noted earlier, metadata is often
unreliable or unavailable.

Drawing upon our data-driven technology, Sft provides most of
the same functionality as Guspin, adding control over the
definition and use of observations in the data sources. Whereas
Guspin takes a population description as input, Sft more narrowly
draws input from a pair of relational databases. The user has
control over which database elements to include in the alignment
(e.g., columns, rows, and tables). Consider the following database
column fragments taken from two databases A and B:

A.T1.phone_number B.T2.area_code B.T2.local_phone
310-555-6789 310 555-6789
310-666-0987 310 666-0987
213-777-9393 310 777-9393

Notice that none of the observations in the data fields overlap
exactly, and conseguently Guspin would not be able to find any
match. In contrast, Sft has an added capability to overcome this
problem. It can preprocess observations to identify known
observation types, for example phone numbers, zip codes, time,

4 Sift is available from http://sift.isi.edu.

date, numeric types, etc. The advantage of recognizing these types
is that Sift can then reformulate the observations into their atomic
parts. For example, the atomic representation of a phone number
might be the area code and the local phone number, whereas the
atomic representation of a date might be its month, day, and year
components. After this preprocessing, the first field of our
example, A.T1.phone_number, gets reformulated to 310 and 555-
6789. Now, Sft can match these observations with those in
B.T2.area_code and B.T2.loca_phone. Which reformulations are
applied are completely under the user® control.

4.2.1 Case Sudy

Consider the case of an air quality management district, which
needs to create an annua emissions inventory: a catalog of the
emitting facilities, processes, and devices in that district, and the
measurement or estimated toxic and criteria pollutants produced.
Such is the task faced by the California Air Resources Board
(CARB), which constructs an annua emissions inventory for the
state of California by compiling emissions data supplied by the 35
local California Air Quality Management Districts (AQMDS).

This case study considers the column alignment between CARB
and the Santa Barbara County Air Pollution Control District
(SBCAPCD) databases. The SBCAPCD and CARB emissions
inventory databases used in our experiments each contain
approximately 300 columns, thus a completely nasve human must
consider approximately 90,000 alignment decisions in the worst
case.

After selecting reformul ation parameters, Sift measures the mutual
information between columns and observations (data fields),
computes the similarity between each pair of columns and then
presents the user with an interface for browsing the alignment.
Figure 4 shows a correct alignment discovered by Sft for the
columns containing process descriptions. In addition, Sift displays
the most important observations contributing to this aignment
(including the pointwise mutual information scores and
frequency). As in Guspin, Sft provides a QVhy Did These
Match?Olink which enables the user to compare the observations
of the two aligned columns.

Sift discovered 295 alignments, of which 75% were correct. There
were 306 true alignments, of which Sft identified 221 or 72%.
Interestingly, when the system finds a correct alignment for a
given column, then the alignment is found in the first two returned
candidate alignments. Considering only two candidate alignments
for each possible column will greatly reduce the number of
possible decisions made by a human expert. Assuming that each
of the 90,000 candidate alignments must be considered (in
practice, many alignments are easily rejected by human experts)
and that for each column we output at most k alignments, then a
human expert would have to inspect only k! 300 aignments. For
k = 2, only 0.67% of the possible alignment decisions must be
ingpected, an enormous saving in time.

To be of practical use to government, a system must address the
chalenges lying both in the post-analysis of a data transfer
between district and state and in the integration of new data as it
becomes available each year. This is a challenge since the data
formats may change on both sides (the collectors and the
integrators). Since, however, changes year by year are not likely
to be large, one can reconcile the possibly divergent evolutions
automatically, thereby closing the loop by automaticaly



Table 1. Evaluation results for automatically generating a CARB
2002 database from VCAPCD and SBCAPCD 2002 databases. A
human judge evauated random column alignments against a gold
standard provided by CARB.

SAMPLE CORRECT PARTIALLY INCORRECT ~ ACCURACY*
Sze CORRECT
VCAPCD 50 25 5 20 55%
SBCAPCD 50 22 15 13 59%

* Alignments judged as partially correct count ! points towards the
accuracy.

Table 2. Accuracy of the Top-K alignments, according to the
cosine similarity metric, for the 50 random samples from
VCAPCD and SBCAPCD.

Tor-1 Tor-5 Tor-10 Tor-25 Tor-50
VCAPCD 100% 100% 60% 70% 55%
SBCAPCD 100% 100% 95% 76% 59%

generating the data integration. We performed this automatic
integration into CARB for the 2002 databases of both Ventura
County Air Pollution Control District (VCAPCD) and SBCAPCD
[14]. We randomly sampled 50 columns in the automaticaly
integrated CARB 2002 databases. A human judge was asked to
classify each aligned column according to the following
guiddlines:

Correct: The column is aligned correctly according to

the gold standard.

Partially Correct:  The aligned column is a subset or superset of
the gold standard alignment. This situation
arises when only a selection of the column is
transferred to CARB or when a join must be
performed on the district tables to match the
CARB schema. We must look beyond ssimple
column aignments to solve these problems,
which isbeyond the scope of this paper.

Incorrect: The column is not aigned correctly according

to the gold standard.

Table 1 shows the results of our evauation. The accuracy of the
system is computed by adding one point for each correct
alignment, half a point for each partially correct alignment, no
points for each incorrect alignment, and then dividing by the
sample size. Some district columns do not get integrated into the
CARB database (i.e., Sft does not find any alignment for these
columns). In our 50 random samples for VCAPCD, nine columns
were left unaligned by Sft, of which six were correct and three
were incorrect.

Error analysis shows that Sift is particularly bad at aigning binary
(Yes/No or 0/1) columns. Here, the pointwise mutua information
model is not useful since binary values are shared by many
columns. Such columns, which are easily identified, should be
aligned by a separate process. For example, we might simply
compare the ratio of Os vs. 1s or even compare the raw frequency
of Os and 1s. Likely, however, more complex table and row
analysisis needed.

Each aignment includes a similarity score (from the cosine
similarity metric). This similarity can be viewed as Sft@
confidence in each aignment. For both VCAPCD and
SBCAPCD, we sorted the 50 randomly sampled aignments in
descending order of Sift confidence and measured the accuracy for
the Top-K alignments, for K = {1, 5, 10, 25, 50}. Note that for
binary columns, Sft disregards the similarity score and assigns a0
confidence score. The results are illustrated in Table 2. As
expected, the higher the confidence Sft has in a particular
alignment, the higher the chances that this alignment is correct.

5. PREVIOUSWORK

Entity consolidation and data integration are long-standing and
hard problems that have received much attention in the past.
Below, we review some of the relevant approaches.

5.1 Entity Consolidation

Most previous solutions to entity consolidation search for
morphologic, phonetic, or semantic variations of the labels
associated with the entities. One of the earliest approaches,
patented in 1918 by Margaret Odel| and Robert Russell, was a
rule-based system that matched labels which are roughly
phonetically alike. This agorithm, later refined as the Soundex
matching algorithm [11], removes vowels and represents labels
with six phonetic classifications of human speech sounds
(bilabial, 1abiodental, dental, aveolar, velar, and glottal).

Recently, researchers have looked at combining orthographic (and
phonetic) features with semantic features. In addition to string edit
distance features, [3] and [9] asserted connections between
entities for each interrelation present in alink dataset, ignoring the
actual relation types. Adding these semantic cues outperformed
previous methods like Soundex. Unlike these approaches, our
technique makes use of the link labels (e.g. relation types such as
email, financial transaction, travel to, etc.) We automaticaly
determine the importance of each link and leverage this
measurement to dramatically reduce the search space.

Davis et a. [6] have proposed a supervised learning algorithm for
discovering aliases in multi-relational domains. Their method uses
two stages. High recall is obtained by first learning a set of rules,
using Inductive Logic Programming (ILP), and then these rules
are used as the features of a Bayesian Network classifier. In many
domains, however, training data is unavailable. Our method is
completely unsupervised and requires no postive or negative
samples of aliases. Also, ILP does not scale well to large datasets,
whereas our approach does.

5.2 Data Integration

A lack of standardization has made it very difficult to integrate
various data sources. Integration and reconciliation of data across
non-homogeneous databases is an old but unsolved and ever-
growing problem. Some mechanism is required to standardize
data types, reconcile dightly different views, and enable sharing.

For textual data, the information retrieval approach exemplified in
web search engines such as Google and Y ahoo! works reasonably
well to find exact and close matches (around 40% precision &



recall over the past decade, determined at the annua TREC®
conferences).

For conventional databases, however, search engines are
inappropriate. Instead, two approaches are possible. Either one
can build a central data mode that integrates the specialized
metadata for each database, or one can create direct mappings
across the data (cells, columns, rows, etc.) of the databases
themselves. Both approaches are difficult. With regard to the
former, various methods have been developed. The (ylobal-asO
view method [4][5] assumes that the central model is complete,
but that local databases may deviate from it; access is via the
central model. This model requires serious effort to extend. In
contrast the Qocal-asOview method [12] assumes that the central
model is incomplete, smply narrowing the sources to be further
searched, which may require tedious additional search effort. In
contrast, the (ntology methodOuses a single overarching super-
metadata model (the ontology) into which all databasesOmetadata
descriptions are subordinated hierarchically [1][8].

The second general approach, creating mappings across individual
(subsets of) data, is impossible to bring about for real-sized data
collections unless (semi-) automated methods are used to find the
mappings. Schema-based matching agorithms [16] dign
databases by matching the meta-data available in the databases
(e.g., two tables with column name zip_code are aigned; most
approaches will aso match columns labeled zip_code and zp).
However, since there is often no standardized naming scheme for
meta-data, schemabased methods often fail. Instance-based
matching algorithms align databases using the actual data [7].
Such data driven methods typicaly fail when different columns
share a common domain (e.g., business vs. residence phone
numbers) or when matching columns that exhibit different
encodings (e.g., a phone number field stored as atext string in one
database and stored as a numerical field in another). Kang and
Naughton [10], whose work most resembles ours, propose an
information-theoretic model to match unaligned columns after
schema- and instance-based matching fails. Given two columns
Ax and B.x that are aligned, the model computes the association
strength between column A.x with each other column in A and
column B.x and each other column in B. The assumption is that
the highly associated columns from A and B are the best
candidates for aignment. In this paper, we adopt a smilar
information-theoretic model, but for instance-based matching.
Instead of matching highly associated columns, which reguires
seed alignments, we find the data elements that are most highly
associated to each column and then match columns that share
these important data el ements

6. CONCLUSIONS

A general-purpose solution to the problem of matching entities
within or across heterogeneous data sources cannot rely on the
presence or reliability of auxiliary data such as structural
information or metadata. Instead, it must leverage the available
data (or observations) that describe the entities. Our technology,
based on principles of information theory, measures the
importance of observations and then leverages these to quantify
the similarity between entities. Though the technology is

> The Text REtrievd Conference (TREC) provides the
infrastructure necessary for large-scale evauation of text within
the information retrieval community.

applicable to awide range of applications, we have built two web
solutions, called Guspin?® and Sft? , addressing the genera
problems of building equivalence classes or aliases for a
population and of aligning heterogeneous databases. These
systems have been applied to solve real problems faced by the
Environmental Protection Agency with remarkable accuracy.

At a minimum, our systems can dramatically reduce the time an
analyst needs to find related entities in a population. For example,
in the case of matching facility descriptions from data sources
provided by the Santa Barbara County Air Pollution Control
District and the Cdifornia Air Resources Board, Guspin retrieved
89% of the true aliases when looking at its top-5 guesses for each
facility. However, the power of the technology is critically
dependent on gathering the right observations that entities might
share, which in itself is a very interesting avenue of future work.
Given the right types of observations, our model has the potential
to solve several serious and urgent problems faced by the
government such as terrorist detection, identity thefts, and data
integration.
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