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Abstract - Many real-world domains resist analy-

sis because they are best characterized by a variety

of data types, including relational, spatial, and tem-

poral components. Examples of such domains in-

clude disease outbreaks, criminal networks, and the

world-wide web. We present two types of visualiza-

tions based on physical metaphors that facilitate fu-

sion, analysis, and deep understanding of relational,

spatio-temporal data. The first visualization is based

on the metaphor of fluid flow through elastic pipes,

and the second on wave propagation. We discuss

both types of visualizations in the context of fus-

ing information about the activities of scientists over

time with the goal of constructing career histories.

Keywords: graph visualization, application of fusion, re-

lational data, spatio-temporal data

1 Introduction

Different domains are best characterized by different
types of data. For example, the relational structure of
the web is naturally represented as a graph, the most
salient information about the spread of a disease like
SARS or the bird flu is its spatial progression, and
financial markets are typically represented as (multi-
variate) time series. However, many domains, includ-
ing those just mentioned, require representations with
multiple types of data. Scientists tracking the progres-
sion of the bird flu need to know both the locations and
timing of reported cases, as well as relations that might
exist among the victims of the disease, such as whether
they work in the same building or flew on the same
flight in the recent past. Relational, spatio-temporal
(RST) data are increasingly common and present sig-
nificant challenges.

We claim that successful analysis and fusion of RST
data requires cooperation between humans and ma-
chines, leveraging the strengths of each. Machines can
accurately process large amounts of information, and
humans are unequaled in their capacity for pattern
recognition. This paper describes two visualizations
designed for RST data that rely on human sensitivity
to motion in the visual field and are grounded in phys-
ical metaphors to promote facile interaction with and

deep understanding of the data.
Although the ideas underlying the visualizations

and the current implementation are domain general,
we will draw examples from the domain of building
career histories for scientists. The goal is to fuse in-
formation about publications, collaborators, research
topics, conferences attended, funding sources, places
of employment, and so on to gain insight retrospec-
tively into the various research threads that comprise
the career of an individual or of an entire scientific
community. The same information can also be used
prospectively to assess the potential impact of emerg-
ing fields.

The first visualization is based on the metaphor of
fluid flow through elastic pipes. Imagine a graph in
which the nodes correspond to entities such as sci-
entists, papers, conferences, research topics, funding
agencies, and so on. Links in the graph correspond to
relationships among these entities, such co-authorship
on papers, attendance at conferences, work on specific
research topics, or receipt of grants from funding agen-
cies. The pipes visualization shows how these relations
change over time by animating the size of the pipe
(edge) connecting pairs of entities. For example, as
the collaboration between two scientists grows, their
co-authorship pipe will expand, and as their research
interests begin to diverge this pipe will shrink. Note
that this visualization uses a physical metaphor - fluid
flow through pipes - that is easy to understand, and
uses motion to draw the eye to salient aspects of the
underlying domain as represented in a changing graph.
Section 2 describes this visualization in more detail.

The second visualization is based on the metaphor
of wave propagation. The user can click on a node
in a graph, such as the one described above, causing
that node to rise and fall as if bobbing on the crest
of a wave. On subsequent time steps, the wave will
propagate to other nodes in the graph, depending on
their relational, spatial, or temporal connection to the
initial node. As the wave continues to propagate, the
nodes in motion are more distally related to the initial
node. For example, the user could propagate a wave
from a paper to see which papers it cites (looking back
at the ideas that influenced the authors) or the papers
that cite it (looking forward to the influences of the



ideas in the paper). Again, the underlying metaphor
is one that is easy to understand, and motion is central
to efficiently identifying salient information in a welter
of data. Section 3 describes this visualization in more
detail.

2 Pipes: Visualizing change in
publication patterns over time

In this section we explore visualizations of primarily ci-
tation and authorship data. One characteristic of this
approach is to visualize information about the links be-
tween nodes as well as the nodes themselves. Here, we
use link thickness to represent the similarity between
nodes, either in co-citations or publications jointly au-
thored. We show how different aspects of a career
history can be seen visually using three different ap-
proaches to handling time in the visualization. First,
we use a generic layout in which time is merely a ren-
dered property of a node. Second, we use a narrative
layout, in which time is given by the x axis, but the
graph is still laid out automatically. Third, we use an
animation, where nodes and links are shown relative to
a snapshot in time, and the whole graph can either be
played or explored with a slider. Each visualization in
this section is made using our own software tool Krack-
Plot [2, 5], and the latter two use novel visualization
techniques that we have developed and integrated with
KrackPlot. We discuss how each of these visualizations
allow information to be incorporated from several dif-
ferent sources to create a richer history.

We focus on the publications of a single author
and use the CORA dataset, which contains authors
and papers, with authorship and citation links [4].
This dataset contains around 16,000 papers, gathered
automatically, for which the year of publication, au-
thors and an automatically generated classification are
known. It contains over 200,000 entities in total, in-
cluding authors, named papers and citations. Most of
the papers were published from 1990 to 1998. This
limits the length of career history that is reflected in
the data but serves the purpose of illustration.

Given an author node in the graph, all nodes one
link distant are papers written by the author. All
nodes two links distant are either co-authors or papers
cited by the author in addition to the publications. We
abstract this graph by removing citations and replac-
ing them with valued links between publications that
represent the number of co-citations. Line thickness is
used to represent the number of co-citations. In the di-
agrams that follow in this section, we omit a link that
represents 4 or fewer co-citations.

2.1 Atemporal layouts

In Figure 1, the publications were arranged using
KrackPlot’s standard network layout algorithm [2].
This visualization approach does not treat time in any
special way, yet it makes apparent some aspects of
structure in the way a set of publications evolves over

time. For example, Figure 1 shows the publications of
an anonymous author drawn from the CORA dataset
and their co-citation relation. The year of publication
of a paper is reflected both in the corresponding node’s
label and its main color, with blue for the earliest and
red for the most recent. White nodes represent publi-
cations for which we have no record of the date. It is
useful to visualize such missing data in the diagram,
since it is very common in sources of network data.
The strong clustering that is apparent in this diagram
indicates that these missing values might be inferred
from the data’s network position.

Notice that the cluster of publications in the bottom
left-hand corner has most of the blue-to-mauve nodes.
All the nodes with publication dates of 1991 or ear-
lier are in this cluster, and none from later than 1994.
The larger, upper group shows more red and contains
all the publications from 1995 to 1998 as well as some
earlier publications. The outline and label colors show
the automatic classification of papers by type. All the
papers in the lower left corner have one classification,
AI planning. The papers in the upper group have sev-
eral different classifications, including AI planning, in-
formation retrieval and data mining. Publications with
the same classifications are relatively tightly linked and
form visible subclusters within the upper group.

The clusters also show a correlation with time of
publication, although neither time nor classification
was used to make the layout, only co-citation infor-
mation. The viewer could make an educated guess for
the year of publication of the paper on the far right,
for example, as 1994-1996. Manual verification shows
it to be 1996.

These visualizations are intuitive, with each node
representing either an author or paper, and each entity
represented by a single node. This makes it easy to in-
corporate information from other sources into the visu-
alization. For example, publication venues, keywords,
author locations or affiliations can be represented by
glyphs on nodes. Links could be colored to indicate the
flow of ideas, as estimated by significant keywords mi-
grating over citation links. Other information could be
represented by adding new nodes and links, for exam-
ple for conferences or places of work, and incorporated
in the layout and rendering of the visualization.

2.2 Timeline layouts

A good deal of information can be conveyed through
visualizations that do not use temporal information to
lay out the network. Next we investigate how using
temporal information can improve the visualization,
using a combination of a timeline with an automatic
graph layout. Figure 2 shows a layout of the same set
of publications, but with the central author removed
and co-authors shown. In this case the X coordinate of
a publication is constrained to correspond to the year
of publication, if known. Since temporal information is
encoded in the node position, shape and color can now
be used to reflect information from other sources. Here,
they are used to show the paper’s automatic topic clas-
sification from CORA.



Figure 1: A single author’s publication network from the CORA dataset, laid out without reference to publica-
tion dates. The link thickness represents the number of citations that are common between two publications.

Figure 2: The same author’s publications are shown as a timeline, without the focal author but with co-
authors. The layout is automatic: whenever the year of publication is known, the publication’s X coordinate is
constrained to an interval, but the Y coordinate is freely chosen by an optimization routine. Other nodes are
unconstrained. This layout uncovers the relative timing of the different groups of publications. Planning papers
are seen throughout the time period, although the later papers are unconnected to the earlier papers.



This approach makes use of a layout technique that
incorporates both hard and soft constraints that we
have developed for visualizing data that include tempo-
ral as well as other dimensions. Each paper for which
we have a year of publication is constrained to lie in
a vertical band corresponding to the year along the x
axis. Papers without this data and author nodes have
no such constraint. Nodes are then placed by an opti-
mization algorithm in order to minimize an “energy”
function that takes the number of edge crossings, edge
length and node proximity into account, using simu-
lated annealing.

More structure is apparent from this layout, espe-
cially if it has a temporal aspect. For example, pa-
pers on planning (shown as diamonds) are evenly dis-
tributed over time, despite the abrupt change in their
focus. Papers on information retrieval (shown as el-
lipses) are also evenly distributed over the second pe-
riod, while papers on data mining (shown as gray rect-
angles) are more concentrated. One can also see that
this structure emerges despite missing and noisy data.
One co-author bridges the two clusters, and this is a
co-author only of the earliest paper and two of the lat-
est from the interval explored. In fact, this co-author
was a colleague of the focal author in graduate school,
then took a job at a different location, and re-joined
the focal author some years later.

The timeline layout has useful properties for fu-
sion of data because, unlike an unconstrained network,
the horizontal axis conveys meaning independent of
the network structure. Other timeline events, such as
changes in job, starting a project or a period of com-
mittee service, can be shown at the appropriate time,
without being incorporated into the network.

2.3 Animations of change over time

The previous examples have shown all the publications
of interest in one display. In some cases there is sim-
ply too much information to display well, or one would
like to include more complex information from fused
sources using color, shape and positioning while view-
ing temporal information in a different way. We have
also investigated using animations to view the changes
of structure over time [1]. Animations can help the
viewer to quickly gain an appreciation of the most sig-
nificant change over a time period, because the human
eye is naturally drawn to movement, and combines en-
tities moving in formation [5, 6].

However, in order to use motion to reflect change
in graph structure most naturally, the emphasis in the
graphs must be changed from that of individual publi-
cations as shown in Figures 1 and 2. This is because a
node that moves from one time point to another must
persist over time, while publications correspond to sin-
gle time points. With the CORA data, one could most
naturally show changing relations between either co-
authors or topics, or both. The earlier sections demon-
strate that there are often several distinct threads of
inquiry in an author’s papers that are mapped to one
topic, for example AI planning in Figures 1 and 2.

However, most co-authors indicate a single line of in-
quiry over time, even if more than one classification
topic is represented. For this reason, we investigate
animations to highlight change in the co-authorship
graph.

Because motion draws the eye so well, it is very
important that nodes move in the graph only when
they undergo a significant structural change, in order
for the animation to convey useful information. We
achieve this using the same layout techniques, and al-
lowing each snapshot to be laid out using the previ-
ous snapshot as a starting point. Finally, each snap-
shot is rotated and rescaled to minimize change from
the previous time point. It is also possible to lay out
all the snapshots simultaneously, e.g. [3], but this can
be a time-consuming approach. Here, we can lay out
an animation consisting of 50-100 nodes and 10 time
points in seconds. Some animations of this type can be
found from http://www.isi.edu/∼blythe/KP. We also
build a static representation of differences between two
time periods that is derived from the animation, and
is useful to overcome change blindness [7] that can oc-
cur when relevant features are only visible for different
transitory periods in a display. In the difference graph,
of course, nodes have only one location, and link color
is used to indicate whether the link widened or nar-
rowed between the two time periods.

3 Waves

The idea of waves propagating through a graph is eas-
ily understood by analogy to dropping a pebble into a
pond. Waves spread out radially from the point where
the pebble enters the water, and the amplitude of these
waves diminishes over time. If two pebbles are dropped
into the pond at the same time but at different loca-
tions, the resulting waves will interact in predictable
ways depending on the relative location and timing of
the pebbles’ entry into the water.

Now consider a graph in which nodes correspond
to entities or events and edges to relationships. This
graph is our “pond.” Dropping a pebble into this pond
corresponds to selecting one of the nodes in the graph.
We refer to this node as the focal node. When it is
selected, the focal node will rise, as if bobbing on the
crest of a wave. Nodes that are related to the focal
node will rise on subsequent time steps, with the timing
and height of their motion tied to their distance (either
relationally or temporally) from the focal node. The
result is a wave of motion spreading out from the focal
node that propagates along edges in the graph.

Waves can propagate through the graph based ei-
ther on relational or temporal proximity. For exam-
ple, if the focal node represents a case of SARS that
was reported during week W , then every other node
corresponding to a case reported during week W will
rise and fall with the focal node. Cases reported dur-
ing week W + 1 will begin to rise when the week W
cases are at their peak, and so on for subsequent days.
When nodes are positioned on a map by the locations
of the reports, this type of display can show patterns



of reports evolving through space and time. For exam-
ple, an increase (decrease) in infection frequency will
manifest itself as an increase (decrease) in the aver-
age number of nodes that are rising as time increases.
If more cases are reported in New York than in San
Francisco, there will be a corresponding difference in
the number of nodes moving in those two geographic
locations.

Alternatively, waves propagating through the graph
can be used to indicate how nodes are connected to
one another at various distances relationally. Over the
course of the visualization, the nodes that move (i.e.,
rise and fall) will be increasingly distant relationally
from the focal node. This type of visualization can be
used in a variety of ways. For example, if the focal
node is a scientist and edges indicate co-author rela-
tionships, then it is possible to determine the scientist’s
scope of influence. If the wave remains in the local
neighborhood of the scientist and quickly dies out, the
scientist is seen to be less influential that if the wave
moves into various other scientific communities. The
same can be said of a graph in which papers are the
entities and links correspond to citations, and the goal
is to determine the sphere of influence of a paper.

This basic scheme can be modified in a variety of
ways to convey different types of useful information.
For example, rather than rising and falling, nodes could
rise and then stay at their maximum height. This
makes it easy to see, for example, all of the people
that are less than a given distance from a known ter-
rorist relationally, or all of the events that occurred
prior to a given date. The height to which a node
rises could be computed based on its distance (either
in graph topology or time) from the focal node, re-
sulting in a display in which height is suggestive of
degree of connection. This pattern might help to iden-
tify key entities such as a hub for weapons trafficking.
Finally, the wavelength, or the time it takes a node
to rise and fall, can be altered. When the wavelength
is small, nodes rise and then immediately fall. In the
limit, only those nodes that are a given distance from
the focal node or that occurred at a specific time will
be in motion, making it easy to identify those nodes as
a group. On the other hand, when the wavelength is
large, nodes remain raised for longer periods of time,
making it possible to identify more distal relationships.

We implemented the wave visualization using
mySQL to store data, the open source Prefuse graph
layout package, and Java Bindings for Open GL
(JOGL) to render the graphs. Prefuse lays out the
graph in 2D, but it is rendered in 3D as a collection of
spheres that lie on a plane. Wave motion impacts the
height of the nodes with respect to that plane. The
figures below show several screen shots of visualiza-
tions based on the Infovis 2004 context dataset, which
contains complete meta-data (authors, title, keywords,
etc.) for all papers published at the Infovis conference
from 1995 through 2002. The dataset contains a total
of 614 articles.

For this dataset, waves are propagated through pub-
lication history trees (PHTs), which are linear graphs

in which each node corresponds to a paper for a given
author and the nodes are ordered temporally. The root
of the tree is the author’s first paper, and the single leaf
of the tree is the latest paper published by the author.
PHTs are collected into a publication history graph
(PHG) which contains PHTs for several authors.

Given a PHG, the user can select the root of a PHT
and send a wave from the root of the tree. As nodes
rise and fall, nodes corresponding to the same paper in
the PHTs of co-authors rise and fall in synchrony. This
display makes it easy to see how the collaborative re-
lationships of a given author change over time. Rather
than the wave propagating down PHTs via node mo-
tion, we have also implemented a wave that propagates
by nodes growing and shrinking in size.

Figure 3 shows a sequence of PHGs for a set of nine
authors. Time progresses from left to right and top
to bottom. That is, the panel in the upper left is the
first in the sequence and the panel in the lower right
is the last. The middle tree in each PHG (labeled
Chuah) corresponds to an author with seven papers in
the Infovis dataset. In Figure 3, a wave is propagated
from the root of the middle tree, with the nodes in
the tree growing as the wave reaches them. Nodes
corresponding to the same paper in co-authors’ tree
grow at the same time. For the first paper, Chuah had
three co-authors. There were three additional authors
on the second paper, and this paper was the first for all
of them in the Infovis dataset. In later years, Chuah
published with fewer, or no, co-authors. Figure 4 shows
the same data, but with the progression of time marked
by wave motion.

4 Conclusion

We presented two types of visualizations based on
physical metaphors that facilitate fusion, analysis,
and deep understanding of relational, spatio-temporal
data. The first visualization is based on the metaphor
of fluid flow through elastic pipes, and the second on
wave propagation. We discussed both types of visu-
alizations in the context of fusing information about
the activities of scientists over time with the goal of
constructing career histories.
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last. The middle tree in each PHG (labeled Chuah) corresponds to an author with seven papers in the Infovis
dataset. The location of the wave is marked by node size.

(a) (b)

(c) (d)

Figure 4: This figure shows the same information as Figure 3, but the location of the wave is marked by node
height.
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