Statistical Machine Translation: A Romanian-English Experiment
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Abstract. At the beginning of the nineties, the first attempts to translate natural language sentences using statistical models trained on large amounts of bilingual corpora were received with skepticism. Today, statistical approaches to machine translation have become the dominant paradigm in the field. In this paper, we describe the challenges we had to overcome in developing a statistical-based machine translation system for Romanian-English, a language pair with moderate amounts of bilingual data.

1   Introduction

Fuelled by large-scale research and development investments in Europe, Japan, and the United States, the field of statistical machine translation (SMT) has created translation software that competes head-to-head with traditional rule-based translation software. Independent evaluations carried out by the National Institute of Standards and Technology (NIST, 2003; 2004; 2005) have shown that the best Chinese-English and Arabic-English translation systems are statistical systems. When trained on parallel corpora that exceed 100M words, these systems produce translations that are of higher quality than those produced by rule-based systems built with many person-years of effort (http://www.nist.gov/speech/tests/mt/index.htm). 

SMT systems provide the technological foundation of an emergent data-driven machine translation industry (Gerber, 2003). What differentiates them from the competition is their ability to learn from previously translated materials, called parallel corpora. SMT systems implement algorithms that automatically induce probabilistic translation dictionaries and rules from parallel corpora, with no human intervention. These dictionaries and rules are subsequently used when translating new, unseen materials. In contrast, rule-based systems implement translation dictionaries and more abstract translation rules that are developed by highly skilled computational linguists.

SMT system builders often like to point out the perceived advantages of their approach over rule-based systems: 

· SMT systems have a shorter development cycle than rule-based systems. As a consequence, the cost of developing such systems is significantly lower. 

· Most of the learning and translation software used in SMT is generic, so it can be applied equally successfully to a variety of language pairs. As a consequence, SMT stands a better chance of producing translation systems for a large variety of language pairs than rule-based MT.

· The generic nature of SMT makes it a prime candidate for domain customization. Generic rule-based systems are difficult to customize to a specific domain. In contrast, SMT systems can be easily customized by simply exposing an SMT learner to training material from the domain of interest.

What it is often missed though in these arguments are the difficulties that SMT developers have to overcome in order to obtain, create, and manage the main ingredient in their recipe: parallel data.  When hundreds of millions of words are available in sentence-aligned format, building a high performance SMT system can be accomplished within several days. However, what can be done when no such data is available? 

We have thought that the best way to settle this challenge is to build an SMT system for what we thought to be a language pair with scarce bilingual data resources: Romanian-English. In this paper, we review the steps we have taken and the hurdles we had to overcome in order to tackle the challenge.

2   Defining the Challenge

We identified the challenge of building a Romanian-English SMT system at the end of February 2005. We thought this challenge could provide a good foundation for a course to be taught at the Seventh EUROLAN Summer School, to be held in Cluj-Napoca, Romania, at the end of July 2005  (http://www.cs.ubbcluj.ro/eurolan2005/). At the time we decided to take the challenge, we had access to

· 1M words of English-Romanian parallel data that has been previously used in two International Workshops on Word Alignment (2003; 2005).

· A sophisticated collection of tools for data processing; learning; and translation that have been developed and commercialized by Language Weaver Inc.

Within two weeks, we have identified two large sources of bilingual data: a collection of comparable and parallel news stories on the website of two Romanian Newspapers (www.ziua.ro; www.expres.ro); and a collection of parallel documents in the legal domain, translated by the European Institute of Romania (www.ier.ro).

Within our team, we divided the work as follows: 

· The University of Iasi team was responsible for collecting additional parallel data in Romanian-English that fell outside the scope of the resources identified above. The goal of this project was to assess the extent to which collecting parallel texts via volunteers’ contributions is a feasible alternative to data collection.
· The Language Weaver team was responsible for all other tasks.

In what follows, we review the main steps taken in the process of developing end-to-end Romanian-English and English-Romanian systems.

3   Data Processing

3.1   Data Collection 

In order to collect parallel data, the University of Iasi team enrolled the help of 191 volunteers, undergraduate students in computer science and master students in computational linguistics, which responded positively out of a total of 361 students challenged. The students were challenged to identify sources of English-Romanian parallel data and Romanian monolingual data. The data they found was collected via a web interface that enabled students to upload their datasets into a common database. Students were instructed to upload only documents in UTF8 format. On April 27th, the University of Iasi team sent to the Language Weaver team all collected data, as submitted by the volunteers, with no additional processing.

In the meanwhile, the Language Weaver team mined additional English-Romanian data off the newspaper and European Institute websites. The available parallel data was enhanced on May 27th with approximately 60,000 words donated by Corina Forascu – the latest data was a Romanian translation of TimeBank, a community resource manually labeled with temporal annotations.

The table below summarizes the number of words of “parallel” data acquired via all collection pipelines.

Table 1: Summary of available parallel data.

	Source
	# words of parallel text, as measured against English side
	Format
	Status

	Data used in International Word-Alignment Workshops (2003; 2005)
	900k
	Sentence Aligned; UTF8
	Very Clean

	News comparable data
	10.3M
	Article aligned
	Noisy

	European Legislative Data
	12M
	Document aligned; Word and PDF 
	Clean

	Novels; Poetry; Short stories; Legal; Technical Documentation; etc.
	5.5M
	Document aligned; UTF8
	Very noisy

	TimeBank Corpus
	60k
	Document aligned ; Word
	Clean


3.2   Text Extraction and Sentence Alignment

Only a small fraction of the data we have managed to collect came in UTF-8 sentence aligned format. In order to prepare the data for training our SMT systems, we took the following steps:

1. We automatically extracted from all file formats the textual data and mapped it into UTF-8 encoding.

2. We automatically sentence aligned the resulted parallel files.

The sentence alignment process proved to be much more difficult than initially envisioned. The parallel data collected by the volunteers was extremely noisy:

· Some of the files were duplicated in the database. 

· Some files were not parallel – they were submitted as a prank.

· Some parallel data came with most formatting information removed – this created significant difficulties for sentence alignment.

Table 2 illustrates excerpts of “parallel” files submitted by volunteers, with layout information preserved. As one can see, the data ranges from parallel, with compatible layout; to parallel with non-compatible layout; to non-parallel.

Table 2: Sample parallel data collected via the web interface.

	Data characteristic
	English
	Romanian

	Relatively clean parallel data; original layout preserved
	NATO

TRANSFORMED

> CONTENTS

1. Alliance purpose and fundamental security tasks 2

2. At the heart of the transatlantic partnership 6

3. Strengthening defence capabilities 9
	Transformarea NATO

1. Obiectivele Aliantei si atributiile sale fundamentale in domeniul

securitatii 2

2. Esenta parteneriatului transatlantic 6

3. Consolidarea capacitatilor de aparare 9

	Parallel data; original layout lost
	It is a truth universally acknowledged, that a single man in

possession of a good fortune, must be in want of a wife.

However little known the feelings or views of such a man may

be on his first entering a neighbourhood, this truth is so well

fixed in the minds of the surrounding families, that he is considered

the rightful property of some one or other of their daughters.

"My dear Mr. Bennet," said his lady to him one day, "have you

heard that Netherfield Park is let at last?"

Mr. Bennet replied that he had not.


	Este un adevăr universal recunoscut că un burlac, posesor al unei averi frumoase, are nevoie de o nevastă. Oricît de puţin cunoscute ar fi simţămintele sau vederile unui asemenea bărbat atunci cînd apare pentru prima oară într-un loc, acest adevăr este atît

 de înrădăcinat în minţile celor din jur, încît burlacul este socotit ca 

proprietate de drept a uneia sau alteia dintre fiicele familiilor din vecinătate.

- Dragă domnule Bennet, îi spuse doamna sa într-o zi, ai aflat că Netherfield Park a fost în sfîrşit închiriat?

Domnul Bennet răspunse că nu a aflat.



	Non-parallel, malicious data
	Several Million years ago

Antartica : Present day

Dr. Weir

Peter.

You see? Nothing.

Carson, get back here.

I could sit in that chair all bloody day|long and nothing’ll happen.

- It’s a waste of time.|-Excuse me, Dr. Weir.
	Am nevoie de un model patern,|nu de un obsedat care se scarpină în chiloţi

de fiecare dată cănd îmi vine o prietenă în vizită.

Ce dobitoc!

Cineva trebuie să-l scoată|din propria-i mizerie.

Vrei să-l omor?

Da. Ai face-o?

Mă numesc Lester Burnham.

Acesta este cartierul meu.


To deal with the noise in the data, we have sentence aligned the corpus in a sequence of three stages:

· We manually removed from the collection the malicious data.

· We sentence aligned the parallel corpora using a state-of-the art aligner produced by Language Weaver Inc. – the aligner processes the input files in multiple passes and alternates segmentation; dictionary learning; and sentence alignment steps.

· We sentence aligned the comparable corpora using a maximum entropy classifier (see Munteanu and Marcu (2005) for details).

The sentence alignment phase preserved from the “parallel” data found in the original collections the amounts of data shown in Table 3. Even for accurate parallel sources such as the legislative data, not all data ended up being utilized; we did not allocate any resources to tuning the internal tools we routinely use for our data collection processes.

Table 3: Data utilization after sentence alignment.

	Source
	# words of parallel text, as measured against English side
	# words sentence-aligned data
	% data utilization

	Data used in International Word-Alignment Workshops (2003; 2005)
	900k
	900k
	100

	News comparable data
	10M
	6.5M
	65

	European Legislative Data
	22M
	12M
	50

	Novels; Poetry; Short stories; Legal; Technical Documentation; etc.
	5M
	2.5M
	50

	TimeBank Corpus
	60k
	60k
	100

	Total
	36.5M
	22.5M
	


3.3 Additional data processing

Although orthographic conventions exist, due to disputes between two groups of linguists, still vivid some 12 years after the last orthographic reform, Romanian exhibits a wide degree of heterogeneity. Some electronic sources do not use the most recent recommendation of the Romanian Academy vis-à-vis the correct utilization of the letters î and â in the middle of the non-compound words, so they spell words such as încât and câine, as încît and cîine. Other sources do not use diacritics altogether, so they spell the same words as incit and ciine. This heterogeneity impacts negatively the potential performance of an SMT system because it increases the size of the vocabulary that needs to be learned and induces artificial sparsity in the data. To address this problem, we have decided to automatically create two copies of the parallel corpus. In one version of the corpus, we used no diacritics; while in another version we employed the diacritic convention suggested by the Romanian Academy. We used the parallel corpus that used diacritics to build an English-to-Romanian SMT system. We used the corpus with no diacritics in order to develop a Romanian-English SMT system. The Romanian-English system incorporates an additional module that removes all diacritics before translation, so that it can deal with Romanian pages written both with and without diacritics. 

In order to create the two versions of the corpora, we have also developed a program for restoring Romanian diacritics. The two corpora used for training had equal size - they differed only in their use of diacritics.
4   Training and Decoding

To train our systems, we have used the software tools developed by Language Weaver Inc.  – see (Fraser and Wong, 2005) for a detailed description. During training, we automatically derive from the parallel corpus given as input a phrase-based probabilistic translation model and an ngram language model. In the statistical framework, translation amounts to searching for the target string of maximum probability under the learned translation and target language models (Marcu and Wong, 2002).

We have obtained the first end-to-end translation engines on July 10th. Table 4 shows the performance of these systems as computed against two test corpora – one of generic documents from a variety of text genres and one from the legal, European legislative genre. The performance is estimated using the Bleu metric, against one reference translation. The confidence margins are computed via bootstrap re-sampling.

Table 4:Performance of translation systems.

	System
	Generic Test
	European Legislation Test

	Romanian-to-English
	17.06±??
	50.56±??

	English-to-Romanian
	13.49±??
	42.44±??


The Romanian-to-English system was made available to the participants in the Eurolan-2005 Summer School on July 20th, via a web interface. In addition to the above components, the system incorporate encoding recognizers and convertors for and between ISO-8859-1, ISO-8859-2, Windows-1250, and UTF-8.

4 Discussion

During our work, we were surprised to learn that Romanian is a language with much richer resources than we have originally thought. We have not imagined at the beginning of our work that we will end up with over 20M words of sentence aligned data. 
Our attempt to collect parallel data via volunteers’ contributions showed that in order to fully exploit such data one needs to incorporate human-based processes for data cleaning. With small exceptions, most volunteers did a good job – the low percent of utilization in data is largely explained by significant differences in file formats and noise introduced by encoding conversion processes. Sentence aligners have a much more difficult job dealing with such noisy data, which is significantly different from the data usually used to report sentence alignment performance results in the scientific community. 

We were pleased with the performance of our Romanian-English system but unhappy with the performance of the English-Romanian system. Because Romanian is a morphologically rich language, one needs significantly higher amounts of data for training the language models. The data we had available (approximately 90M words) was clearly insufficient. Also, statistical translation models in general tend to produce weaker results when used to translate between a morphologically poor language, such as English, into a morphologically rich language, such as Romanian. Both these problems can be overcome though by allocating more effort to data collection and pre-processing.
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