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Abstract

We discuss experiments carried out in the context
of evaluating multidocument abstracts and extracts.
Our experiments suggest that many evaluation met-
rics that intuitively appear to be appropriate for as-
sessing the quality of multidocument summaries do
not enable us to differentiate between various sum-
marization systems. QOur work also suggests that
more focused evaluations are necessary if we want
to use evaluations as a means to further progress in
the field.

1 Motivation

With the notable exception of Radev and
McKeown (1998), most researchers focused un-
til two years ago on the summarization of single
documents.  Recently, a variety of approaches
have been proposed for summarizing collections of
documents (McKeown et al., 1999; Goldstein et al.,
2000; Radev et al., 2000; Ando et al., 2000).

In spite of the increased interest in this area, we
do not yet know what NLP modules are critical for
building high-quality multidocument summarizers.
It is generally agreed that we need, for example, a
module capable of identifying similar sentences in
the input document collection, so that we do not
include redundant information in summaries (McK-
eown et al., 1999). It is also generally accepted that
we need a high-performance clustering module to
identify the main themes in a collection of docu-
ments (Radev et al., 2000; Ando et al., 2000). And
that we need a high-performance generation module
capable of grammatically and coherently packaging
and rewriting the textual fragments that are selected
as important (McKeown et al., 1999). We believe
this is true and that we need all these modules (and
other modules as well). The reality though is that
all of us are working with limited resources that con-
strain our ability to focus on all these components at
once. If we want to get the best “bang for the buck”,
which component/module should we focus on first?

To answer this question, we first need to be able
to evaluate the quality of the multidocument sum-
maries we generate; and we need to design evalua-

tions so that we can assess how the performance of
each module affects the overall quality of a summary.
Unfortunately, the evaluation of multiple document
summaries continues to be a problem with many un-
knowns (see (Mani, 2001) for an excellent overview
of evaluation work in summarization). Many things
can make a summary good or bad. A summary may
be good content-wise, adequately reflecting the main
points in the collection of documents, yet it may be
incoherent, and vice-versa. Assessing all these fea-
tures systematically is an extremely difficult enter-
prise.

In this paper, we first describe our efforts aimed at
building an automatic multidocument summariza-
tion system. (We treat this as a baseline summariza-
tion system because each of its modules employs rel-
atively unsophisticated techniques.) We then discuss
experiments aimed at assessing the adequacy of our
multidocument summarization methodology and at
identifying which modules are most critical for suc-
cess. The experiments employ the evaluation frame-
work proposed during the kick-off meeting of the
Document Understanding Conference (http://www-
nlpir.nist.gov/projects/duc/2000.html).

The results reported in this paper are in many
respects worrisome. Qur experiments show that

e Human judges do not perceive significant differ-
ences in quality between human-produced mul-
tidocument extracts and abstracts. (At least as
quality is captured in our metrics on coverage,
grammaticality, and coherence.)

e Human judges do not perceive significant differ-
ences in quality between human-produced mul-
tidocument extracts, abstracts, and two simple
baselines. One baseline simply selects the first
ten lines in the latest published document in the
collection. The other baseline creates a multi-
document summary by catenating the first sen-
tence in each of the documents in the collection
given as input.

e The evaluation proposed for the first Docu-
ment Understanding Conference (http://www-
nlpir.nist.gov/projects/duc/2001.html, DUC-
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Figure 1: The architecture of our multidocument summarization system.

1, assesses the quality of a multidocument sum-
mary with respect to a gold standard. But
it does not seem to capture significant differ-
ences between multidocument summaries pro-
duced by different methods/systems. However,
such differences are noticed when a compara-
tive evaluation strategy is employed. Since the
evaluation proposed for DUC-1 does not enable
us to distinguish clearly between systems that
work and systems that do not work well, it
seems that we cannot use it to prioritize our
research and thus advance the state of the art
in multidocument summarization.

All experiments we carried out were pilot exper-
iments, which involved only two document collec-
tions and a relative small number of human judges.
In spite of our negative results, we believe that the
community can benefit from the lessons of these ex-
periments. If we adopted an optimistic perspective,
we could have used the results of our experiments to
claim that we have already built a multidocument
summarization system that does as well as a hu-
man abstractor. In spite of the numbers, we believe
this is not true. Rather, we believe that we built
a rudimentary system that looks good only because
the evaluation metrics we use are not appropriate.
Learning to distinguish between good and bad sum-
maries and knowing what evaluation metrics work
or do not work is still valuable for making progress
in this field. The differences between two human
abstracts should be qualitatively different from the
differences between human abstracts and automati-
cally generated abstracts or silly baselines. But the
metrics did not capture this.

2 Description of our approach

Our multidocument summarization system employs
the pipeline architecture depicted in Figure 1.

Single-document summarization. FEach docu-
ment in the collection is initially parsed with the

discourse parser described by Marcu (2000). In the
process, each document is partitioned into a linear
sequence of non-overlapping elementary discourse
units (edus) — text fragments about the size of a
clause. A discourse structure that subsumes the en-
tire text is then constructed, whose leaves are the
edus. The discourse parser assigns an importance
score to each edu. The edus closest to the root of the
discourse tree are considered more important (lowest
numbers) than the edus found farther away (higher
numbers). For example the discourse parser will
break the text in Figure 2 into a sequence of three
non-overlapping edus, it will automatically build the
discourse structure in Figure 3, and assign to each
edu the importance scores shown in Figure 4. The
output of this module is a collection of documents
whose edus have been identified and assigned impor-
tance scores.

Clustering. Key facts and ideas can appear in
multiple articles. In fact, news services often repeat
key information verbatim in follow-up stories. To
avoid including redundant information in the multi-
document summary, we group similar edus using a
C-Link clustering algorithm (Defays, 1977). Each of
the clusters is labeled with its size, and similarity,
which is given by the cosine word-overlap of its least
similar edus. We have observed that large, high-
similarity clusters reliably indicate key information.
Figure 5 displays an example cluster that was pro-
duced automatically.

Ran ing. The initial clusters are ranked accord-

ing to the scores assigned by formula (1).
score(c) (100
(20 avg.import_edus(c)) (1)

avg_pos_of_edus(c))

size(c)  similarity(c)

Formula 1 reflects our intuition that clusters con-
taining edus from the beginning of documents are
more important than clusters containing edus from
the end; that clusters containing edus assigned high



Figure 2: Example text
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Figure 3: The discourse structure of the text in Fig-
ure 2.

importance scores by the discourse summarizer are
more important than clusters containing edus as-
signed lower scores; and that clusters that are big
and exhibit a high degree of similarity between their
edus are more important than clusters that are small
and that contain heterogeneous edus. (In our exper-
iments, we set to 0.5 and to 2.)

Selection. In the last step, a multidocument sum-
mary is generated. The generation involves selecting
a representative edu from the most important clus-
ter, and then selecting subsequent edus from less
important clusters until a target summary size is
reached. Selecting representatives from each cluster
involves scoring each edu according to formula (2).

score(u)  words(u)
( () - O)
(y @
( )

Formula (2) reflects our intuition that

e to ensure grammaticality, one should prefer
units that are longer (the number of words in
is large);

e to ensure coherence and avoid dangling refer-
ences, one should prefer units that use a min-
imum of stop words, definite articles, and pro-
nouns;

e to ensure informativeness and readability, one
should select units that contain numerical in-
formation and complete sentences.

Figure 4: The importance scores assigned by the
discourse summarizer to each edu of the text in Fig-
ure 2.

Figure 5: Example cluster obtained from edus in
four CNN articles.

The clusters are processed in the order of their im-
portance. Each edu in a cluster is assigned a score
according to formula (2). The best scoring edu is
added to the output if 25 of the words in that edu
were not used before in the output and if the edu is
at least 20 words long. This avoids the production of
redundant information and increases the grammati-
cality of the output.

Since the system described above is complete, we
can now step back and ask in connection with it at
least the following questions:

e QOur system produces extractive multidocument
summaries by employing the architecture in
Figure 1. Is this a reasonable approach? Is it
possible to produce grammatical, coherent, in-
formative multidocument summaries using the
methodology employed by our system?

e Many of the modules in our system are quite
unsophisticated. Are they any good as they
are? If they arent, which module causes the
biggest damage? Which module should we fo-
cus on first in order to produce the best overall
improvement?

To answer these questions we carried out the exper-
iments described below. In all experiments, we used
two document collections provided as trial data by
NIST, in connection with DUC-1 (see the “Health-
Care” and “Robert Gates” data sets at http://www-



nlpir.nist.gov/projects/duc/2001.html). Each col-
lection consisted of 10 documents and was paired
with two or three multidocument abstracts of 200
words, created by NIST analysts. We used two
other collections (“Daycare” and “Pres92”) in or-
der to manually tune the parameters in formulas (1)

and (2).

A e uac of the ulti ocu ent
su ari ation strate outline
in iurel

Before evaluating the results of automatic summa-
rization, we assessed the adequacy of the multidoc-
ument summarization strategy itself by comparing
one of the NIST abstracts with multidocument ex-
tractive summaries created by another analyst who
employed the procedure described in Figure 1. The
analyst was presented with the set of edus produced
by the discourse parser for all documents in each of
the two document collections. The analyst manually
clustered the edus, ordered the clusters according to
their importance, and then selected one edu from
each cluster, until the multidocument extract was
about 200 words long.

We presented two independent human judges with
the original collections of documents and the follow-
ing summaries:

e “Human extract”: a multidocument extract
produced manually following the methology de-
scribed in Figure 1.

e “Human abstract”: one of the abstracts pro-
duced by NIST analysts, which we randomly
selected as “gold standard” for the experiments
described in this paper.

o “Lead” baseline: a multidocument extract con-
structed by catenating the first sentence in each
of the ten documents in a collection.

o “First-10” baseline: a multidocument extract
constructed by selecting the first ten lines in the
document in the collection that had the most
recent date/time stamp.

The independent human judges read all documents
in the two collections and then assessed the quality
of each of the four summaries using a scale from 1
(poor) to 5 (excellent) along the following dimen-
sions:

Content. Were the key points in a document col-
lection reflected in each summary.

rammaticalit . Were the individual sentences in
each summary grammatical.

Co erence. How coherent was each summary over-
all.

Tables 1 and 2 summarize the results of this evalu-
ation.

As the results in Tables 1 and 2 show, human
judges felt that there was little difference in the
quality of the four summaries. The extracts pro-
duced manually using the methodology presented in
Section 2 were not significantly worse than the ab-
stracts produced by the NIST analyst. The only
dimension that seems to reflect significant differ-
ences in quality was coherence: the lead baselines
were judged as less coherent than the other sum-
maries. (This is in contrast to single document sum-
mary generation/evaluation (Brandow et al., 1999)
where lead summaries were judged both most ad-
equate and most coherent.) The other dimensions
were judged quite consistently: the human judges
labeled all summaries as being grammatical. The
second judge was more demanding when it came
to judging the adequacy of the textual content of
the four summaries; but he judged the four sum-
maries fairly consistently. Particularly interesting
was a comment made by the first judge who found
the human abstract and the first-10 baseline partic-
ularly difficult to read

Overall, the results of this experiment seem to
support the conclusion that extractive multidocu-
ment summaries constructed using the methodol-
ogy and modules in Figure 1 can be as informa-
tive, coherent, and grammatical as multidocument
abstracts created by professional analysts. We found
the high scores assigned to the two baselines ex-
tremely disconcerting. These high scores suggest
that it is extremely difficult to build multidocument
summarization systems that can beat these base-
lines when evaluated along the three dimensions we
used. We hope these results characterize only the
newspaper text genre specific to our test collections.
For more complex documents and more sophisti-
cated text genres, our two baseline summary meth-
ods may fare much worse. To ensure that researchers
are motivated to develop sophisticated multidocu-
ment summarization algorithms, it seems that we
will need to focus on collections of documents that
are more heterogeneous and that do not employ the
pyramid writing approach that is so prevalent in the
newspaper genre.

Assessin the perfor ance of the
in ivi ual o wules of our
su ari ation s ste

To assess the strengths and weakenesses of the mod-
ules that make up our summarization system, we
decided to employ the evaluation protocol proposed
for DUC-1. To assess the quality of a multidoc-
ument summary, human assessors are supposed to
compare it against a gold-standard multidocument
abstract.



Human extract: judge 1 | 3 5 3
judge 2 | 2 5 4

Human abstract judge 1 | 3 4 4
judge 2 | 3 5 4

Lead baseline: judge 1 | 3 5 3
judge 2 | 3 5 3

First-10 baseline: judge 1 | 3 5 3
judge 2 | 2 5 4

Table 1: Three-way evaluation with respect to the document collection: Healthcare policy stories

Human extract: judge 1 | 5 4 4
judge 2 | 3 5 4

Human abstract judge 1 | 5 4 5
judge 2 | 4 5 4

Lead baseline: judge 1 | 4 5 3
judge 2 | 3.3 5 3

First-10 baseline: judge 1 | 4 5 5
judge 2 | 3.7 5 4

Table 2: Three-way evaluation with respect to the document collection: Robert Gates Nomination stories

In this experiment, three human judges used
the newly-developed Summary Evaluation Environ-
ment (SEE), which was kindly provided to us by
Chin- ew Lin (ISI/USC). The tool enables a judge
to concurently view both the gold standard ab-
stract and the summary to be evaluated. (See
http://www.isi.edu/ cyl/SEE for details.) Before
the experiment takes place, both the gold standard
and the summary to be evaluated are broken down
into text fragments at an arbitrary level of granular-
ity. In our experiments, the gold summaries were
broken down into phrasal constituents that were
smaller that a clause; the summaries to be evaluated
were broken down at the edu boundaries that were
automatically identified by the discourse parser.

During the experiment, the human judges clicked
on each text fragment in the summary that was be-
ing evaluated and specified which of the text frag-
ments in the gold summary had their semantic con-
tent fully, partially, or not at all realized there. The
interface thus permited one to determine how many
of the text fragments in a gold standard were re-
produced fully or partially in the summary that was
evaluated. Since all judgments were logged, the eval-
uation environment could compute recall and preci-
sion figures that reflect how close the informational
content of a summary is to the informational content
of the gold standard.

In addition to the content-specific judgments, the
human judges specified the grammaticality of each
text fragment in the summaries that were evaluated
using a three point scale (fluent, ok, and bad); the
overall grammaticality of the summaries; the overall

coherence using a four-point scale (fully coherent,
ok, partly ok, and broken); the overall textual or-
ganization (excellent, good, ok, bad); and the over-
all content (adequate, missing key points, contains
redundant points, missing key points and contains
redundant points).

For each collection of documents, each human
judge evaluated 8 or 9 summaries against the multi-
document abstract that was chosen as gold standard:

e Two summaries (“Leads-only” and “First-10”)
were the baselines mentioned in Section 3.

e “Auto Cluster” was a summary produced by the
methodology in Section 2 with the clustering
stage done automatically and all other stages
done manually.

e “Auto Rank” was a summary produced by the
methodology in Section 2 with the ranking stage
done automatically and all other stages done
manually.

e “Auto Select” was a summary produced by the
methodology in Section 2 with the selection
stage done automatically and all other stages
done manually.

o “Fully Auto” was a summary produced fully au-
tomatically, using the methodology described in
Section 2.

e “Human Extract” was a summary produced by
the methodology described in Section 2 with all
the stages done manually.

o “Human Abstract 1” and “Human Abstract 2”



were summaries produced by two other inde-
pendent NIST analysts.

In setting up this experiment, we assumed that the
human who played the role of various modules could
do the best possible job. For example, when play-
ing the role of the clustering module, we expected
that the human would be able to recognize expres-
sions that have similar meanings though they may
be phrased differently. The expressions ...on the
Richter scale and the magnitude of ... both sig-
nal the same information about earthquakes, and
we expect a human to cluster such edus together.
In contrast, a clustering algorithm that relies on a
traditional vector-space model should be unable to
cluster such expressions.

By following the evaluation strategy presented
above, we hoped to determine which of the modules
in our summarization system has the most impact
on the quality of the output. We also hoped to use
this information to prioritize our work and focus our
energy on improving that particular module.

Table 3 summarizes the results with respect to
the “Healthcare” collection, which was evaluated
by three independent judges. Table 4 summarizes
the results with respect to the “Robert Gates” col-
lection, which was evaluated by two independent
judges.

Let us focus first on the evaluation of the “Health-
care” summaries. When one considers the content
judgments made with respect to each individual unit
of, for example, the Human Extract, we see that
judge 1 considered that information in 5 units in the
gold standard were fully found in the 7 units of the
human extract; the information in 1 unit was present
in the human extract only partially, and 1 of the 7
units of the human extract had no corresponding
unit in the gold standard. If we compute the re-
call of units that are reproduced fully in the human
extract over the total number of units in the gold
standard we obtain 0.3. If we are more lenient and
count for recall the units that are partially realized
in the human extract as well, the recall is 0.35. The
precision figures are computed in a similar fashion.
If we are to trust these numbers, we can see that the
human produced extract is better contentwise than
the other abstract produced by the NIST analyst;
and that the extract produced fully automatically is
better than any of the extracts produced with only
one automatic module. The table does not seem to
suggest any content-wise qualitative differences be-
tween any of the three summaries produced with one
automatic module and two modules being simulated
by a human.

When we look at the overall content related judg-
ments, the picture changes: with the exception of

the abstract produced by the other NIST analyst,
whose content is consistently judged as adequate,
the three human judges disagree with respect to ev-
ery other summary. The lead summary, for example,
is judged as containing redundant information (red)
by the first judge, as missing some important in-
formation (miss) by the second judge, and as being
adequate by the third judge. To make the picture
even more difficult to interpret, some of the human
judges also assessed how adequate the “gold stan-
dards” were. The “gold missing” column in Table 3
shows how many relevant and essential points hu-
man judges believed were not realized in the gold
standard. These numbers show that there is consid-
erable variability in the humans perception of what
constitute a good summary.

Most of the summaries were judged as grammat-
ical by all human judges, so the grammaticality
columns are not very informative in the context of
this evaluation. It seems that the best indicator of
quality is the overall coherence judgment. Although
there are disagreements between the human judges,
these judgments correlate better with our expecta-
tions: the human abstract and extract are judged to
be more coherent, for example, than the system that
uses automatic ranking. No definitive patterns can
be observed in this respect though. And the same
holds with respect to the overall organization of the
summaries.

The conclusions one can draw by analyzing the
results in Table 4 are very similar to the ones one
can derive using the results in Table 3. Overall, the
results in Tables 3 and 4 do not seem to enable us
achieve any of the goals we set for ourselves at the
beginning of the experiments. Analyzing the results,
we are not in a position to say which system per-
forms the best and which module affects the perfor-
mance of the system the most. It may be the case
that when one carries out this sort of evaluation on
a large set of collections, some patterns will emerge.
However, the current experiment does not suggest
this.

After all
best

Since we were not able to use these experiments to
determine which module we should invest most of
our effort in, we decided to carry out another pilot
experiment. For each collection, one human judge
was presented with the same summaries we used in
the experiment in Section 4. The human judge was
supposed to group and rank the summaries accord-
ing to their content (largest amount of relevant infor-
mation ranked highest), coherence, and grammati-
cality. She was given no constraints on the number
of groups to create. If she found, for example, that
all summaries were coherent, she could create just

hat su ari er is the









one group that contained all summaries. If she found
that three summaries were comparable in terms of
coherence but clearly better than six other sum-
maries that were again qualitatively similar with re-
spect to their coherence, the judge should create two
groups. The rankings created for each collection and
each facet follow:

¢ Content

ealt Care Hu. Abstract 1 Auto
Rank, Auto Clust, Hu. Extract Hu.

Abstract Gold Fully Auto Leads
only, Auto Select, First-10

Ro ert ates Hu. Abstractl Hu. Ab-
stract 2, Hu. Abstract Gold Hu. Ex-
tract First-10, Auto Clust Auto

Select, Fully Auto
Rank

e Co erence

Leads only, Auto

ealt Care Hu. Abstract 1, Hu. Abstract
Gold, First-10, Hu. Extract Auto
Clust Auto Select, Fully Auto
Leads only, Auto Rank

Ro ert ates Hu. Abstract Gold Hu.
Abstract 1 First-10 Hu. Abstract
2 Auto Select, Hu. Extract, Leads
only Auto Clust, Auto Rank Fully
Auto

e rammaticalit

ealt Care Auto Rank, Leads only, First-
10 Auto Clust, Hu. Extract, Hu. Ab-

stract 1 Hu. Abstract Gold, Auto Se-
lect, Fully Auto
Ro ert ates Auto Rank, Leads only,

First-10, Hu. Extract, Hu. Abstract Gold
Auto Clust, Hu. Abstract 1 Fully
Auto Auto Select, Hu. Abstract 2

Concerning the content ranking, in the healthcare
collection, it may seem surprising that two of the
partially automatic summaries and the human ex-
tract are ranked above the “gold” summary. Human
abstracts suffer on information content when they
include illustrative information rather than packing
in facts. The human summaries tend to reflect a
theme, which is then supported by a small amount
of detail. When receiving instructions, two of the
evaluators expressed concern about their ability to
judge summaries without knowing what the sum-
maries were created for. Apparently summary writ-
ers, even in the absence of such direction, adopt a
perspective and then compose the summary to sup-
port it.

Concerning grammaticality, it may seem surpris-
ing that human summaries appear in the least gram-
matical groups. While automatic summaries suffer

from truncated sentences and dangling references
(which might also have been classed as coherence
problems), all of the units in the automatic sum-
maries were lifted whole from edited publications.
The human summaries were created from scratch
and include typos, run on sentences, and agreement
problems.

This pilot experiment still does not enable us to
determine which module we should focus on first.
Nevertheless, it can identify more naturally how two
or more summarizers fare in comparison to each
other. Unfortunately, it does not enable us to spec-
ify how good a summarizer is in absolute terms. It
may be the case that evaluations combining both the
overall goodness of a summary and a system s per-
formance with respect to other summarizers will give
us better insight into what makes a multidocument
summary good/bad.

onclusion

This paper has a primarily negative message: it ap-
pears that the evaluation protocols and techniques
that we devised in conjunction with the evaluation
of multidocument summarization systems do not en-
able us to distinguish between good and bad sys-
tems. By choosing to run evaluations of this sort in
the context of DUC, we do not constrain researchers
to work on interesting problems and advance the
state of the art and we do not reward researchers
that spend significant resources in building high-
performance clustering or generation modules. If
we design evaluations in which baselines of the kind
discussed in this document do as well as human ab-
stractors and extractors, there is little hope that we
will make progress in the field. It may be more de-
sirable to focus initially on more well-focused tasks,
such as clustering, ordering, and generation, which
may be easier to evaluate. We believe that for the
moment, assessing intrinsically the performance of
a multidocument summarization system remains a
major challenge. To see why this is the case, we in-
clude in an appendix three sample summaries: the
first two are abstracts created by two NIST analysts,
the last is a multidocument extractive summary cre-
ated fully automatically by our system.

ostscript

Following submission of this paper, NIST released
a new and much more diverse set of 30 document
collections. A visual inspection, and experimental
use of our system on these collections shows that
the conclusions in this paper apply to only a subset
of these collections, namely those in which the arti-
cles cover a single event. We believe that the DUC-1
evaluation framework will yield evaluations of sum-
maries on these new collections that are far more
revealing of the underlying strengths of systems.
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