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Abstract: This paper describes a mathematically based infrastructure for language processing
where (programming) languages are mathematically definable objects. The goals of this infras-
tructure are achieved by a component-based language processing environment populated by tools
and stand-alone software components. Tools are used to generate correct software components
from correct specifications; stand-alone software components are integrated into correct language
processors using appropriate tools. Theoretical foundation of this infrastructure is a language ab-

straction seen as a tuple L = (Sem, Syn) and a pair of mappings Sem 5 Syn and Syn % Sem
that form a Galois connection.
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1 Goals of the TICS system

The three major goals of the TICS system are: (a) develop an infrastructure for language processing
that allows computer users to design and implement their own computer languages according to
their own computing needs; (b) implement language processors whose components are interoperable,
can be proven correct, and can take advantage of the computation power of high performance com-
puters; (c) support incremental development of both language design and language implementation.
These goals are achievable by a language processing environment where (programming) languages
are mathematically definable objects that provide for the integration of all the activities involved in
language processing: language usage to express problems and solution-algorithms, language design
and implementation that allow the solution-algorithms to be executed by computers, research on
(programming) languages (syntax, semantics, and their integration) that study the evolution ' of
language usage, design, and implementation with problem domains, and teaching methodology that
supports learning the language usage, design, and implementation. Examples of such a language
abstraction should be all the programming languages available so far. The TICS system has as
the theoretical foundation a language abstraction seen as a tuple (Sem, Syn, Sem s Syn) where
Sem is the universe of expressible knowledges, Syn is the universe of notations used to express
knowledges, and Sem — Syn, Sem < Syn are relations allowing consistent usage of the notations
in place of the knowledges they denote [Rus98, Rus99]. The integration of language processing
activities is achieved in TICS by a mechanism that allows all components of a language, Sem, Syn,
Sem — Syn, and Sem < Syn to be specified by the same specification rules [Rus99].

TICS environment is populated by two kind of software components: tools, that are prepro-
cessors of specification rules, and stand-alone software components, that are universal algorithms

! Perms evolution and evolve used in this paper mean self-adaptable to the requirements resulting from the advances
of the problem-domains whose computations are expressible by the language.



determined by the nature and structure of the specification rules. TICS uses two kind of uni-
versal algorithms implemented as stand-alone software components: automata-based, that are
table-driven stack-implementations of finite automata, and homomorphism-based, that are pattern-
matching implementations of algorithms that compute homomorphisms and embeddings of alge-
bras. Note, automata-based components are natural implementations of sequential software while
homomorphism-based components are natural implementations of the parallel software. Hence,
homomorphism-based software components provide an algebraic alternative to to the automata-
based Von-Neumann software systems. However, since stand-alone software components are inde-
pendent of each other they are interoperable at both the algorithm level, where different algorithms
perform the same function, and at the implementation level, where the same algorithms are imple-
mented in different languages. Accordingly, TICS uses two kind of tools: preprocessors mapping
finite specifications of automata into tables controlling the implementations of these automata, and
preprocessors that (a) split the specification rules on levels of generations, (b) compute context-
information that allows one layer to be seen as a free generator of the next layer, and (c) organize
the specification-rules into a table of universal scheme of operations, that can be used to control
pattern-matching implementations of algorithms performing homomorphism computations.

The consequences of this philosophy is that TICS supports incremental design of each compo-
nent (syntax, semantics, syntax-semantics association) of domain-specific computer languages. In
addition, the compiler implementation process is itself incremental allowing each task of language
processing to be encapsulated into a stand-alone software component that can be proven correct
and can be tested as an independent piece of software. The stand-alone software components
populating the environment provided by TICS are integrated into language processors under the
control of the language designer and the result of the integration can be proven correct. Thus,
compilers implemented by TICS system are correct, portable, and compositional and consequently
their implementation process as well as their computation process are incremental and can take
advantage of the computation power of high performance computers.

2 Tools and components

Though programming languages are complex objects, their design and implementation is simplified
by layering them on hierarchical constructs. Consequently we develop a specification methodology
that provides specific rules for the specification of each layer of language constructs.

2.1 Tools available in the TICS environment

The specification rules employed in the TICS system are: regular expressions|KR91] and regular
expressions of conditions [RH98], context-free grammars [AU77] and mixfix signatures of heteroge-
neous operations [Wir90], and semantic macro-operations [RK98a]. The specification of more than
one layer of language constructs can be packaged in the same set of specification rules. The spec-
ification rules are preprocessed by tools that while supporting easy development of specifications
collect syntax and semantic information and organize it into appropriate data structures. The tools
that currently populate the TICS environment are:

1. The Splitter that maps a set of specification rules into language component specifiers and
constructs a database on which other tools operate.



2. The first level scanner generator [Hal99], (FLSG), that maps regular expressions into the
table of the finite automaton specified by the regular expressions.

3. The second level scanner generator [Kna94), (SLSG), that maps regular expressions of con-
ditions into the conditional automaton thus specified.

4. The interactive parser constructor [LR88], (IPC), that maps context-free grammars into the
parse table of the automaton thus specified.

5. Language analysis system [RH94], (LAS), that maps a mixfix signature into a language space,
collects context information over the language space, and constructs the table of universal
scheme of operations that controls the algorithm which computes the homomorphisms from
the class of algebras defined by the signature.

6. Semantics processors [VW98], (SP), that expand semantic macro-operations into semantics
constructs called images.

2.2 Stand-alone software components

The stand-alone software components currently available in the TICS environment input constructs
specified by specification rules, recognize their syntax and semantics validity, and map them into
appropriate data structures that support stand-alone components integration into software systems
performing language processing tasks. Each stand-alone software component is a universal algo-
rithm controlled by a data-structure generated by an appropriate tool from a finite specification,
as seen in Figure 1, whose correctness is mathematically established.

Spec. rules

!

Generator

!

Control Table

L(Spec. rules) L(SEL macros)

Figure 1: Algebraic generation of stand alone processors

Each stand-alone software component has a well defined functionality independent of other
components and consequently can be separately run and tested. For that we have developed a
Universal Textual language, further referred to by UniText [RK98b] which is humanly-readable and
thus can provide a readable trace of the process performed by a stand-alone software component.
The internal representations of the data structures manipulated by stand-alone software components
are mapped into UniText by appropriate filters. Currently, the stand alone software components
available in the TICS environment are:



2.2.1 Interface manager

The interface manager, (IM), is a forest-data type that provides interface operations for the inte-
gration of the stand-alone software components. Each tree in the forest manipulated by IM holds
the syntax and the semantics information of the portion of the input whose validity is recognized
by a software-component using the specification rule that labels its root. Therefore these trees are
construct recognition trees, (CRT). The structure of a CRT is in Figure 2 where SyntazRT is the

‘ SyntaxRT ‘ ‘SemanticRT‘

Figure 2: Construct recognition tree

data structure that holds syntax information of the input recognized by r and SemanticsRT is the
data structure that holds the semantics information of the construct recognized by r. Note, the
leafs of the CRT are CRT whose roots are labeled by lexical rules. The UniText representation of
the CRT in Figure 2 is:

lhs(r):
Syn: UniText(SyntaxRT);
Sem: UniText (SemanticRT);

where [hs(r) is the left-hand side of r and UniText(SyntaxRT) and UniText(SemanticRT) are the
UniText representations of the syntax and semantic informations held by the tree. If r is a lexical
rule then UniText(Syntax) is the input recognized by r and UniText(SemanticRT) is the token
name of UniText(SyntaxRT) and its textual position expressed as line and column numbers.

2.2.2 Scanners

There are two stand-alone scanners available in TICS environment: First Level Scanner, (FLS), and
Second Level Scanner, (SLS). The FLS is the implementation of a finite automaton that recognizes
a lexicon that is common to all programming languages, such as identifiers, numbers, white spaces,
unprintable characters. FLS is efficient and universal. The SLS implements a finite automaton of
conditions, where conditions are properties of the lexical elements of the language recognized by
FLS, such as the lexeme, length of the lexeme, token of a lexeme, range of a character-set, position
of the lexeme in the input, etc. SLS allows the language designer to handle context-dependent
lexical constructs such as Fortran DO loops, hex-numbers, etc. The internal representations of
lexical elements recognized by a scanner are CRT leafs.

2.2.3 Parsers

There are two kinds of stand-alone parsers available in TICS environment: LR parsers (LR(0),
LR(1), LALR) and Pattern Matching Parsers [Rus88] (PMP). LR parsers behave as usual, con-
suming their input from left-to-right while performing shift, reduce, accept, and error actions.
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However, reduce and accept actions are accompanied by calls to IM to construct CRT-s. The roots
of the CRT-s constructed by IM are preserved on the parser’s stack. PMP parsers consume their
input in any order, therefore they can be parallelized using many parallelizing paradigms [Kna94].
The input to a PMP is a tokenized form of the input-text called the file of internal form, (FIF).
FIF records are of the form (CRT, Token), which is created by the scanner. The actions performed
by PMP are: match the right hand side, rhs(r), of a specification rule r with FIF; if a match is
discovered PMP replaces the FIF portion matched by rhs(r) with the record (CRT,lhs(r)) where
CRT is the root of the tree constructed by IM when the replacement takes place.

2.2.4 Transition semantics analyzer

Specification rules employed by TICS specify both syntax and semantics of the language constructs
by equations of the form lhs(r) = rhs(r); Semi(r), Semao(r), ..., Semy(r) where Sem;(r),1 <i <
k, are semantics macro-operations defining various semantics values of the constructs w specified by
r. The most important such value is the transition semantics of the construct which is a mapping of
the form (Type(rhs(r)), State(rhs(r)),t (rhs(r))) &% (Type! (rhs(r)), States'.(rhs(r)), (rhs(r)) 1).
Here 1 (rhs(r)) denotes the computation encapsulated in the construct recognized by the rhs(r)
before its execution, (rhs(r)) | denotes the computation reached after the execution of the compu-
tation encapsulated within the construct recognized by rhs(r); Type(rhs(r)) and Type'(rhs) are the
sets of types available before and after computation, respectively; State(rhs(r)) and State'(rhs(r))
are functions showing the values of the reachable variables before and after computation, re-
spectively. Type(rhs(r)), State(rhs(r)), and 1 (rhs(r)) are maintained in three data structures
called def(r), dec(r), and app(r). The transition semantics analyzer, (TSA), constructs the tuple
(def(r),dec(r),appr(r)) and asks IM to associate it as SemanticRT to the corresponding CRT.
Note, the TSA can operate in parallel with a parser, synchronizing its actions on the availability
of the information it requires to perform its actions, such as types and scopes of the construct
components it manipulates.

2.2.5 Code generators

The image of the constructs recognized by parsers whose transition semantics is constructed by the
TSA is specified in TICS by associating specification rules with target macro-operations. That is,
some of Sem;(r) in Section 2.2.4, 1 <4 < k, may represent assembly language constructs, C con-
structs, Java constructs, various process dependence graphs implementing optimizations [VW98],
etc. The macro-processors that expand these macro-operations into appropriate target images
populate the TICS environment as stand-alone software components and are integrated with other
stand-alone software components into the system software required by the language designer and
implementer. Currently we experiment with various assembly-language macro-generators|[Lee90],
various C and Java languages macro-generators [RK98b], and various process dependence graphs
constructors [VW98].

2.3 Component integration

Stand-alone software components are integrated by two kinds of filters: InF;; : UniText —
C(Input) and OutF; ; : C(Output) — UniText. The rules of integration are:



e Two components C; and C; are sequentially integrated into a new component Cj;;C; by a
filter Fj; : Output(C;) — Input(C;) that maps the output of C; into the input of C;.

e Two components C; and C; are parallel integrated into a new component C;||C; by two filters,
a filter FY¥* : Output(C;) — Buffer(UniText) and F? : Buffer(UniText) — Input(Cj).
Ff’;‘t and F}"} are implemented by message-passing primitives or by critical-sections, depending
upon the sharing mechanism used to access Buffer(UniText).

e Filters are independent of the components they integrate.

Note that by integrating C; and C; and C; and Cj we obtain an architecture where tools C; and
C}, can operate in parallel independent of each other.

3 Language processor generation

Compiler generation by TICS methodology has undergone three previous stages. In the first stage
[Lee90, Kna94] all components making up a specific language processor (such a syntax analyzer, a
semantic analyzer, a code generator, etc) have been integrated by a Unix makefile. This approach
lacks the flexibility and adds the complexity of Unix make to the process of language proces-
sor specification and implementation. In the next stage we used a “secretary” approach where a
Unix makefile defines the entire systems while the interface between various components is pro-
vided by casting void pointers to specific data structures manipulated by the processor components
[RHVWKO97]. Thus, stand-alone components can communicate with each other through appropri-
ate secretary calls. Appropriate graphic and Tk/Tcl scripts allowed us to display graphically the
compilation process. Further, this approach has been combined with the mechanism of developing
a makefile for each language processor that one can generate using the TICS environment. Though
more flexibility was achieved, the incrementality of language implementation was restricted and the
interoperability of components limited. The secretary function evolved into the interface manager
described in Section2.2.1 and the Unix makefiles evolved into the TICS database whose elements
are internal data structures manipulated by components as well as the source and the compiled
code of the stand-alone software components.

Currently we develop a control language that allows TICS users to specify the language proces-
sors they implement as expressions of software components they want to use and the specification
file of the language they design. The interpreter of this control language accesses the TICS database
and maps control-language expressions into programs that implement the language processors thus
specified.

3.1 Specification mechanism

The information that allows the control-language interpreter to map a control-language expression
into a piece of software implementing a language processor is a language specification file. The TICS
system allows its users to develop specification files where specification rules define both syntax
and semantics of the constructs they specify. The Splitter splits the specification into appropriate
components and organizes information as required. This became feasible due to the development
of the Semantics Expression Language, (SEL), [RK98b] which provides a mechanism that allows



users to define first the semantic domains of the language they develop as SEL data types and then
develop specification rules as tuple of BNF notations, representing the syntax, and SEL macros-
operations using semantic domains, representing the semantics. As many SEL macros-operations
as necessary can be associated with a BNF rule thus achieving the goal of incremental semantics
development. Consequently a language specification file consists of two components: a semantics-
header, where all semantic domains are defined, and a sequence of language specification rules, as
seen below:

Semantic domains:
beginImage Image_1_Name Image_1 declaration endImage

beginImage Image_n_Name Image_n declaration endImage

Specification rules: Rule 1 specification// ... Rule n specification //

Each specification rule has the following structure:

A0O=t_0A_1¢t_1 ...t { 1 A_ t_
1 t t t 1
_ _ t t 0t _
_ _ t t ot _
t t

3.2 Semantics pression ang age

Semantics expression language, SEL, is a user-oriented notation to express computation meanings
that can be paired with the BNF rules used to express the computation notations. SEL manipulates
three kinds of abstractions: type, function, and operator. Types represent the universe of values
manipulated by SEL computations, functions express the states of SEL computations, and operators
express state transitions. The important properties of SEL are: SEL is independent of both the
machine it is to run on and the meaning it is to represent, SEL constructs are parameterized in
terms of SEL construct components, and the meaning of a SEL construct is a type, a function,
or an operator and is obtained by the substitution of the parameter @ for the SEL construct its
stands for.

We have experimented with various versions of SEL and reached the conclusion that essential
for SEL development is an appropriate set of predefined types, a rich set of type constructors, and
a mechanism for abstraction manipulation consisting of definition, declaration, and application.
Currently SEL consists of:

e Prede ned ty es: (integer: ,-, ,/, ); (boolean: and, or, not); ( string: concatenation,
comparison); ( file: read, write).

e Ty e constr ctors: ( record: element extraction (.)); ( function: definition, declaration,
invocation); ( list: append, prepend, insert, delete); ( set: add, remove, union, intersection,
subtraction); ( array: subscriptions ); ( reference: dereference).

e e nitions: define (name) as (¢ pe) ; such as define ords as list(string) ;



e eclarations: let name be type ; such as let dictionary be ords ;

set (o ect) to (e pression)
if ( oolean e pression) then (statement)
e A lications: if ( oolean e pression) then (statement) else (statement)
hile ( oolean e pression) do (statement)
begin (statement) ; (statement) ; ...; (statement) end

Comparisons and future or

The structure of todays compilers, as a front-end, Front nd : SourceText — IF, paired with
a back-end, ack nd : IF — Tar et, has been understood in 1950’s by the UNCOL people
[SWT 58]. We believe that compiler complexity encapsulated within this structure has not been
broken so far due to the lack of a language abstraction involved in this construction. Hence, what
distinguishes our research from other research on language processing is the effort we put on the
development of a programming language abstraction as a mechanism used to express computations
independent of their nature (sequential, parallel, distributed) and of the machine destined to per-
form them. However, the tools and the stand-alone software components that define the language
processing infrastructure we develop evolved in the framework of conventional methodology. There-
fore our research can best be characterized as an alternative to the conventional methodology. The
most obvious similarities and differences are:

e specification rules are similar, though TICS specification rules are not necessarily interpreted
as defining grammars;

e semantics specification uses SEL macro-operations which are similar to attributes used by such
systems as GAG[KW94], though SEL macro-operations specify well defined SEL constructs
not properties of the source language constructs;

e some of the tools we use, such as FLSG and IPC, are similar with earlier tools for grammar
processing such as Lex and acc [AU77], though FLSG and IPC are incremental and compo-
sitional allowing their user to work rule by rule and semantic-domain by semantic-domain;

e the interface manager we use bears similarities to SUIF [AALT95] system, though it manip-
ulates a well-defined data type using an open-ended collection of operations which are added
or removed as necessary.

The TICS environment is similar to the environments used by Eli and ephyr [GHL 92, ADN].
However, while these environments are populated by “software parts”, the TICS environment is
populated by stand-alone software components that are correct with respect to their functionality
and can be automatically integrated into larger software components according to the language
processing needs. Since TICS goals are achieved by a methodology for language processing that
integrates all aspects of language development, implementation, use, and research, we have put
less emphasis on optimizations [JRR99]. However, as shown in [RVW98] many aspects of today
compiler optimization can be formally specified and carried out in our framework thus leading to
a methodology that can be taught, learned, and reproduced.



One aspect of our work not touched in this abstract is the error management. Since compiler
components are implementations of universal algorithms that are mathematically proven correct
there are two kind of errors to be considered: errors made by the TICS users while developing
and implementing (new) languages and errors made by the programmers using TICS compilers.
The errors made by the TICS users are manipulated by the TICS tools they use and the imple-
mentation systems of these tools. Since we are moving toward tool implementation using TICS
system we contemplate the development of stand alone error managers as components of the TICS
environment. The errors made by the programmers while using the software (compilers) generated
by TICS are manipulated by an error manager, (EM), that is a stand-alone software component
in TICS environment. EM takes as a parameter the software-component (such as the scanner,
the parser, the semantics analyzer, etc.) whose user’s errors needs to be manipulated and will be
integrated with a graphical user interface. This will allow the users to see the effect of their errors
and thus to understand the error as it manifests during the process of compilation. Other future
work concerns the standardization of the UniText, implementation of the TICS control-language
and its interpreter, and performing meaningful experiments with the implementation of practical
languages.

eferences

[AALT95] S.P. Amarasinghe, J.M. Anderson, M.S. Lam, and C-W. Tseng. An overview of
the suif compiler for scalable parallel machines. In roceedings of the Se enth S

onference on arallel rocessing for Scientific omputing, pages 662 667, San Fran-
cisco, Ca, February 15-17 1995.

[ADN] A. Appel, J. Davidson, and Ramsey N. The zephyr compiler infrastructure. Available
from URL: www.cs.virginia.edu/zephyr.

[AUTT7 A.V. Aho and J.D. Ullman. rinciples of ompiler esign. Addison-Wesley Pub-
lishing Company, Reading, Massachusetts, 1977.

[GHL 92] R.W. Gray, V.P. Heuring, S.P. Levi, A.M. Sloan, and W.M. Waite. Eli: a complete,
flexible compiler construction system. ommunications of the , 35(2):121 131,
1992.

[Hal99] T.L Halveson. anguage de elopment component ased tools. PhD thesis, The
University of Iowa, Department of Computer Science, Iowa City, IA 52242, May
1999.

[JRR99] S.P. Jones, N. Ramsey, and F. Reig. C : a portable assembly language that supports
garbage collection. Available from URL: www.cs.virginia.edu/zephyr, 1999.

[Kna94] J.L. Knaack. n lge raic pproach to anguage ranslation. PhD thesis, The
University of lowa, Department of Computer Science, Iowa City, [A 52242, December
1994.

[KR91] J. Knaack and T. Rus. Twolev: A two level scanning algorithms. In  roceedings of the
Second nternational onference on lge raic  ethodolog and Soft are echnolog
S , pages 175 179, Towa City, TA, 52242, 22 25 May 1991.



[KW94]

[Lee90]

[LRSS]

[RH94]

[RH9S]

[RHVWKY7]

[RK98a]

[RK98b]

[Rus88]

[Rus98]

[Rus99]

[RVWY8]

[SWT 58]

VW8]

[Wir90]

U. Kastens and W.M. Waite. Modularity and reusability in attribute grammars. cta
nformatica, 31:601 627, 1994.

J.C. Lee. Macro-processors as compiler code generators. Master’s thesis, The Uni-
versity of Iowa, Department of Computer Science, Iowa City, IA 52242, 1990.

J.P. LePeau and T. Rus. Interactive parser construction. Technical Report 88 02,
The University of Iowa, Department of Computer Science, Iowa City, IA 52242, 1988.

T. Rus and T. Halverson. Algebraic tools for language processing. omputer an-
guages, 20(4):213 238, 1994.

T. Rus and T. Halverson. A language independent scanner generator. Available at
ftp://ftp.cs.uiowa.edu/pub/rus/scan3.ps, 1998.

T. Rus, T. Halverson, E. Van Wyk, and R. Kooima. An algebraic language processing
environment. In Michael Johnson, editor, ecture otes in omputer Science ,
pages 581 585, Sydney, Australia, 1997.

T. Rus and R. Kooima. A transition semantics specification language. Technical
Report 98-01, The University of Iowa, Department of Computer Science, lowa City,
Towa 52242, 1998.

T. Rus and R. Kooima. A transition semantics specification language. Technical
Report 98 02, The University of Iowa, Department of Computer Science, lowa City,
TA 52242, 1998.

T. Rus. Parsing languages by pattern matching. ransactions on Soft are
ngineering, 14(4):498 510, 1988.

T. Rus. Algebraic processing of programming languages. heoretical omputer Sci-
ence, 199:105 143, 1998.

T. Rus. Algebraic definition of programming languages. Available at the URL
http://www.cs.uiowa/edu/ rus/, Novemberi 1999.

T. Rus and E. Van Wyk. Using model checking in a parallelizing compiler. arallel
rocessing etters, 8(4):459 471, 1998.

J. Strong, J. Wegstein, A. Tritter, J. Olsztyn, O. Mock, and T. Steel. The problem
of programming communication with changing machines: a proposed solution, part
1.  ommunications of the , 1(8):12 18, 1958.

E. Van Wyk. Semantic rocessing acro rocessors. PhD thesis, The University
of Towa, Towa City, lowa, 52240 USA, July 1998.

M. Wirsing. Algebraic specification. In J. van Leeuwen, editor, and oo of heo-
retical omputer Science, pages 677 788. The MIT Press/Elsevier, 1990. Volume B:
Formal Models and Semantics.

10



