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Abstract

Tree Adjoining Grammars have well-known advantages buthyaieally considered too difficult for
practical systems. We propose that, when done right, dadgpimproves translation quality without becom-
ing computationally intractable. Using adjoining to modptionality allows general translation patterns to
be learned without the clutter of endless variations ofai material. The appropriate modifiers can later
be spliced in as needed to translate detalils.

In this proposal, we describe challenges encountered aspHrased and syntax-based machine trans-
lation (MT) systems today, and present an in-depth, quaivit comparison of both models. Then, we
describe a novel model for statistical MT which addressesdlthallenges using a Synchronous Tree Ad-
joining Grammar. We introduce a method of converting thesengnars to a weakly equivalent tree trans-
ducer for decoding. And we present a method for learning tiesrand associated probabilities of this
grammar from aligned tree/string training data.

Finally, our initial results show that adjoining alreadyiders an end-to-end improvement of +0.868J
over a baseline statistical syntax-based MT model on a nredale Arabic/English MT task. Furthermore,
we demonstrate it is a competitive entry in the Urdu-Engdliabk of the 2009 NIST MT evaluation. We then
propose improvements to the model, decoding, and extrattiet promise to allow this new, linguistically-
motivated MT model to surpass its syntax-based and phrasedbcousins in a wide range of scenarios and
language pairs.



Chapter 1

Introduction

In this chapter, we introduce our work using an extended @kanthen outline our research contributions.

1.1 Motivation by Example

If machine translation (MT) is the task of using computerautomatically translate documents between one
language and another, then statistical machine translatio be seen as a quest to find a common structure
between languages on which to learn statistics to besttédeithat automatic translation. Propelled by the
introduction of unexpectedly good word-to-word statistimodels (Brown et al., 1993), researchers have
progressed through a series of steadily improving modetsaalation, incorporating increasing amounts
of structure, from word-based to phrase-based (Koehn,e2@03; Och and Ney, 2004), from string-based
to tree-based (Wu and Wong, 1998; Galley et al., 2004; Chi2d@7), and from non-linguistic to linguistic
(Galley et al., 2004, Lavie et al., 2008).

At the same time, Banko and Brill's strong evidence (2004) tkal world tasks benefit more from larger
training datasets than from better algorithms, along withdvailability of large amounts of training data,
have encouraged researchers to keep models simple enobghréasonably scalable, able to be trained
from large amounts of data. The result is a research landsgdp many models, each with varying degrees
of success in expressibility and trainability. At the fooeft are phrase-based MT and syntax-based MT,
represented as 1.1(a) and 1.1(b) in Figure 1.1.

Both phrase-based and syntax-based MT learn translatles' fuom a training corpus, and can use
those rules in translating a new sentence. For phrase-b&S€&@BMT), every variation of a phrase needs
to be explicitly learned. For example, to translafdfilsTynywn AlvlAvp " (the-palestiniang the-
three) to ‘the three palestinians’, we must translate thimge as a single unit—the phrase that translates
AlflsTynywn  to ‘the palestinians’ gives us no option to insert the modffie‘three’. In syntax-based MT
(SBMT), the syntactic structure allows us specific pointa/hich to generalize. For example, to translate
our running exampleAlflsTynywn AlvIAvp ' to ‘the three palestinians’, we can use the rules shown
in 1.1(b), one of which has @Dplaceholder in the number’s position, allowing number athon, and the
other provides a specific number translation. This first ogleld be used for any humber of Palestinians,
provided we have a separate rule allowing us to translatéthbic number involved. But the rule does
not generalize to any other kind of modifier, such as an adg¢e.g., ‘the unified palestinians’), or to no
modifier at all (e.g., ‘the palestinians’).

Syntax-based MT is largely motivated by the errors resglfrom lack of language structure and gen-
eralization in PBMT. Along with structure, however, SBMTrimduces several flaws which vary somewhat

!called ‘phrase pairs’ in a phrase-based MT system



Type of MT without modifier with modifier

Phra('sa?—based AlflsTynywn o the palestinians  AlflsTynywn AlvlAvp - the three palestinians
NP NP
Syntax(—tl):;ased MT AlflsTynywn D:@T/\NN S AlflsTynywn  CDg EI:@%[,)O\NN S
| | |
the palestinians the palestinians

CcD
and AlviAvp EI1D|

three
Type of MT with or without modifier
NP
7\ /X\ NP
X DT 4NP
Tree Adjoining MT N R and ¥+ X El:l%D/hp*
) AlflsTynywn the NNS
AlvlAvp three
palestinians

Figure 1.1: Each kind of machine translation allows moreilfidity and expressibility in the phrases translated

according to the specifics of the syntax-based model. Inules of Galley et al. (2004), we observe prob-
lems related to:

* incomplete phrasal coverage (some phrase pairs canneabreet due to the constraints of syntactic
structure)

« over-specification of context (the context required fanslation is too specific)
* missing contexts (the rule required to translate in a paldr context is missing)

* large models (the syntactic structure adds lots of dutitineand fragmentation to the model, leading
to an overabundance of parameters to learn), and

» complex rules (multiple unrelated linguistic and tratisia phenomena are lumped together in a single
rule)

Tree Adjoining MT has the potential to alleviate all thessuiss. Figure 1.1(c) shows the two relevant
rules learned for our ‘the three palestinians’ example. @rimaary rule is a single, general rule for translating
AlflsTynywn into ‘the palestinians’, along with an adjoining site (madkon the bold non-terminals by
a subscript) which allows an optional modification to happen to both lzamges at the same time. With
no further modification, we can translate the unquantifiedgh (i.e., ‘the palestinians’). But a second rule
translatingAlviAvp into ‘three’ can beadjoinedat sitea on both existing trees, inserting the modifiers
in the correct location. With different adjoining rules @mbinations of them), we can modify the same
phrase with one or more adjectives, or other modifiers. Tépasation of required structure vs. optional
modifiers allows us to learn rules with the right level of adtwhile reducing the size and complexity of
the model by separating out distinct linguistic and traimstaphenomena into different rules.

Despite the natural way that adjoining solves current @oislin Syntax-based MT, and even though it
has been hailed as a fitting solution to the translation pral{Shieber, 2007), adjoining has not been widely
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adopted in the statistical MT community. The reasons ardédigo First, the computational complexity of
Tree Adjoining Grammar (TAG) parsing®{n®) in the general case—is seen to be prohibitive for efficient
translation decoding. Second, no clear statistical MT rhodang TAG has been defined in a way that
facilitates learning from existing large-scale datasets.

1.2 Research Contributions
In this thesis, we propose the following contributions tatistical machine translation:

1. An aesthetically desirable, efficiently decodable, lingjstically rich, synchronous tree adjoining
statistical MT model

Our model will allow linguistic expressivity without beingverly complicated, and fulfill the prag-
matic demands of being as efficient for translation as ctstate-of-the-art methods. We use the
formalism of synchronous tree adjoining grammars to exgitteis model.

2. An algorithm to learn such a model from large-scale trainhg data and methods to efficiently
decode it

Our model needs to be able to take advantage of the largesaading data sets available today. And
we need algorithms to translate using the learned modelsvilMerovide both.

3. An exploration of translation model variations for different language pairs and data sizes, with
end-to-end results that outperform current state-of-theart syntax-based MT

We will show translation accuracy gains over existing téghes in multiple scenarios. A thorough
exploration of the strengths and weaknesses of differatdti@ns of our model in a range of circum-
stances will make it suitable for broad adoption in the MT coumity.



Chapter 2

Prior Frameworks

In this chapter, we place this proposal in the broader coriEstatistical machine translation. We start
with a quick introduction to phrase-based MT and synta>etdd T, then give an introduction to relevant
topics in Tree Adjoining Grammars, and finally present asborvey of the existing work using adjoining
in machine translation.

2.1 Phrase-based Machine Translation

To introduce phrase-based MT we discuss a typical reprabantof statistical phrase-based models: the
Alignment Template System (ATS) of Och and Ney (2004). Thadanit of translation is the phrase pair
(Figure 2.1), which consists of a sequence of words in thecedanguage, a sequence of words in the target
language, and a vector of feature values which describe#iis likelihood. Decoding produces a string
in the target language in order from beginning to end. Dudegoding, features from each phrase pair
are combined with other features (e.g., re-ordering, laggunodels) using a log-linear model to compute
the score of the entire translation. In principle the dewgdirocess allows all permutations and thus has
factorial time complexity, but in practice a heuristic bes@arch lowers the complexity to linear time.

The ATS phrase extraction algorithm learns these phrage fsram an aligned, parallel corpus. This
corpus is conceptually a list of tuples &burce string, target string, word alignmdntghich serve as
training examples, one of which is shown in Figure 2.2.

For each training example, the algorithm identifies andaex$r all pairs oflSburce sequence, target
sequenciihat are consistent with the alignments. It does this by émstmerating all source-side word
sequences up to a length linkit and for each source sequence, it identifies all target wadigised to those
source words. For example, in Figure 2.2, the source phiasEITI[_aligns to the target wordelt
obliged , anddo. These words, and all those between them, are the propaged pdarase. If no words
in the proposed target phrase align back to words outsidgedditiginal source phrase, then this phrase pair
is extracted.

The extraction algorithm can also look to the left and rigtthe proposed target phrase for neighboring
unaligned words and add these to the target side to gendrateate phrases. For the phrase pRirf T 1
£ « felt obliged , for example, the wordo is a neighboring unaligned target word. By adding on
consecutive unaligned words in each direction, many newgghpairs can be generated (e.oI¥%1-
felt obliged to ). For efficiency reasons, implementations often skip ttap.s

Figure 2.3 shows the complete set of phrase pairs up to lehtjtht are extracted from the Figure 2.2
training example. This limit of 4 is chosen for illustratianost real systems are trained with a much larger
phrase length limit, e.g., 10 or 20. Notice that no extragiedhse pair contains the character Because
of the alignments, the smallest legal phrase pRITIIA=I_<1 felt obliged to do my , Is beyond
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[ 14t} felt obliged p(e[f) =0.2, p(fle) =0.1, ejen =2,

Figure 2.1: a phrase-pair and associated feature valuebattic unit of translation in phrase-based MT

i felt obliged 1io do my part .
T
£ BH wiE R — 7

Figure 2.2: a phrase-based training example

the size limit of 4, so it is not extracted in this example.

Phrase pairs are extracted over the entire training corpuge to differing alignments, some phrase
pairs that cannot be learned from one example may be learogdanother. These pairs are then counted,
once for each time they are seen in a training example, aise teunts are used as the basis for maximum
likelihood probability features, such 84f|e) andP (e|f).

2.2 Syntax-based Machine Translation

The GHKM syntax-based translation model, presented firsGhifey et al. (2004) and expanded on by

Galley et al. (2006), Marcu et al. (2006), and DeNeefe et28l07), is similar to phrase-based models in
that it is a statistical model trained from word-alignedgtket data. Two primary differences are the use of
syntax trees on the target side, rather than sequences déwamd the inclusion of variables in the rules.

The basic unit of translation is the translation rule, cstirsg of a sequence of words and variables in the
source language, a syntax tree in the target language heaxrds or variables at the leaves, and again a
vector of feature values which describe this pair’s likedd.

This system accepts a foreign string (e.g., Chinese or Ayas input, and it searches through a mul-
tiplicity of English tree outputs, seeking the one with thghest score (see Figure 2.4). The string-to-tree
framework is motivated by a desire to improve target-laggugrammaticality. For example, it is common
for phrase-based MT systems to output sentences with no Bsrlcontrast, the string-to-tree framework
forces the output to respect syntactic requirements—famgte, if the output is a syntactic tree whose root
is S (sentence), then tHe will generally have a child of typ®P (verb phrase), which will in turn contain a
verb. Another motivation is better treatment of functiorrds Often, these words are not literally translated
(either by themselves or as part of a phrase), but rathercibretlyol what happens in the translation, as with
case-marking particles or passive-voice particles. Binaduch of the re-ordering we find in translation is
syntactically motivated, and this can be captured expligiith syntax-based translation rules.

Here are some examples of translation rules and the roleththaplay in the translation of a sentence:

 phrase pairs with syntax decoration:
NPB

B N
EI:II[]:INT”D N[|\|p N[|\|p Nyl\jp

prime minister keizo obuchi
e extra contextual constraints:
VP

/\
[CSBAR-Co LIRED SBAR-C,

said
(this rule translated_ta $aid , but only if some Chinese sequence followilgis ranslated into an
SBAR-O



| I P felt
141 -  felt obliged
411~  felt obliged to do
[f1 -  obliged
[fFIC_1-  obliged to do
I do
—f <  part
—f 1o  part
—fy 1  part .
1o

>

Figure 2.3: phrases up to length 4 extracted from the examplgure 2.2

* non-constituent phrases:

VP VP
VBD SBAR-C VBD PRT SBAR-Cy
[SIG, IZI:IZI| /\ [T SBAR-C, 111 |
said Ill\l S-G pointed RB
that out

* non-contiguous phrases, effectively “phrases with Holes

PP PP
IN NP-C IN  NP-C
[CNNP, [T . PR, [CII1 El:lgl}] N
0 LL T4 nPB 0 NPB PP,
DlT NNPy NlN DT NN
the issue the issue

* purely structural (no words):

NP-Co VP; [T 11
NP-Co, VP
* re-ordering:
NP-C
NPB PP
NP-Co, [ NN; [T T1
DT NN; IN NP-Co

the of

Following previous work in noisy-channel SMT (Brown et 4993), the model operates in the English-
to-foreign direction—envision a generative top-down @sx by which an English tree is gradually trans-
formed (by probabilistic rules) into an observed foreigingt A collection of such rules is represented as
a tree-to-string transducer (Knight and Graehl, 2005). GhtKM rule extraction algorithm of Galley et
al. (2004) is used to construct this transducer from pareddiard-aligned data. This algorithm computes
the unique set of minimal rules needed to explain any seatpad in the data. This is, in effect, a non-
overlapping tiling of translation rules over the tree+gfrpair. If there are no unaligned words in the source
sentence, this is a unique set. Figure 2.5 shows a sdiiipée string, word alignmehtriple and Figure 2.6
shows the set of seven minimal rules extracted from the elatriple in Figure 2.5 if the unaligned—is1
ignored.



TOP

| weight=0.32

NP-C VP PERIOD

NPB MD RB VP-C

DT JJ NN VB

MT System | | | |

This basic relationship will not change .

X — ERXR T AR AT . ) .

(foreign input string)

L weight=0.09
NP-C VP PERIOD
NPB MD VP ‘-C
ﬂ\
DT JJ NN VB

The same partnership will exist

(weighted list of English trees)

Figure 2.4: The syntax-based translation system acceputeayh string and produces a set of candidate translation
trees with confidence weights.

This set, ordered into a tree of rule applications, is caltexderivation tree of the training example.
Unlike the ATS model described previously, there are nonaiesize limits, just the constraint that the
rules be as small as possible for the example.

Notice that rule 6 is rather large and applies to a very spesyintactic context. The first Chinese word
[islaligned to bothi andmy, and the only node that covers them both is 818 herefore a large rule
rooted atS is extracted, with variables for every branch below thisdopstituent that can be explained by

other rules. Note also thed becomes a part of this rule naturally. If the alignments vmerteas constraining
(e.g., ifmywas unaligned), then instead of this one big rule many smialles would be extracted, such as
structural rules, e.g.,

VP
VBDg VP-C; [I11
VBDy VP-C;
and function word insertion rules, e.g.,
VP

VP-Cy EI:I?{%_CO
l

to

We have ignored unaligned source words in this example sGfatey et al. (2004) attach the unaligned
source word to the highest possible location, in our exantpéS. Thus it is extracted along with our large
rule 6, changing the source language sequence tavAD, VBN; VB, NN; [PHRIOD,” . This treatment
results in a unique derivation tree no matter how many unatigvords are present.

In Galley et al. (2006), instead of a unique derivation tithe, extractor computes several derivation
trees, each with the unaligned word added to a differentsutd that the data is still explained. For the
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TOP

S
T
NP-C VP PERIOD
—
VBD VP-C

NPB VBN SG-C

TO VP-C
T

VB NP-C

\
NPB
S
P%P PR$$ NT
i felt obliged tio do my part .

-

£ H FHE R —H A

Figure 2.5: a syntax-based training example

tree-string pair in Figure 2.5, for exampld_cduld be added not only to rule 6, but alternatively to rule 4
or 5, to make the new rules:

PERIOD
—n

part

This results in three different derivations, one with tHe_cHaracter in rule 4 (with rules 5 and 6 as
originally shown), another with the[__cHaracter in rule 5 (with rules 4 and 6 as originally showmy a
lastly the one with highest possible attachment, where thecharacter in rule 6 (with rules 4 and 5 as
originally shown) as in the original paper (Galley et al.02}) In total, ten different rules are extracted from
this training example.

As with PBMT, translation rules are extracted and counteet dive entire bilingual training corpus, a
count of one for each time they appear in a training examplees& counts are used to estimate several
features, including maximum likelihood rule probabiligatures such @ (ruleleroot), P (words|fwords):
andP (fywords|ewords)- We smooth the rule counts with Good-Turing smoothing (GA&53).

With these models, a new foreign sentence can be decodedibheesting and scoring all of the English
trees that can be derived from it by applying the rules todneifin string. The final score of each translation
is a weighted product d? (e), the rule probabilities, and several other models.

To search efficiently, decoding is done using the CKY dynapna@yramming parsing algorithm (Ya-
mada and Knight, 2002; Galley et al., 2006). This algorithuilds English trees on top of foreign spans.
Each cell of the CKY matrix stores the non-terminal symbahatroot of the English tree being built up and
also the English words that appear at the left and right cerokthe tree, as these are needed for computing
theP (e) score when cells are combined. For CKY to work, all transdugles must be binarized to contain
at most two variables—more efficient search can be gainddsfhinarization produces rules that can be
incrementally scored by the language model (Melamed e2@0D4; Zhang et al., 2006).

2.3 Tree Adjoining Grammars

Tree Adjoining Grammars (TAG), introduced by Joshi et a@78) and Joshi (1985), allow insertion of
unbounded amounts of material into the structure of aniaegistee using an adjunction operation. Usually
they also include a substitution operation, which has aitfithe blank’ semantics, replacing a substitution
leaf node with a tree. Figure 2.7 visually demonstrates TA€rations.
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VBD VBN VB . NN PERIOD
1 T 2.B£IECD| 3. 1] 4. —1h 1] 5.. 111
felt obliged do part
S
NP-C VP PERIOD,
NPB VBD, VP-C
PRP VBN; SG-C
| VP TOP
6. [VBD, VBN; VB, NN3 PERIOD, [T 11 PN 7.S L1
TO VP-C S
to VB, NP-C
NPB
PRP$ NNj3
oy

Figure 2.6: rules extracted from the training example iruFég?.5 (ignoring unaligned Chinese words)

One negative aspect of TAG is the computational complexitgn®) time is required for monolingual
parsing (and thus decoding). Tree Insertion Grammars (@& restricted form of TAG that was intro-
duced (Schabes and Waters, 1995) to keep the same benefd&Ga@djoining of unbounded material)
without the computational complexity—TIG parsing®$n?). This reduction is due to a limitation on ad-
joining: auxiliary trees can only introduce tree mater@athe left or the right of the node adjoined to. Thus
an auxiliary tree can be classified by direction as left dntredjoining.

2.4 Synchronous TAG

Shieber and Schabes (1990) propose a synchronous verdisedS TAG), later refined by Shieber (1994),
allowing the construction of a pair of trees in lockstep fashusing the TAG operations of substitution and
adjunction on tregairs. To facilitate this synchronous behavior, links betweeimspaf nodes in each tree
pair define the possiblsitesfor substitution and adjunction to happen. Given an unweigjlsynchronous
tree adjoining grammar, probabilities can be trained fraraligned bilingual data using tf@(n'?) opera-
tion of bilingual parsing.

2.5 Previous Machine Translation Work Using Tree Adjoining

One application of STAG is machine translation (Shieber &dtlabes, 1990; Abeille et al., 1990). Several
early machine translation systems and prototypes have lngtrusing STAG (Egedi et al., 1994; Dras,
1999; Dras and Han, 2002), but none of these are statisti¢al M

Nesson et al. (2006) introduce a probabilistic, synchrenariant of TIG and demonstrate its use for
machine translation, showing results that beat both waskd and phrase-based MT models on a limited-
vocabulary, small-scale training and test set. Their STEBgnar consists of rules having one of six normal-
form tree structures, where each rule represents a worddod correspondence. Training the statistical
model uses a®(n®) bilingual parsing algorithm, and decoding@n?). Though this model uses trees in

9



NP IR NP
o AN NP
DT NP JJ. NP*
oo TR
the ! :
! , =L #le 33 NP
substitution substitution |
: : defense NN
N|N 13 minister
|
minister defense

Figure 2.7: TAG grammars use substitution and adjuncticeratppns to construct trees. Substitution replaces the
substitution node (marked with) with another tree. Adjunction inserts an auxiliary tree-sggecial kind of tree
fragment with a foot node (marked with *)—into an existingdrat a permitted non-terminal node. Note that in TAG,
adjunctions are permitted ahynon-terminal with the same label as the root and foot nodeeétixiliary tree, while

in Synchronous TAG adjunctions are restricted to linkeelssit

explicit large-scale
target syntax adjoining training/testing
PBMT (Och and Ney, 2004) and Hiero (Chiang, 2007) no no yes
GHKM/XLNTS/STSG (Galley et al., 2004; Galley et al., 2006)  yes no yes
word-for-word STIG (Nesson et al., 2006) no yes no
Shen et al. (2008) no yes yes
Carreras and Collins (2009) yes limited no
STIG (this proposal) yes yes yes

Figure 2.8: how this proposal fits in with prior work

the formal sense, it does not create Penn Treebank (Marals £993) style linguistic trees, but uses only
one non-terminal labelX) to create those trees using their six pre-defined ruletsires.

Shen et al. (2008) introduce a translation model that usesrdiency tree adjoining as one of its opera-
tions to build unlabeled dependency trees, but this modes dot have the syntactic constraints of labeled
constituent trees.

Carreras and Collins (2009) propose a phrase-based tianstystem which uses a discriminatively
learned, target-side TAG parsing model to reorder and ddseme English output phrases. Their adjoining
model does not constrain the translation choices, butiimmeto create more fluent English from the output
options of the phrase-based model. It allows rearrangiuiggdes not allow one phrase to be inserted within
another, so it has the same ‘palestinian problem’ as plvased MT shown in Figure 1.1(a). The resulting
translation system slightly outperforms a baseline phbesed system on a medium-scale German-English
translation taskwhen measured with Bzu, and human tests indicate that when a difference in quakity w
perceived the discriminative TAG output is “more often bethan the standard phrase-based output”. Their
method has not been directly compared to syntax-based dstho

To conclude the review, Figure 2.8 presents of visual sumroithis proposal in relation to the prior
work. The subsequent chapters make up our own work, both letedpand proposed.

ITheir model is trained on 715K sentences, and decodes sest=r80 words.
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Chapter 3

Analysis of Syntax-based MT

Our motivation for proposing a tree-adjoining based MT niddwels its genesis in an error analysis of
syntax-based MT models and a comparison with phrase-baechddiels. Despite the many advantages
of syntax-based MT, these models have some surprising elafieis in comparison to phrase-based MT
models. The contribution of this chapter is not in a new atgor, but in presenting areas of potential im-
provement for syntax-based MT. Through an analysis of gthenand weaknesses and an investigation of
possible solutions within the syntax-based framework, Welay a groundwork for understanding how a
tree-adjoining MT model can address the deficiencies of tiggnal syntax-based model while still main-
taining the benefit$.

This chapter presents a comparison of phrase pair covertgeén phrase-based and syntax-based
rule extraction methods. Additionally, we do a careful gtoflseveral syntax-based extraction techniques,
testing whether (and how much) they affect phrase pair egesrand whether (and how much) they affect
end-to-end MT accuracy. For this comparison, we choose ATBeviously established statistical phrase-
based model (Och and Ney, 2004), and GHKM, a previously ksl statistical string-to-tree model
(Galley et al., 2004).

3.1 A Comparison of Phrasal Coverage Between Phrase-basedcaSyntax-
based MT

Both the ATS model and the GHKM model learn how to translatenfiparallel corpora, but each has
fundamentally different constraints and assumptions. dmmare the models empirically, we extracted
phrase pairs (for the ATS model) and translation rules {fetGHKM model) from the same parallel training
corpora, described in Table 3.1. The ATS model was limiteghi@ses of length 10 on the source side, and
length 20 on the target side. A superset of the parallel dataword aligned using a combination of GIZA
union (Och and Ney, 2003) and the EMD method (Fraser and M2@6). The English side of training
data was parsed using an implementation of Collins’ mod€dlips, 2003).

The top section of Table 3.2 shows the total number of GHKMs@xtracted, and a breakdown of the
different kinds of rulesNon-lexical rulesare those whose source side is composed entirely of vesiable
there are no source words in them. Because of this, they tidterapply to any sentencelexical rules
(their counterpart) far outnumber non-lexical rules. Gf kxical rules, a rule is considerecpharasal rule
if its source side and the yield of its target side contaircyane contiguous phrase each, optionally with
one or more variables on either side of the phrase. Non-ghrakes include structural rules, re-ordering
rules, and non-contiguous phrases. These rules are notedisgctly compare to any phrase pairs from the
ATS model, so we do not focus on them here.

1This chapter is based on the analysis of DeNeefe et al. (2007)
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| Chinese |  Arabic
LDC2003E07| LDC2004T17
Document IDs LDC2003E14| LDC2004T18
LDC2005T06| LDC2005E46
# of segments 329,031 140,511
# of tokens in foreign corpus 7,520,779 3,147,420
# of tokens in English corpus 9,864,294 4,067,454

Table 3.1: parallel corpora used to train both models

Statistic

total translation rules
non-lexical rules

\ Chinese\ Arabic

2,487,110| 662,037
110,066| 15,812
lexical rules 2,377,044| 646,225
phrasal rules 1,069,233| 406,020
distinct GHKM-derived phrase pains 919,234| 352,783
distinct corpus-specific
GHKM-derived phrase pairs

203,809| 75,807

Table 3.2: a breakdown of how many rules the GHKM extractigo@thm produces, and how many phrase pairs can
be derived from them

Phrasal rules can be directly compared to ATS phrase pafrgasiest way being to discard the syntactic
context (i.e., variables) and look at the phrases contaimdte rules. The bottom section of Table 3.2
guantifies the phrase pairs that can be derived from the ghtineesal rules. The second to last line of the
table shows the total number of GHKM-derived phrase pairse umber of phrase pairs is lower than
the number of phrasal rules because some rules represessritee phrasal translation, but with different
syntactic contexts (i.e., different in variables only). eTlast line of Table 3.2 shows the subset of phrase
pairs that contain source phrases found in our developnoepts.

Table 3.3 compares these corpus-specific GHKM-derivedsghpairs with the corpus-specific ATS
phrase pairs. Note that the number of phrase pairs derieed fine GHKM rules is less than the number
of phrase pairs extracted by ATS. Moreover, only slightheokalf of the phrase pairs extracted by the
ATS model are common to both models. The limits and consgafheach model are responsible for this
difference in contiguous phrases learned.

GHKM learns some contiguous phrase pairs that the phrasedbaxtractor does not. Only a small
portion of these are due to the fact that the GHKM model hasherent size limit, while the phrase based
system has limits. More numerous are cases where unaligmgltsk words are not added to an ATS phrase
pair while GHKM adopts them at a syntactically motivateddtian, or where a larger rule contains mostly
syntactic structure but happens to have some unalignedsword. For example, consider Figure 3.1.
Becausdasic andwill are unaligned, ATS will learn no phrase pairs that transtateese words alone,
though they will be learned as a part of larger phrases.

GHKM, however, will learn several phrasal rules that trateskobasic

DTo — NNy LIIgH, 33 NN,  DTo — CINM; CIIgf, jj NN,  DTo CINN; LI, 33 NN,
I

basic basic basic
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Source of phrase pairs | Chinese| Arabic

GHKM-derived 203,809| 75,807
ATS 295,537| 133,576
Overlap between models160,901| 75,038
GHKM only 42,908 769
ATS only 134,636 58,538
ATS-useful only 1,994 2,199

Table 3.3: comparison of corpus-specific phrase pairs frach enodel

TOP

}P—C VP PERIOD
DT JJ NN VB

This basic relationship will not change .
B — AR XR AR AT

Figure 3.1: a situation where GHKM is able to learn rules ttratslate intdasic andwill , unlike ATS

and one phrasal rule that translates wit

VP
RBy [T WP-C; |D RBy VP-C;

will

based on the syntactic context around the unaligned wordsce Sve are working with noisy data and
noisy alignments, the quality of such additional phrasdbuwary. For example, the first translation of-
(literally: “one” or “a”) to basic above is a phrase pair of poor quality, while the other twdfsic and
one forwill are arguably reasonable.

Perhaps more surprising, Table 3.3 also indicates that AdSable to learn many more phrase pairs
that GHKM was not. Even more significant is the subset of tineissing phrase pairs that the ATS decoder
used in its besttranslation of the corpus. According to the phrase-basstésythese are the most “useful”
phrase pairs and GHKM could not learn thérince this is a clear deficiency, we will focus on analyzing
these phrase pairs (which we cAll' S-usefgland the reasons they were not learned.

Table 3.4 shows a breakdown, categorizing each of thesengia3 S-useful phrase pairs and the rea-
sons they were not able to be learned. The most common reastraightforward: by extracting only the
minimally-sized rules, GHKM is unable to learn many largbrgses that ATS learns. If GHKM can make a
word-level analysis, it will do that, at the expense of a phrkevel analysis. Galley et al. (2006) propose one
solution to this problem and Marcu et al. (2006) proposelatoboth of which we explore in Section 3.2.

The second reason is that the GHKM model is sometimes forgéid Byntactic constraints to include
extra words. Sometimes this is only target language worts tlas is often useful—the rules are learning
to insert these words in their proper context. But most ofitne, source language words are also forced to
be part of the rule, and this is harmful—it makes the rules ¢geral. This latter case is often due to poorly

%j.e., highest scoring
3GHKM may ultimately be able to produce the same translatiarawifferent, possibly lower scoring route.
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Category of missing ATS-useful phrase pajr€hinese| Arabic

Not minimal 1,320| 1,366
Extra target words in GHKM rules 220 27
Extra source words in GHKM rules 446 799
Other (e.g., parse failures) 8 7
Total missing useful phrase pairs 1,994| 2,199

Table 3.4: reasons that ATS-useful phrase pairs could nextracted by GHKM as phrasal rules

aligned target language words (such as the inlour Section 2.2 rule extraction example), or unaligned
words under large, flat constituents.

Another difference between the models is not apparent flosnanalysis: some of the phrase pairs are
learned by both systems, but GHKM is more specific about tinéeso of use. This can be both a strength
and a weakness. It is a strength when the syntactic contéps tee phrase to be used in a syntactically
correct way, as in

VP
/\
[CSBAR-Cy CI—hASp SBAR-C,
said

where the syntax rule requires a constituent of t§AR-C. Conversely its weakness is seen when the
context is too constrained. For example, ATS can easilylda phrase

[T L Iprime minister

and is then free to use it in many contexts. But GHKM learns #fereént rules, each that translate this
phrase pair in a unique context. Figure 3.2 shows a samplihgtice that though many variations are
present, the decoder is unable to use any of these rules dogeaertain noun phrases, such as “current
Japanese Prime Minister Shinzo Abe”, because no rule hgsdper number of English modifiers.

3.2 Improvements in Phrasal Coverage

Each of the models presented so far has advantages andatitagles. In this section, we consider ideas
that make up for deficiencies in the GHKM model, drawing owpiration from the strong points of the
ATS model. We explore two methods of acquiring rules witlyéairphrases: composed rules (Galley et al.,
2006) and SPMT Model 1 (Marcu et al., 2006). We also exploresthod of acquiring rules with smaller
phrases: restructuring the training parse trees (Wang,&Qf17). We then measure the effects of each idea
empirically, showing both what is gained and the potentiits of each modification.

Composed Rules

Galley et al. (2006) proposed the idea of extracting largéesr by composing together combinations of
neighboring minimal rules. This removes the minimality stvaint required earlier: any two or more rules
in a parent-child relationship in a training data derivaticee can be combined to form a larger, composed
rule. This change is similar in spirit to the move from worasbd to phrase-based MT models, or parsing
with a DOP model (Bod et al., 2003) rather than a plain PCFG.

Because this results in exponential variations, a size isremployed: to allow two or more rules to
combine, the size of the resulting rule must be at rmpsivheren is defined as the number of interfal

4.e., not a leaf variable
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NPB
/N
NNPy EI:HIEINTP NTP NNPg

prime minister
NPB

13, CINNP, ECWWH

prime minister
NPB

/\
EI:III]:[T\I[l\]p N||\|p
prime minister
NPB

NPB

NNP, [T NNP; [T INNP, NNP NNP NNP;

prime minister
NPB

LT RNNPy LT INNP NNP NNP

prime minister
NPB

NNPo NNP; LT ITIC INNP  NNP NNPg NNP;

prime minister
NPB

DToJdJy LTI IGT, 33, Nll\lP NNP NNPo [T ININP; NNP; LI_INNP, NNP NNP NNP; NNP,

prime minister prime minister
NPB

LT NNPo NNPy LI INNP NNP NNP; NNP;

prime minister
Figure 3.2: a small sampling of the 45 rules that translhid _tb grime minister

Size limit () | Chinese | Arabic Size limit (n) | Chinese| Arabic

0 (minimal) | 2,487,110 662,037 0 (minimal) | 1,994] 2,199
2 12,351,297| 2,742,513 2 1,478| 1,528
3 26,917,088 4,824,928 3 1,096 | 1,210
4 55,781,061 8,487,656 4 900 | 1,041

Table 3.5: increasing the size limit of composed rules Table 3.6: number of ATS-useful phrases still missing
significantly increases the number of rules extracted when using GHKM composed rule extraction

non-terminals in a rule’s target tree. For example, rul&sshown in Figure 2.5 have a size of 0, while rule
6 has a size of 10. Composed rules are extracted in additiorinional rules, which means that a larger
limit always results in a superset of the rules extractednndosmallem value is used. When is set to

0, then only minimal rules are extracted. Table 3.5 shows theilp in the number of rules extracted for
several size limits.

In our previous analysis, the main reason that GHKM did natridranslations for ATS-useful phrase
pairs was due to its minimal-only approach. Table 3.6 shbwffect that composed rule extraction has on
the total number of ATS-useful phrases missing. Note th#étt@sllowed size of composed rule increases,
we are able to extract an greater percentage of the missiSgu&eful phrase pairs.

Unfortunately, a comparison of Tables 3.5 and 3.6 indictitasthe number of ATS-useful phrase pairs
gained is growing at a much slower rate than the total numbeares. From a practical standpoint, more
rules means more processing work and longer decoding tsndkere are diminishing returns from contin-
uing to explore larger size limits.

SPMT Model 1 Rules

SPMT model 1 (Marcu et al., 2006) is another alternative ftraeting larger rules. Though originally pre-
sented as a distinct model, this method of rule extractionatso be understood as combining neighboring
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Method \ Chinese\ Arabic

composed alone (size 4) 900 | 1,041
SPMT model 1 alone 676 854
composed + SPMT model 663 835

Table 3.7: ATS-useful phrases still missing after diffémneries combination methods are applied

Category of ATS-useful phrase paifChinese| Arabic
Too large 12 9
Extra target words in GHKM rules 218 27
Extra source words in GHKM rules 424 792
Other (e.g., parse failures) 9 7
Total missing useful phrase pairs 663 835

Table 3.8: reasons that ATS-useful phrase pairs are stilertvacted as phrasal rules, with composed and SPMT
model 1 rules in place

minimal GHKM rules, but according to different limits thanrmoposed rules. For each training example,
the method considers all source language phrases up tdlendior each of these phrases, it extracts the
smallest possible syntax rule that does not violate thenalents. Table 3.7 shows that this method is able
to extract rules that recover more useful phrase pairs, ande combined with size 4 composed rules to
an even better effect. Since there is some overlap in theisondge when combining the two methods we
eliminate any redundant rules.

Note that having more phrasal rules is not the only advantdgmmposed rules. When combining
both composed and SPMT model 1 rules, the gain in useful plpass is not very large, but we do gain
additional, larger syntax rules. As discussed by Galley.€2806), composed rules also allow the learning
of more context, such as

ADJP
PN
ADVP JJo
1T} 111
RB CC RB

far and away

This rule is not learned by SPMT model 1 because it is not thalest rule that can explain the phrase pair,
but it is still valuable for its syntactic context.

Restructuring Training Trees

Table 3.8 updates the causes of missing ATS-useful phrase giter also extracting larger rules. Most
missing phrase pairs are now caused by syntactic constréinis we need to address these in some way.
GHKM translation rules are affected by large, flat constitaen syntax trees, as in tipeime minister

example earlier. One way to soften this constraint is torieahe trees, so that wide constituents are bro-
ken down into multiple levels of tree structure. The apphoae take here is head-out binarization (Wang et
al., 2007), where any constituent with more than two chiidsesplit into partial constituents. The children
to the left of the head word are binarized one direction, evthie children to the right are binarized the other
direction. The top node retains its original label (e.g. B)Rvhile the new partial constituents are labeled
with a bar (e.g.NPB"). Figure 3.3 shows an example.
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TOP S
S NP-C S'
NP-C vp PERIOD NPB/ VP/$OD
/ SN | —, T\ s
NPB MD RB VP-C DT NPB' VP' VP-C
D‘T J‘J N‘N V‘B JJ NN MD RB VB
This basic relationship will not change . This basic relationship will not change .

Figure 3.3: head-out binarization in the target languag®PB, and VP are binarized according to the head word

Category of missing ATS-useful
phrase pairs Chinese| Arabic

Too large 16 12
Extra target words in GHKM rules 123 12

Extra source words in GHKM rules 307 591
Other (e.g., parse failures) 12 7
Total missing useful phrase pairs 458 622

Table 3.9: reasons that ATS-useful phrase pairs still coatde extracted as phrasal rules after binarization

After binarization, we extract rules containing partiahstituents, such as the following:

/NP'N N
CIT NP EI:IN||\||:> N[l\jp NP, and ~ IZIZIII]:I%\RB
|
prime minister will not

By eliminating some of the syntactic constraints we allowrenfiteedom, which allows increased phrasal
coverage and generates more rules. However, these rulebenaymbined together in unexpected and
undesirable ways that the original, more constrained mytedd not permit. Table 3.9 shows the effect of
binarization on phrasal coverage, using both composed BMiTSules.

3.3 Evaluation of Translations

To evaluate translation quality of each of these models aathods, we ran the ATS decoder using its
extracted phrase pairs and the syntax-based decoder ukthg aule sets mentioned above. Table 3.10
describes the development and test datasets used, aldnfpuiitreferences for measuring BLEU.

Table 3.11 shows the case-insensitive NIST BLEU4 scorebditn our development and test decod-
ings. The BLEU scores indicate, first of all, that the syrbased system is much stronger at translating
Chinese than Arabic, in comparison to the phrase-basedmystVe believe this is due to the difference
in re-ordering models. While the phrase-based systensdering comes primarily through the monolin-
gual language model, the syntax rules themselves contaictstal re-ordering decisions learned from the
bilingual corpus. Thus syntax-based translation is betide to model the large amount of long-distance
re-ordering required to translate between Chinese andidgbnglhe smaller improvements on Arabic-to-
English translation reflect the fact that less large scat@rdering is necessary.
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# of lines
Dataset Chinese Arabic
Development set NIST 2002 MT eval 925 696
(sentences< 47 tokens)
Test set NIST 2003 MT eval 919 663

Table 3.10: development and test corpora

Chinese Arabic
Experiment Dev  Test| Dev  Test
Baseline ATS 34.94 32.83 50.46 50.52
Baseline GHKM (minimal only) 38.02 37.67| 49.34 49.99
GHKM composed size 2 40.24 39.75| 50.76 50.94
GHKM composed size 3 40.95 40.44| 51.56 51.48
GHKM composed size 4 41.36 40.69 51.60 51.71
GHKM minimal + SPMT model 1 | 39.78 39.16| 50.17 51.27
GHKM composed + SPMT model 142.04 41.07| 51.73 51.53
With binarization 42.17 41.26| 52.50 51.79

Table 3.11: evaluation results (reported in case-insgaditiST BLEU4)

The BLEU scores also show that syntax-based translatiolitygbenefits from improved phrasal cov-
erage, but not always proportionally. In addition, rule gasition is not only helpful in comparison to
minimal rules, but even in addition to SPMT model 1. This gades that the size 4 composed rules of
Galley et al. (2006) bring more than just improved phrasakcage, but the additional larger structure must
also aide translation.

3.4 Conclusions and Remaining Problems

Both the ATS model for phrase-based machine translatiortten@HKM model for syntax-based machine
translation are state-of-the-art methods. Each extractiethod has strengths and weaknesses as compared
to the other, and there are surprising differences in phasarage—neither is merely a superset of the
other. We have shown that it is possible to gain insights fthenstrengths of the phrase-based extraction
model to increase both the phrasal coverage and transktimmracy of the syntax-based model.

But we have also seen there is still room for improvement maybased models. There are still over
400 missing ATS-useful phrase pairs, though their useglienow arguable as they represent a weaker MT
model. But the problem they represent is still present: asyntiles often over-specify the required context
(recall the 45 prime minister rules). Rare and unseen ctatei lead to sparsity in the models. Trying
to fix this with head-out binarization leads to undesirableregeneralization. The fundamental problem is
that the model conflates multiple unrelated phenomenonmatisingle translation rule.

Tree-adjoining machine translation models have the piatetiat solve these problems. The rest of the
thesis is organized as follows. Chapter 4 presents a tijegsd) MT model and decoding algorithm.
Chapter 5 discusses extraction of these rules from paraieti-aligned tree-string data. Chapter 6 presents
our encouraging initial results. And Chapter 7 concludeth aiplan of proposed work and a timeline to
completion.
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Chapter 4

Modeling Context Variation In
Syntax-based MT with Adjoining

In this chapter, we describe a tree-adjoining machine lmtine model introduced in Chapter 1 and moti-
vated by the analysis in Chaptet Formally, given a foreign stringj, the problem is to find:

argmax A IOg P (yield(etree)) + A2 IOg P (etree- 1:tree) +.. (4-1)
€tree,

firee Cyleld™1(f)

whereP (yield(egee)) is just an n-gram LM of EnglishR (etree, Tiree) IS OUr novel translation model, and
the ellipsis represents any additional models. This chayeers three topics:

1. adescription of tree-adjoining MT rules,
2. amodel that assigri®(etree, Firee) t0 any pair of trees using these rules, and

3. adecoding method to compute the argmax above, buildirigeap synchronously on both the English
and foreign side.

4.1 Overview of Tree-Adjoining MT Rules

Here we give some examples of translation rules with ingtgtions of how they work. These rules are
automatically extracted using the techniques we will dbsdn Chapter 5.
1. simple lexical rules for translating words or phrases:
X IN
| HEH
AlA without
interpretation: translate the Arabic word “AlA” as the posfion “without”

2. rules with substitution for translating phrases withdsalsubstitution sites are designated by an arrow
and numeric subscript, e.dNP11):

1This chapter and the following two are based on the treeiidip MT model of DeNeefe and Knight (2009).

19



PP

X PP NPl1
| El:q
Xl |||\l
of

interpretation: insert “of” to turn a noun phrase into a @wEponal phrase on the English side,
leaving the foreign side unchanged

3. simple adjoining rules for inserting optional modifieasljpining sites are designated by an alphabetic
subscript befor@r after a non-terminal to indicate direction of adjoiningy.eaNP):

N aNP

X* Xa LT 11
| JJi1 NP*
Xl

interpretation: adjoin an adjective before a noun in Einghbst place its translation after the
Arabic equivalent, then allow subsequent adjunction irs¢hgame directions via siée

4. rules with multiple adjunction and substitution sites:

aS
X NP1 1S
/I\
aX X epXge LI vlpd
x|¢2 X1 x|¢3 VP. NPi3
VBIlDlz

interpretation: translate an Arabic sentence in VSO order, {serb-subject-object) into an En-
glish sentence in SVO order, with multiple adjoining optat sitesa—e

Rules such as these make up a probabilistic, synchronasnsertion grammar suitable for translation. At
a high level, there are a few similarities with the grammaNegson et al. (2006): all adjunction sites come
in linked pairs, each adjunction site on the source sideesponding to one adjunction site on the target
side and vice versa, and each site is restricted to one idinecte., the source and target side each specify
one allowed direction of adjoining, either left or right.

There are several important differences between our gramaral the ones of Nesson et al. (2006).
Their grammar consists of lexical, word-for-word traniglatrules that include no linguistic structure and
only one non-terminal label on either side. All rules are ofigvo basic structures—with variations only in
direction—and adjunction is allowed at any one of three gfieed points. Our grammars differ on each of
these points in the following ways:

Richer, Linguistic Trees: Our grammars have a Penn Treebank-style linguistic trebe&mhglish (target)
side. The source side is a purely structural tree using desimgn-terminal symbolX), and does
not originate from a parser. This pairing provides the ritloiimation needed in the target language
without over-constraining the model.
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Substitution Sites/Non-lexical trees:While Nesson et al. (2006) only used adjunction, we use halh s
stitution and adjunction and do not require all trees to aionkexical items as is commonly done in
TIG (Schabes and Waters, 1995). Trees on either side maynpgletely non-lexical or may contain
one or more words.

Single Adjunction/Multiple Sites: Each non-terminal node in a tree may allow multiple adjunrcsites,
but every site only allows at most one adjunction, a commesuaragtion for TAG as specified in the
Vijay-Shanker (1987) definition. An adjoined rule may itdehve adjoining sites allowing further
adjunction.

In our grammars, we use the pair of direction restrictionslassify the adjunction sites and their cor-
responding applicable adjoining rules into one of fdirection classesLL (left adjoining on both sides),
LR (left adjoining on the source side, right adjoining on theget), RL (the opposite directions of LR),
and RR (right adjoining on both sides). This direction clgsssed in our generative model as a factor for
conditioning the probabilities.

4.2 A Generative Model of Tree Adjoining MT

When we use these rules to translate from a foreign sentenu® an English sentenae several models
are combined together in a log-linear fashion, but our prynmaodel is a joint model oP (E¢ree, Firee). We
calculate this probability on a particular sequence of aglplications—alerivation treeof rules that makes
up etree andfiree—which we calld Here is a step-by-step process for building up the proipabil
of generatingle,, o firee-

etree,Ttree -

1. Choose initial rule. Choose a substitution rulke having the special starting root node label TOP
on the both source and target sides, and add @.fQ. Make this choice with probability
Psub(r1|(TOP, TOPDI

ftree "

2. Choose substitution rules.For each substitution sies; in the current rule;:

(&) Choose a substitution rule having root node labels lahglsi) and labek(si) that match
the left and right labels aj, and add it tod Make this choice with probability

Psun(r2| dabel_(si), labek(si) Dl

etree,Ttree"

3. Handle adjunction. For each adjunction sitg r, in the current rule:

(a) Decide to adjoin or not. Choose whether or not to adjoin at the current sjtg, i.e. choose
decisionagjoin [LLAdjoin, ~adjoin}.Make this choice with rule-specific probability
Pitadj (deCisioNagjoin|Si,ry, F1)-

(b) Choose adjoining rule. If we are adjoining at sitesj r,, i.€.,decisionagjoin = adjoin, choose
an adjoining rula, of direction classlir(s; r,) having root node labels lah€(s; r,) and labek (Si r,)

that match the left and right labelssat, , and add it tade,, .. f.,..- Make this choice with prob-
ability Pagj (r2|dir(si r, ), 0abek (si,), labek(sir,) DI

4. Recurse. Considerr; to be processed. Stop if all rules have been processedwitleeselect an
unprocessed rule, fromd and jump to step 2.

etree,Ttree

2Here and in the following, we ussiteas shorthand for synchronous site pair.
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In the above process, each substitution rule has a prolyadi$itribution from which it was chosen
(Psub). Each adjoining rule has a probability distribution frorhieh it was chosenRjgq;). For both kinds of
rules, all adjoining sites had a decision made about thengusprobability distributionRtag5). Therefore,
for all substitution ruless, adjoining rulesr,, and adjoining sites; (, we define the probability of the
derivation tree of these rules to be the product of all thédabdities used in the building process:

e —
P (degree firee) = Psub(rs|dot_(rs), rootz (rs) D1: Pit adj (d€Cisiongjoin|Si,rs: I's)

I's Si,rs

Pagj (raldir(ra), oot (ra), rootr (ra) - Piadj (decisionjoin|Si,ra.» ra)

ra Si,ra

Since there often is more than one derivattbthat will produce the sameye. andfyee given anf, we
approximate the actual probability (a sum) with the Vitdrbaximum probability) derivation:

1
P (Buree, Furee) = PE) =, o max PO (*:2)
d produce®tree,ftree
d produce®tree,ftree

Every new substitution site requires an additional ruleed@bded, but adjunction sites may or may not
introduce an additional rule, depending on the rule-speRjfig; choice. This allows adjunction to represent
linguistic optionality. Figure 4.1 illustrates the prolidkes used to generate a small sentence pair.

As an alternative generative story, we can replace step\&abith the following step 3”:

3’. Handle adjunction. For the current rule;:

(a) Decide adjoining pattern. Choose an adjoining pattern for the entire rule. Make th@azh
with rule-specific probabilityPit a5 (patternagjoin|ry). This pattern is the entire set of adjoining
decisions for the rule chosen all at once. For example, ifealras two adjoining sites andb,
the possible patterns to be chosen fromf@d hl-a [hla [=b, —a [=b}.

(b) Choose adjoining rules. For each adjoining site; , selected for adjoining ipatternagjoin,
choose an adjoining rule. . . (the rest of 3’(b) is the same as 3(b) above)

The first story represents an independent decision modeljoinéng where we assume each adjoining
decision has little effect on the others in the same rules Besumption is simple and compelling, but not
necessarily an accurate reflection of what we see in actual déhe alternative story is a joint decision
model, where all adjoining sites are treated as related.ddevythis joint model is very difficult to directly
estimate from data, and does not easily generalize to unzaéerns of adjoining. See Figure 4.2 for a
empirical comparison of the predictions of these two modalsactual data (using the extraction algorithm
in Chapter 5), and the resulting problems.

In our initial results (Section 6.1), we compare the perfance of these two models (directly estimated
from observed data) as well as a linear combination of the &md in our proposed work (Section 7.2) we
suggest investigation of richer models.

4.3 Decoding

Given a foreign strind, the decoding problem is to find:

argmax A1 IOg P (yield(etree)) + A2 IOg P (etree- 1:tree) +... (4-3)
€tree,

firee Cyleld™1(f)
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STIG rule | probability model
rule id source side target side
TOP TOP
ro | | Psub(ro|[MOP, TOPOI
Xl NPlq
A A
Xan NP,
r s B Peun(r1| X, NP
Xl -~ NNl
A A
X . NN
r | Psub(r2| X, NN
AldfAE defense
: (independent) (joint)
Pitagj (@djoin|sitea, r1)  Pitagj(@ [=b[ry)
Pitag (—adjoin|sitey, r1)
X R
AN NP .
rs X* X Pagj (r3|dirrL, X, NPOJ
| JJi; NP*
Xl "
4
X 33
ry | | Psub(ra| X, 31
AlwTnY national
derivation tree resulting tree pair
TOP TOP
ro | |
| 1 X NP —
ry
L1 X X o+ J3 NP
r2 I3 | | | |
| X X national NN
g |
AldfAe  AlwTnY defense

Figure 4.1: Derivation process for a small training examplee probabilities listed in the right column of the table ar
used to build up the trees synchronously using the rules stimthe left columns of the table. Below the derivation

tree and resulting tree pair are shown.
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adjunction patterr data frequency model prediction
a b ¢ d independent| joint pattern independent| joint pattern
25 15.2% 20.7%
v 20 2 3.0% 1.7%
v 79 26 28.5% 21.5%
v 52 13 11.4% 10.7%
aS v 10 1 1.4% 0.8%
X NP, 5 v Vv 7 5.6% 5.8%
| v v 1 2.3% 0.8%
aX X aXep 111 VP, v v 0 0.3% 0.0%
| v v 31 21.5% 25.6%
Xiz Xip Xiz VPy  NPi3 v v 5 2.6% 4.1%
I < 0 1.0% 0.0%
VBDI, S Vo 6 4.3% 5.0%
v v 3 0.5% 2.5%
v v v 0 0.2% 0.0%
v vV 0 1.9% 0.0%
v v v Y 1 0.4% 0.8%
totals n/a 121 100% 100%

Figure 4.2: Frequencies of adjunction in real Arabic datapgared to predictions from independent and joint models.
Unseen patterns are shown as frequency 0O; predictionssted s percentage chance such a pattern would be chosen
(no smoothing done). The independent model estimatesatiigiions using the data frequency of each independent
adjunction (or non-adjunction), while the joint patterndebis proportional to the frequencies of the joint pattern.
Note that in high frequency cases the joint and independedigtions are similar, but they differ in lower frequency
and unseen cases. The joint model will never predict unsatt@rps. And the independent model sometimes predicts
less frequent combinations as more likely than those memufnt, e.g., it gives more weightdalone (seen twice)

than to—a [hillC=t [Cdkseen five times). Also, several unseen patterns are givea weight than those seen.

This is conceptually a monolingual parse using the foreida sf the translation rules, constraining the
search using non-terminal labels from both sides, whil@kegtrack of the English side string and structure
for language modeling purposes. This produces all valitvaions of rules whose foreign side yield is the
input string, from which we simply choose the one with thehleist log-linear model score. However, there
are reasons why a standard TIG parsing algorithm cannattlyitee used. First, the rules are not binary, and
many current TIG parsers assume binary structured treess@eet al., 2006). Secondly, even those that
handle general-form TIG (Schabes and Waters, 1995) areehopgor progressive language model scoring:
we want to score an n-gram language model as early as podsititgy the parsing search process to avoid
search errors, which adds extra constraints (and an adalifpmlynomial computational complexity factor)
to the parsing algorithm. CFG-based MT decoders, on the bidned, are not appropriate because they do
not allow adjoining at all.

Though parsing could be done using a specialized parsimgitign, and we plan to explore this (pro-
posed work Section 7.1), we note that the STIG rules have Wesjuivalent counterparts in the Syn-
chronous Tree Substitution Grammar (STSG) and Tree-togstransducer worlds, such that each STIG
rule can be translated into one equivalent rule, plus sortpeheules to model the adjoin/no-adjoin deci-
sion. Conversion to a better known and explored formalidowal us to take advantage of existing code and
algorithms. Here we describe the conversion process to@etelinear non-deleting top-down tree-to-string
transducer (XLNTS) rules, though conversion to STSG islaimi

Figure 4.3 shows the results of conversion for ruleandrs from Figure 4.1. Note that rule, becomes
five XLNTs rules: one main rule (top) and four helper rulesaa for adjunction sitea and a pair for site
b. The main rule’s left hand side corresponds to the Englisg, twith the children in English yield order:
Xp representing the location of any trees adjoined ataite; representing the NN substitution site, and
X» representing the location of any trees adjoined atlsit&€he right hand side has three variables in the
foreign tree’s yield order: firsk; (the NN substitution site) thery andx, for the adjunction sitea andb.
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x.np-NP 1073
CITT0x NN-X1 Orp.a-Xo Orp.b-X2
Xo X1 X2
Xab NP, Or,.a.X-NP-RL 06 Or,.a.-X-NP-RL 04
ry R - Y — ' | [T TIgxnprLX 0 110
Xl NN Xo El
Psub(r1|NP) = 1073 0.2 0.8
Or, 5. X-NP-RR 0 L X-NP-RR O
Pitag (alry) = 0.6 " | [T TonprrXo TP [T
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X 1 (-
NP L dynpr.NP 2072 L1
rs X* X 111 — El:'ﬂx,\]\].Xo
1 1
| JJi1 NP* Xo
Xl

Pagj (r3|NP) = 1072

Figure 4.3: STIG to XLNTs conversion of rules andrs from Figure 4.1 according to Algorithm 1.

The probability of this main rule is the sameRg,. The helper rules for sita both have the same start
state,qr, .a, as thexg variable in the main rule, which ties these helper rules & garticular site on that
particular rule. The first helper rule has a right hand sidé&iloy for a rule with start statgx np.rL, @an NP
adjoining rule that attaches to the right on the foreign sidd the left in English—note thag is such a
rule, and its converted rule has that start state. The sdoeipér rule has an epsilon on the right hand side,
which corresponds to no adjoining. The probabilities of tie¢per rules correspond exactly to tAgag
probabilities and their complements.

Continuing with Figure 4.3, adjoining rules has a relatively simple conversion because there are no
adjoining sites. It converts to one rule, which is looking foplace to adjoin on the left hand side, and
looking for a JJ substitution rule on the right hand side. idoall foot nodes have been eliminated, as the
direction information has been encoded in the start statiecofule. The probability of the converted rule is
equal toP,gq for that rule.

Algorithm 1 describes the process of converting one of otoraatically learned STIG rules. On each
side of the rule, we traverse the tree in a top-down, lefight order, recording words, substitution sites,
and adjoining sites in the order encountered (left adjgsibefore the node’s children and right adjoinings
after). We make these words and sites into children undergesioot node. Adjoining sites become leaves
with states made up of a combination of the rule id and a sitdadallow for the adjoining/no-adjoining
decision, two helper rules are created for each adjoiniate stombination of rule and site id. One of
these rules has only epsilon leaf nodes (representing minadj), while the other has a leaf node and a
state constructed of the site’s source and target labelshendirection class. Adjoining rule roots are then
given states that match this same combination of the soundeaaget root labels and the direction class.
Substitution rule roots are given states made up of a cortibinaf their source and target labels so that
they match with the correct substitution sites, which ase gliven states constructed of that combination.

For each rule, the algorithm generates one main rule andraop&elper rules per adjunction site
to facilitate adjoining/non-adjoining. For computatibmdficiency reasons, our decoder does not support
epsilon rules. So we remove epsilons using an exponenfiarston of the main rules: combine each main
rule with either the adjoining or non-adjoining helper rateeach adjunction site, then remove epsilon-only
branches. Figure 4.4 shows the result of this process faehef rules resulting fromy in Figure 4.3. For
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Input: Synchronous TIG rule with j adjoining sitesS « T, whereS andT are the source and
target language trees, respectively

Output: a weakly equivalent main XLNTs rule” < s;...s, and2j helper rules for adjoining,

whereT His a one-level target language tree @ad. . s, is a source language string

Run time: O(|S| +|T|)

begin

rules — {}, Ihs-state~ concat(‘q’, get-root$), get-root())

site-and-word-list-s— get-sites-and-words-in-ord&)

site-and-word-list-t— get-sites-and-words-in-orddr)

if r is adjoiningthen Ihs-state~ concat(lhs-state, get-adjoin-di), get-adjoin-dirT))

Ihs — construct-LHS(lhs-state, get-rodf), site-and-word-list-t)

rhs — construct-RHS(add-states(ij( site-and-word-list-s))

add(rules, ‘Ihso rhs’) /* main rule */

foreach adjoining sitei [11..k do
lhs-root — concat(source-labdl target-labeli), source-dir(), target-dir{))

Ihs-state— concat(‘q’, id(), i), rhs-state— concat(‘q’, Ihs-root)

Ihs — construct-LHS(lhs-state, lhs-rooy), rhs — construct-RHS{(rhs-state xq)})
Ihs-eps~ construct-LHS(lhs-state, lhs-rod,l rhs-eps— construct-RHS{[})
add(rules{'lns ~ rhs’, ‘Ihs-eps~ rhs-eps}) [ * helper rules for site i */

return rules

end

function get-sites-and-words-in-order(node)

y - {}

if node is substitution site or wotthen append site or word tg else
append left adjoining sites toin outside-to-inside order

foreach child ¢ of nodedo append result ofiet-sites-and-words-in-ordém) to y
append right adjoining sites join inside-to-outside order

returny

end

unction add-states(ruld-id, node-list)

foreach substitution or adjunction sitein node-listdo
L if 1 is substitution sitehen state = concat(‘q’, source-site-labi|(target-site-labei})

—

elsestate = concat(‘q’, rule-idk)
replacei with (state,i) in node-list

return modified node-list
end

Algorithm 1: Conversion from synchronous TIG rules to weakly equivektiNTs rules
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adj. pattern expanded XLNTSs rule
ax.np NP

a [hl X-Nm-RR CI 8 NN X1 OX.NP.RL-X0 OX.NP.RR-X2
Xo X2
gx.np -NP
—a [hl xﬁ(-\NP-RR CITEd NN X1 OX.NP.RR-X2
X2
ax.np-NP
a [=b: X-NP-RL X; [TE{dNN-X1 Ox.NP.RL-X0

Xo

NP
—-a [=b; e | LT & nn-Xa

X1

103

1073

103

103

probability

.06-02=12-10"*

04.02=08-10"*

-0.6-08=4.8.10"*

.04-08=232-10"*

Figure 4.4: Expansion of converted rules fgr(see Figure 4.1 and 4.3) to remove epsilons. e 2 adjunction

sites, we havéX = 22 = 4 resulting rules.

k adjunction sites this could possibly result2hexpanded rules. But as we will discuss in Section 5.3, we
currently only allow subsets of adjoining combinationsrsieetraining data, so this number is substantially

lower for large values dk.

These expanded rules can now be decoded directly using sdtreer-based decoder. The resulting
derivation trees are isomorphic to the derivation treextviniould have been produced by direct decoding,
the target side yields are identical, and the model scoeeglao the same. Thus we now have a method
of decoding with this tree-adjoining model and will nextriwur attention to extraction of these rules from

training data.
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Chapter 5

Automatic Extraction from Large-scale
Data

In Chapter 4, we described the tree-adjoining MT rules, tssitzal model for these rules, and a method of
translating foreign sentences with these rules, but werdefaliscussion of where we obtained these rules,
only claiming that they would be extracted from paralleleda@ut there are many possible ways to explain
parallel data with these translation rules, using rulesanying form and size.

If the complete grammar were known and our only problem wasafsigning of probabilities, as in
ITG (Wu, 1997) or the STIG rules of Nesson et al. (2006), welddnilingually parse our training data
and use a machine learning technique such as EM (Dempster B8747) to find the maximum likelihood
probabilities. But, as with most statistical MT models (uting phrase-based and syntax based models),
we want to automatically learn the form and size of our rutemfthe data as well as the probabilities.

The fact that our rules are similar to the syntax-based GHKMs of Galley et al. (2004) gives us our
inspiration. The GHKM algorithm extracts a unique derigatiree of minimally-sized rules that explain
the data given the constraints of word-alignment and a daegseon the English side. We cannot directly
use the GHKM method, because the kind of rules we are exigpatie more sophisticated—we allow both
adjunction and substitution, moreover, adjunction is@pl. Instead, we propose a three-step process to
extract STIG rules from a word-aligned, parallel corpushvei GHKM-like step at its core:

1. Transform the English string into a TIG derivation tree.

2. Extract minimally-sized rules from this derivation tie®d the foreign string, constrained by the align-
ments (analogous to Galley et al. (2004)).

3. Learn the probability modeRgyp, Pagj, andPitaqj by collecting counts over these extracted rules and
normalizing appropriately. To allow for optional adjoiginve generalize the rules with respect to the
adjoining links.

This method is quick enough to allow us to scale our learnireggss to large-scale data sets. In the
following sections, we describe each of these steps inldetai

5.1 Building the English TIG Derivation

By using a tree adjoining grammar, we hope to infuse infoimnainto our grammar about the makeup of a
good English sentence. For example, consider phrasevingdhe word give:
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Figure 5.1: Parse tree to TIG transformation: (a) mark étuesit children with (H)ead, (R)equired, and (O)ptional,
then (b) restructure the tree so that head and required etsrare substitutions, while optional elements are adgbine
(shown with dotted lines).

give Xto Y yesterday (grammatical)
give XtoY (grammatical- ‘yesterday’ is optional)
give X (ungrammatical> ‘to Y’ is required)

The phrase ‘give X to Y yesterday’ is grammatical, as is ‘give Y’, but not ‘give X'. Thus we conclude
that yesterday is an optional modifier expressing a detdillevthe prepositional phrase ‘to Y’ is required
for grammaticality. We want to encode this optional vs. regfidistinction into our training data.

Starting with a constituent parse of each English sentameenark the head constituent and all gram-
matically required constituents, then mark all other ctuwestits as optional modifiers. The head and required
constituents become substitutions in the grammar, whdefitional constituents are split off into separate
adjoined trees (see Figure 5.1 for an illustratibiotice that this process operates only on the English side
of the grammar. Later, when extracting, we will infer stuuret on the foreign side from both the English
structure and the reordering implied by the alignments.

The decision of which constituents are optional and whietr@quired has a large impact on the resulting
tree insertion grammar and thus on the bilingual STIG. AsrChaed Vijay-Shanker (2000) report, this
decision affects both the generality of the grammar—how thielresulting grammar is able to parse unseen
data—and the size of the grammar in number of rules. As aibhasefke use the head and complement
rules developed by Collins (2003), marking all heads, nmayldall complements as required, and marking
everything else as optional. Improving on this baselinenisagea rich for exploration, and we consider
several enhancements to this baseline in our proposed Bertion 7.2).

Once the constituents are marked, we introduce the suixstitand adjunction relations that make up
a TIG derivation. We first restructure the tree using headbmarization as discussed in Section 3.2. We
also add an extra node above the head constifueagn when the tree structure is already binary. This
is followed by excising any binarized branches where the children were marked @mnaptind replacing
them with an adjunction site, as shown in Figure 5.2. Thenfate original children in the tree—those not
created by the binarization process—are split into two editked by substitution: a substitution site and
a root node of a new initial tree. Figure 5.3 shows an examiplarized parse tree and the resulting TIG
derivation.

As Figure 5.2(b) depicts, we excise a sequence of binaripdral children as one initial adjunction
site with each subsequent optional child adjoined to theipus child in a chain. The implication of
these chains of adjunction is that much optional materiatlipined directly to previous optional material,
analogous to the Markovization commonly found in many stditthe-art parsers. While this serial kind
of adjunction is reasonable in cases where the siblingsedated, e.g., a chain of adjectives, sometimes
multiple adjunctions are clearly independent of each otherour proposed work (Section 7.2), we will

A similar transformation has been investigated by Xia ()9®hen and Vijay-Shanker (2000), and Chiang (2003), all of
whom were automatically extracting a monolingual Tree Adjig Grammar from an existing constituency treebank. Toall
the methods differ in the details, the method presentedisénepired by this earlier work.

2e.g., an NP' above the head of an NP

3Excising is the opposite of adjoining: extracting out anitapy rule from a tree to form two smaller trees.
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(a) excising one optional child (XYZ) (b) excising a serié®ptional children (DEF, then XYZ)

Figure 5.2: Two examples of excising auxiliary trees fromeadh-out binarized parse tree (head children marked in
bold, all other children optional, binarized nodes marked withaa *): (a) excising one optional right branch, (b)
excising a chain of optional branches in the same directédt) (nto a series of adjunctions.

consider several models allowing adjunction in parallel, independent adjunctions at the same location on
the base tree. We also model cases where an adjoining requsiieling to be grammatical, e.g., conjunction:
‘X" or ‘X and Y’ are okay, but not ‘X and’.

5.2 Extraction of Adjoining-annotated rules and derivation forests

At this point we now have a TIG derivation tree such as the drtheabottom of Figure 5.3, where each
elementary tree is attached to its parent by a substitutiaajanction link. We now extract the synchronous
rules allowed by the alignments and syntactic tree streaigsing a method inspired by the rule extraction
approach of Galley et al. (2004), but processing the Endgli§h derivation tree instead of the parse tree.
In bottom-up fashion, we visit each elementary tree in thevdton, allowing a rule rooted at this tree
to be extracted if the alignments permit it. In particulérthe words in the elementary tree and those of
its descendants are aligned such that they are the Engtlistogia self-contained parallel phrase (i.e., the
foreign text of this phrase is only aligned to English leawvethe tree and its descendants and vice versa)
then we consider this tree as extractable. Otherwise, Hmegitary tree is re-joined with its parent to form
a larger elementary tree and the derivation tree is suitaloigified. Figure 5.4(a) shows a training pair with
circles around the root nodes of extractable trees (beferging the unextractable trees).

There is one other case where a node might not be extracialdguossible to have a substitution tree
on the English side with no aligned words, and having onlpiadid children. This may lead to rules with
no foreign non-terminal from which to anchor the adjunc$iorso in this case, we attach adjoined child
elementary trees starting from the head and moving out wetittach some child with an aligned word or
substitution site. If none are found, this node is markedoa®xtractable.

We now have marked each derivation tree node (i.e., elemyeiné®) as extractable or merged it with its
parent. Each of these extractable nodes becomes the Esigléstf a rule in the new synchronous grammatr.
Each substitution or adjunction link becomes a substitutio adjunction site at the same position in the
rule’s English side tree. We will now construct the foreigphesof each rule in such a way that our derivation
tree will work bilingually: it will not only reconstruct th&nglish tree, but will also synchronously build a
foreign tree whose vyield is the original foreign sentence.

To create the foreign side of a rule, we start with the foregyh of the self-contained parallel phrase and
replace any parts of this phrase already covered by suestitules with substitution sites and those covered
by adjoined rules with adjunction site markers. From this, produce a tree with a simple, regular form
by placing all items under a root node labeled X. To allow fdjuaction between the anchoring items, i.e.,
the substitution sites and words, we introduce an interatedevel of X-labeled non-terminals as parents
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Figure 5.3: A binarized tree converted to a TIG derivatigretr Heads are marked bold and required nodes are
italicized Notice the adjoining chains in the baseline method: ‘sifdjoined to ‘here’, which is adjoined to ‘too’,
and so on. Grammatically, ‘to0’ seems to require ‘here’ abling), but that isn’t modeled by this method.
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of each item, to which we attach the adjoining site markefsdjunction sites to the left of an anchoring
item attach to its parent on the left side, likewise thoséntoright attach on the right side of the parent. In
cases where attachment could go either direction, we udeltbeing heuristic: all foreign-side adjoining
sites are left adjoining, except on the right side of thetdggnd child® As a last step, for adjoining rules
only, we add a foot node as the very left or right child, depeman the direction of foreign adjunction.
See Figure 5.5 for a diagram of this process for a single rulleé middle of a derivation tree. Figure 5.4(b)
shows the set of rules extracted from the training sentenéedia).

This procedure has the result that all foreign words witlia parallel phrase—whether originally
aligned to English parts of the phrase or not—will end up & éixtracted rule unless they were already
included in a previously extracted child rule. As a basefinkcy, we attach unaligned words at the highest
possible rule, rather than allowing them to attach to thiedefight of a child’s foreign side. For example,
consider unaligned worfis from Figure 5.5. It ends up as a part of the foreign side for\éRrsubstitution
rule, but it could also arguably attach as the last word ofdiéd V rule or as the first word of the VP
adjoining rule. We consider policies allowing these othieaa@ments in the proposed work (Section 7.3).

5.3 Learning Probability Models and Generalizing Rules wih Respect to
Adjoining

The extraction process results in both a set of rules for éaghing example and a single derivation tree
of how those rules work together to form the original tragnexample. If instead our extraction process
allowed for multiple options—producing a derivatiforestrather than a tree—to explain the training ex-
ample, we could use a machine learning approach such ag-ostdide (Baker, 1979; Lari and Young,
1990) to assign probabilities. With a single derivationwbkwer, the maximum likelihood probability model
is straightforward to compute using relative frequencynestion. By counting rules over the entire corpus,
then normalizing appropriately on the conditioning fastowe can estimate thes,, and P,q distribu-
tions. However, recall that the probabiliBsaq, used to decide whether to adjoin or not, is a rule-specific
probability, which makes it more difficult to estimate acety. We will focus most of this section on the
estimation ofPjfagj .

When extracting rules, we observe the same rule with diftgpatterns of adjoining. For example, recall
“the palestinians” rule from the introduction—we observvéath with and without an adjoining modifier
(e.g., “three” or “unified”). To build a rule with all apprajpte adjunction sites and to capture the optional
nature of adjunction accurately, we keep track of the pmsiaind frequency of all observed patterns of
adjoining. Then we can use relative frequency to estimatiie the joint and independent models )¢, -
See Figure 4.2 for an example of this estimation.

There are two related problems with this method of estimatiown-frequency rules and unseen combi-
nations of adjoining. Consider the low frequency situatiepicted in Figure 5.6, cases (d)-(f). Suppose we
have seen this rule four times, once with adjoining sitasdb, twice with adjoining sitea alone, and once
with a third adjoining site. The joint model will give a zero probability to unseen patiteof adjoining, e.g.,
no adjoining at any site or adjoining at ski@lone. Even if we use a discounting method to give a non-zero
probability to unseen cases, the joint model has no way tmmdisgsh one unseen case from another.

On the other hand, the independent model will suggest ttesd &8 present 75% of the time, while sites
b andc are present 25% of the time. This will distinguish betweemesof the unseen cases, but it gives the
seen combination af andb the same probability as the unseeandc. Because both models have strengths
and weaknesses, we use a linear combination of the modetsbifary features control the relative weight
between them, one indicating adjoining patterns seen malai one indicating previously unseen patterns.

*We remove the unnecessary root-level X on substitutiorsrwi¢h only one anchoring item.
SInstead of left and right, technically we mean before anerafndependent of script direction.
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There is another problem with the unseen combination o sismdc. Based on the data, we don't know
if sitesa andc should ever be used at the same time or not. Moreover, if uwgthter, should sita be
adjoined before or after siteon the English sid€?Even when frequent rules have multiple adjoining sites
(10 or 20 in some cases), some combinations will never betsgether. To reduce the number of invalid
combinations and orderings produced, we only allow adjgjrsites to be used at the same time if they have
occurred together in the training data. This restrictiorkesait possible for a rule to allow less adjoining
than observed, but not more. For the example rule in Figugevee would allow adjoining according to
the observed patterns, in addition we would the unobseragigms of siteb alone and no adjoining, but
we would not allow combinations of siewith eithera or b. As discussed at the end of Chapter 4, this
restriction also makes the decoding process more efficienbur proposed work (Section 7.3), we will
investigate lifting this restriction. We also propose tarle adjoining patterns for low-frequency rules from
higher-frequency ones (e.g., “the rastafarians” can lahout adjoining from “the palestinians”).

To properly learn non-zero probabilities for unseen cases use addk smoothing k = %) on the
independent model. We believe the relative weight feataresufficient for smoothing the joint model, so
we use no additional smoothing.

Figure 5.7 shows the 10 rules we learn to translafd_Tfalprime minister , as compared to 45
learned GHKM on the same data (see Figure 3.2). The top tws eye adjoining rules, while the next
two rows are substitution rules expecting other adjoiningste that those on the right and left are largely
the same rule except for the part-of-speech tags. The bawtomules are larger, less desirable rules likely
resulting from alignment errors. Figures 5.8 and 5.9 shawesother interesting rules extracted.

bSitesb andc present the same problem on the foreign side.
"For example, low frequency rules may have always been obdevith a single adjoining pattern, and never without adimjn
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Figure 5.5: The foreign side of the English VP tree is cortttrd for the span covered by (1) any aligned foreign
words (here none) and (2) the rule’s extracted childreng(fiee V and NP substitution trees and the VP adjoining
tree). In this case, the spanfis—f,9. Each of those covered elements (here two substitutios aitd an adjunction
site, and any unaligned words in that span (in this chgebecome part of the foreign side tree in foreign side order.
Note the English right adjoining child at sitgebecomes left adjoining on the foreign side.

QPy Xp QP X QP X
()R o i Y (S A e i Y () O Y e e s
IN {41 Xl IN {1 Xliq IN {41 Xl
(seen once) (seen twice) (seen once)

Figure 5.6: For a low frequency rule, we may see only a feweddfiit adjoining patterns, but we want to infer more.
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Figure 5.7: A list of rules that translatt_T_tb #rime minister

[T TXL,

X
/. JJ NPB

X* X EED| /\
| prime NN NPB*
CT 11
minister
aorbNPB
X
JJ NPB
aXp X*
| prime NN NPB*
CITT1T1
minister
aNPB
aX JJ NPB
| 55x

I
LT T 1 prime NN

minister

prime NN

minister

NP

NP SBAR
NP ,le SBAR SG
aNPB WHNPy VP
NNP NPB WP|$11 VP
prime NNP NPB

minister NNPi; VBZ4

1x

7%
(a andb never observed
together)

1x
PP

VP NPis PP NP

IN12 ;NPB

[
NNP!3

with their frequencies. We only learn 10 STIG

rules as compared to 45 for GHKM on the same data (see FigRye Bne top two rows are adjoining rules, while
the next two rows are substitution rules expecting othaviatfjgs. Note that those on the right and left are largely the
same rule except for the part-of-speech tags. The bottonnulee are larger, less desirable rules likely resultingifro

alignment errors.
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Figure 5.8: Rules that translate to “take part” with freqoyer 1 (15 in all). Note the similarity of the English trees.
For the remaining 27 count 1 rules, the English tree disptagee variation, possibly due to data errors. The foreign
side differences are mostly due to morphological variation
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cXb,d NPc g el . .
2e Elﬁi_ll “% 8 adjoining patterns involving X*/\X 111 1700'72.><'
| | . . a’tb 3 adjoining patterns
X1 NPBl; up to two of a—d, multiple orderings | NP* PPl
Xliq
162955x
X ab.cPPg h,i T
” - 14 adjoining X NPB. , 125827
. . cAb,d d - . .
adgmcfi I@mlz patterns involving ac, Eli‘hEI| “ 11 adjoining patterns involving
- T | up to two of a—i, Xig NNi; up to two of a—d, any order
X1y Xlio IN 11 multiple orderings
125025x X
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Figure 5.9: The ten most frequent rules (with their frequesicextracted from the training data given in Section 6.1.
Note that most are non-lexical, except for the very commaiogdeand “and” rules.
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Chapter 6

Initial Results

Using the techniques from Chapters 4 and 5, we build an emdhdostatistical MT system for a medium-
scale Arabic-English task and a medium-scale Urdu-Enggisk. For the Arabic-English task, we also build
a fair baseline system with no adjoining (using the GHKM suté Galley et al. (2004)), as well as a few
variations on our adjoining models. The Urdu-English sysig externally evaluated in the NIST 2009 MT
evaluation. We describe each of these tasks briefly, withtifative results.

6.1 Arabic-English Task

All experiments for the Arabic-English task are trainedhadtsubset (171,000 sentences or 4 million words)
of the Arabic-English training data from the constrainethdeack of the NIST 2008 MT Evaluation, leaving
out LDC2004T18, LDC2007E07, and the UN data. The training ékaligned using the LEAF technique
(Fraser and Marcu, 2007). The English side of the trainirig dgparsed with an implementation of Collins
Model 2 (Collins, 2003) then head-out binarized. The turdata (1,178 sentences) and devtest data (1,298
sentences) are made up of newswire documents drawn froml 8TleMIT evaluation data from 2004, 2005,
and 2006 (GALE part). We use the newswire documents from I8 part of the 2006 evaluation data
(765 sentences) as a held-out test set.

We train our feature weights using max-#8J (Och, 2003) and decode with a CKY-based decoder that
supports language model scoring directly integrated iméosearch.

In addition toPsyp, Pagj, andPiaqj, We use several other features in our log-linear model dutecod-
ing, including: lexical and phrase-based translation gbdlies, a model similar to conditional probability
on the treesK (firee(rule)|eiree(rule))), a probability model for generating the top tree non-tewathi a
5-gram language modeland a target length bonus. We also have several binaryrésatdexical rule,
rule with missing or spurious content words—and severaanyirindicator features for specialized rules:
unknown word rules; name, number, and date translatiors;raled fail-safe monotone translation rules in
case of parse failures and extremely long sentences.

Table 6.1 shows the comparison between our baseline modalifiarent models of adjoining, mea-
sured with case-insensitive, NIST-tokenizede® (IBM definition). Line 1 is our baseline: minimal GHKM
rules extracted from head-out binarized parse treesgelaom all above features except for the adjoining-
related ones. The rest of the top section (lines 2—4) corsphegoint and independent adjoining probability
models and seen vs. unseen adjoining combinations. Whal@tht model results in a BEuU score at the
same level as our baseline (line 2), the independent madel 4) improves Beu by +0.5/+0.6, which
are significant differences at the 95% confidence level. &irith the independent model we can assign a

1The 5-gram LM was trained on 2 billion words of automaticaéfected collections taken from the NIST 08 allowable data.
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BLEU

description DevTest NISTO06
(1) baseline: no adjoining (GHKM minimal, head-out binadzparse trees) 48.0 47.0
(2) joint adjoining prob model alone (only observed adjoinpatterns) 48.0 46.6
(3) independent adjoining prob model alone (only obserddiging patterns) 48.1 46.7
(4) independent adjoining prob model alone (with new adijgjrpatterns) 48.5 47.6
(5) independent model alone + features (adjoining pattiraction) 48.4 a47.7
(6) log-linear combination of joint & independent modelseafures 48.7 47.8

Table 6.1: End-to-end MT results for the Arabic-Englismsiation task show that the best adjoining model using a
log-linear combination of joint and independent modelsqI6) outperforms the baseline (line 1) by +0.7/+0.&B,
a statistically significant difference at the 95% confidelevel.

meaningful probability to unseen adjoining pattéme want to separate the contribution of the model from
the contribution of the new patterns. So we use the indepegmdedel with only previously seen adjoining
patterns (line 3) as a fair comparison to the joint model. ikgynificant difference in BEU between lines

2 and 3 leads us to think that the new adjoining patterns aszenthe improvement comes from, rather than
the independent probability model alone.

We also test several other features and combinations. , Miestadd two additional binary features:
one indicating adjoining patterns seen in data and oneatid@ previously unseen patterns. We also add
features to indicate the direction class of adjoining td iethere is a systematic bias toward particular
directions. These features cause no significant differ@amseore when used with the independent model
alone (line 5). As a final experiment, we add the joint-adfanprobability as a feature, allowing it to be
combined in a log-linear fashion with the independent pidltg (line 6). This results in our best IB:u
gain on Arabic-English: +0.7/+0.8 over our non-adjoiniragéline.

6.2 Urdu-English Task

The tree-adjoining MT system for the Urdu-English task isated using the same techniques as the best
STIG system for the above Arabic-English task, iRy, is a linear combination of the joint and indepen-
dent models, binary indicator features are used to assigtiveeweight, all features are trained with MERT.
Comparable systems are trained for three other models totlmse of preparing for the evaluation: GHKM,

a syntax-based MT system (Galley et al., 2004); Hiero, aahthical phrase-based system (Chiang, 2007);
and ATS, a standard phrase-based system (Och and Ney, 2004).

All Urdu-English systems are trained on the Urdu-Englishstmined data of the NIST 2009 MT Eval-
uation (166,000 sentences, 1.6 million words). The trgimiata alignments are generated using IBM Model
4 (Brown et al., 1993) after truncating words to the first fobaracters only (in both languages). The En-
glish side of the training data is parsed in the same way apritheous task. We split the NIST 08 official
test set in half to create our tuning data (923 sentencespandevtest data (938 sentences). The NIST 09
official test set (1,842 sentences) functions as our heldesti set.

The results in Table 6.2 show that our STIG system comes onsiglace behind the syntax system, but
ahead of Hiero and the PBMT system. In fact, our system wascorsl place out of all eleven single-system
submissions to NIST 2009. The syntax system in this evalnatpresents the best possible competitor,
and has several advantages over our STIG system, includimgpased rules (see Chapter 3) and EM-
binarization (Wang et al., 2007). Analogues to each of tiaelsantages are proposed work (see Sections 7.3
and 7.2).

2only subsets of previously seen combinations
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BLEU
system | DevTest NISTO09

GHKM 28.0 31.2
STIG 26.0 29.9
Hiero 25.2 28.1
ATS 22.0 24.2

Table 6.2: Internal devtest and external NIST 09 comparistween different Statistical MT methods. Note that
the STIG system is close (within 1-2LBU points) to the performance of the first place syntax-basstesy, even
thought that system has several advantages not yet imptethfamr STIG. Scores calculated for the NIST 09 data are
computed by NIST and are currently designated as ‘unofficial
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Chapter 7

Proposed Work

This research centers around three proposed contributions

1. An aesthetically desirable, efficiently decodable, distically rich, synchronous tree adjoining sta-
tistical MT model

2. An algorithm to learn such a model from large-scale trajrdata and methods to efficiently decode it

3. An exploration of translation model variations for diffat language pairs and data sizes, with end-
to-end results that outperform current state-of-theantax-based MT

So far we have presented a new statistical, linguistidaligrmed, syntax-based MT model using tree
adjoining. We have described a method to translate usisgnioidel. We have given a novel method for
learning the rules and probabilities for these rules. Anchasxe demonstrated that linguistically-motivated
adjoining improves end-to-end MT results.

Of the many potential directions for research to proceeetetlare three that naturally follow the lines
of our investigations so far. We propose to investigate twanising methods to increase the efficiency
of decoding using these rules while decreasing searchsernvde also propose to examine alternatives for
extracting these rules, particularly focused on the qoestdf what to adjoin and how adjunctions are related
to each other. And we propose to investigate some model veprents suggested by our current analysis
as well as experience in improving other syntax-based rsodél of these investigations will be explored
both qualitatively—using visualization and analysis tseland quantitatively—measuring end-to-end MT
results with BEuU. In the following sections, we describe each of these domstin more detail, then
conclude with a schedule of work.

7.1 Proposed Efficient Decoding Methods

As discussed in Sections 4.3 and 5.3, our current decoditigatieequires us not only to convert out of our
native grammar, but also to remove all the epsilons addduetgrammar by this conversion process for each
decision to not adjoin. This results in a potentially exparad blow-up in the number of rules the decoder
actually receives. As an alternative to this, we could attapextended CKY parsing algorithm to directly
decode the tree-adjoining rules without conversion. Eo@enCKY is a variation of the standard CKY
algorithm (Cocke and Schwartz, 1970; Kasami, 1965; Yoynty@87) that uses Earley-style dot parsing
(Earley, 1970) to lift the binarized rule requirement nollsnassociated with CKY. This algorithm will
allow us to do a formal analysis of the complexity of transkatunder our framework without dealing with
the complexity of conversion. Even if this does not lead gher efficiency, it is instructive to have a direct
decoding algorithm for theoretical and quantitative corngaen.
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Figure 7.1: The current algorithm does not extract the ddsiles to translate\iflsTynywn AlviAvp "into “the

three palestinians”. On the leftis the training data andherright are the resulting rules. Root nodes with solid escl
are extractable, but those with dotted circles are unetaiée due to the 2-to-1 alignment. The fact that node B is
unextractable is particularly vexing.

Binarization of rules has an advantage besides usabilith @KY. When binarization is done syn-
chronously using the ITG constraint (Wu, 1997), it can alltive language model to be evaluated at a
fine-grained level during the search process, leading tacexti search errors in a beam-search style parser
(zhang et al., 2006). So we propose to investigate a methddedtly binarizing our adjoining rules with
the ITG constraint, but with consideration of adjoiningfgtionality, so that the total number of binary rules
produced from a single full rule is linear or at worst polyrnambut not exponential. The idea is to build
up a rule as a sequence of single decisions to adjoin or nobdurcing a linear factor in the number of
adjunctions, while also paying attention to word alignnsearid ITG constraints.

7.2 Proposed Methods to Extract Grammar from Parallel Data

One contribution of this proposal is a novel method for esttry tree-adjoining MT rules from large-scale
training data. In our initial results, this method has natcteed its full potential for extracting the ideal
rules an adjoining model allows. In fact, our running exaenpf “the palestinians” is a victim of our
extraction algorithm. Recall Figure 1.1(c), where we shbe/ddjoining rule looking for a modifier, and a
numeric modifier rule. In fact, the rules currently extracdbg our algorithm are not as desirable. Figure 7.1
shows that the numeric modifier is unfortunately repregskatea substitution site, no better than GHKM’s
treatment. This is due to a bad interaction between our atipumattachment policy and the alignment.
Both ‘the’ and ‘palestinians’ are aligned to the Arabic woAdflsTynywn ', so the DT modifier cannot
be extracted as a rule. Since the DT modifier (node A) is anradg child of the CD modifier (node B),
the extraction algorithm attaches it to the CD modifier, drahtdecides it, too, is not extractable. Thus only
the parent NP (node C) and CD-rooted node are extractable.

There are a number of ways to investigate alternative éitraenethods. We propose to focus our
exploration around two key questions:

DeNero et al. (2009) argue that asynchronous binarizatiorbe nearly as effective as synchronous binarization,wdiices
us another possible avenue of exploration.
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this resulted *

this resulted in 22

this resulted in 22 dead

this resulted in 22 dead and *

this resulted in 22 dead and than *

this resulted in 22 dead and more than *

this resulted in 22 dead and more than 30 *
this resulted in 22 dead and more than 30 wounded
this resulted in 22 dead and more than 30 wounded .

Figure 7.2: One visualization we use for data-driven dguelent of required vs. optional rules. The monolingual
English TIG derivation is traversed, and the yield is prihtéithout any optional modifiers. Then as each optional
modifier is added the sentence is printed again. This givadatof insight into our model. For example, problematic
sentences (marked with) indicate a place where our model considers something tqpber@l when it is actually
required in the context.

» what should be adjoined?
» how are those adjoinings related to each other?

We will discuss our plans related to each of those questiohgin.

What should be adjoined?

Our adjoining model produces ungrammatical output becapsenality allows too much freedom in some
cases while restricting it too much in other cases. We planvestigate three methods to make a better
optional vs. required decision:

» hand-developed rules using data-driven analysis (sagd-igy2 for an example analysis)
* the use of linguistic resources, e.g., COMLEX or PropBamkatated corpora
* machine learning of required/optional structure (simitaEM-binarization)

We will also consider excising other natural structuresrfithe tree (e.g., auxiliary verbs, structured NPs),
as done by Chen and Vijay-Shanker (2000) for parsing, irgetatg the impact of this on MT quality.

How are those adjoinings related to each other?

Some adjoinings are relatively independent of each othgr, (@eterminer vs. adjective), while others are
strongly tied (e.g., conjunctions and lists, auxiliary lvestructure, internal adjective structure of nouns).
Currently we convert each English parse tree to a TIG usingngls structural model of adjunction, where
each adjoined modifier attaches to the previous one. Whdedieg, adjunction is locally controlled via the
simple independent and joint models foyfag; .

More sophisticated models may better model real langualges& models may be structural, where we
adjust our monolingual TIG derivation to choose which adjioms build on other adjunctions and which
attach independently. Or these models may be probabhjigiith as a sequence model of adjoining defined
per rule or for rules with similar characteristics. In bodses, we will explore those ideas suggested to us
by systems output analysis as well as using machine leamatbods to automatically discern the hidden
structure of adjoining dependence.

44



7.3 Proposed Modeling Improvements

In both phrase-based and syntax-based MT, learning lalgase pairs helps translation significantly (see
Section 3.2 for more details). We believe that tree-adigrMT can similarly benefit. We propose com-
position of the existing minimal rules using several tegeis. A simple technique to explore first is the
composing of each observed parent-child rule combinati@ach training sentence. These new rules would
compete with the minimal rules, so we will add a binary featiar control use. We will also explore ana-
logues to the techniques discussed in Section 3.2: congasijacent rules up to a specified e-tree size
(Galley et al., 2006) or continuous f-phrase size (Marcu.ePa06).

We also have a linguistically-inspired direction basedlmdbservation that most TAG grammars are
lexicalized. We can compose each rule with its lexical héwld cwhich will result in all our rules containing
at least one English word. This will undoubtedly introducerease the number of low frequency rules, so
smoothing technigues will be especially important.

We also propose to attach unaligned foreign words in otheations besides the highest possible po-
sition. We will investigate the idea proposed by Galley et(2006) of extracting rules for each possible
attachment location, and we also plan to use machine leataidetermine the best attachmént.

As mentioned in Section 5.3, low frequency rules often dbatte enough data points to learn an ad-
joining model well. However, it seems plausible that adjggnpatterns could be generalized from similar
rules, for example, “the rastafarians” can learn to adjodmf“the palestinians”. Instead of basing adjoining
probabilities only on the single rule, we can estimate theer classes of rules. The model used by Chiang
(2003) for monolingual TIG parsing suggests two classesletr rules identical except for the words them-
selves, and rules that are the same when ignoring the woddsatiof-speech tags. This may be especially
important for the lexical head composition discussed above

Lastly, we currently do not allow unseen adjoining comhorad, for both practical (exponential blowup)
and modeling (structural zero) reasons. However, thiddithie generalization ability of our model, and we
believe this limitation should be overcome. A crucial peshlwith allowing unseen combinations is that
the order of adjunction was not observed in data. To allow @mpbination of adjoining, we have two
possible solutions: either we can heuristically choosetardenistic order for the adjoining, leading to an
exponential number of adjoining combinations, or or we déowaall possible orderings, which increases
the number of combinations to a factorial. For either of ¢higleas, the efficient decoding techniques of
Section 7.1 will be crucial.

7.4 Schedule to Completion

Date Task length
Nov 2 Proposal Date (tentative)
Nov 3-30 Larger Rules 4 wks
Dec 1-Jan 15  Optvs. Required: Data-driven 5 wks + Christmeakb
Jan 18-Feb 5  Direct Decoding 3 wks
Feb 8-Mar5  Adjoining ITG Binarization 4 wks
Mar 8-Apr 9  Generalizing Rules 5 wks
Apr 12—May 21 Adj. Relations: Structure 6 wks
May 24-Jul 16  Opt vs. Required and Adj. Relation: Machinerbegy 8 wks
Jul 19-Sep 10  Writing 8 wks

Sept or Oct Defense (tentative)

2New tree node alignment techniques may reduce the numberatijned foreign words in the near future, so this problem
may become less pressing.
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