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ABSTRACT 
Synchronized punch-card displays are an interface technique to 
visualize tens of thousands of variables by encoding their values 
as color chips in a rectangular array. Our technique ties multiple 
such displays to a timeline of events enabling the punch-card 
displays to show animations of the behavior of complex systems. 
Punch-card displays not only make it easy to understand the high-
level behavior of systems, but also enable users to quickly focus 
on individual variables and on fine-grained time intervals. This 
paper describes synchronized punch-card displays and shows how 
this technique is extremely powerful for understanding the 
behavior of complex multi-agent systems. 

Categories and Subject Descriptors 
H.5.2 [User Interfaces]: Graphical user interfaces (GUI), 
Interaction styles, D.1.3 [Concurrent Programming], I.2.11 
[Distributed Artificial Intelligence]: Intelligent agents, 
Multiagent systems.  

General Terms 
Algorithms, Experimentation, Human Factors. 

Keywords 
Agents, Visualization 

1. INTRODUCTION 
Understanding the behavior of multi-agent systems consisting of 
dozens or hundreds of agents is extremely difficult. The behavior 
of the system emerges from many complex interactions among 
individual agents, and it is hard to understand how these 
individual interactions affect the global behavior of the system. 
The following are some of the questions that one must answer to 
have confidence that multi-agent systems are behaving properly: 
1. How does the global behavior emerge from the strategies of 

individual agents? 
2. How does the state of each agent evolve as agents negotiate? 
3. How does the state of particular agents affect the global 

behavior?  

4. Why did particular agents make or fail to make particular 
decisions at particular points in time? 

These questions are difficult to answer because there can be large 
amounts of distributed data, because the decisions that one agent 
makes depend on the decisions that other agents make, and 
because the timing of these interactions is critical. Our interface is 
designed to enable agent developers to answer these questions. It 
provides the following capabilities: 
Visualize a large number of state variables simultaneously. 
Punch-card displays can visualize tens of thousands of variables 
simultaneously, enabling developers to easily acquire a high level 
understanding of what the system is doing. 
Show the evolution of key measures in time. Graphs enable 
developers to view how key variables evolve, visually correlate 
the behaviors of these variables and visually detect important 
changes that warrant further investigation using the punch-card 
displays. 
Show the history of agent communication. Transaction tables 
enable developers to view the complete history of the 
communication between any two agents or any two collections of 
agents. These tables show the history of the communication 
between selected agents, enabling developers to inspect the 
detailed inter-agent communication record that led to the current 
state of the system. 
Track the evolution of these variables in time. All displays 
including punch-cards, graphs and transaction tables are 
incrementally updated when the state vectors change, so they 
produce an animation showing the state evolution. The interface 
provides a playback mode that enables developers to play the 
animations backwards and forwards, and to single step and define 
breakpoints to make it easy to focus sequences of interest.  
Taken together, these capabilities enable developers to understand 
the behavior of complex multi-agent systems. Developers can 
watch the punch-card displays and graphs as the system executes 
to acquire a high-level picture of how the global behavior of the 
system emerges from the behavior of individual agents. 
Developers can pause the execution of the system at any time to 
analyze the punch-card displays in detail. They can play the 
animations backwards and forwards in slow or single step mode to 
understand the details, and can use the transaction tables to look 
into the history of particular agents. The breakpoint facility 
enables developers to stop the animation when particular 
transactions occur among selected agents, and help developers 
identify particular situations when expected behavior did not 
occur. 
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The individual elements of our system are based on well-known 
ideas. Punch-card displays are tables of color chips, similar to the 
star-field displays pioneered in Shneiderman’s work [Ahlberg and 
Shneiderman 1994]. Graphs and animation are commonly used to 
convey time-based behavior. Our system makes three 
contributions.  
First, our system integrates and synchronizes multiple levels of 
detail for understanding agent behavior as it plays out over time. 
The graphs show the highest level of abstraction. The punch-card 
displays show detailed agent state. Each color chip represents a 
variable set to some value encoded in a color. Regions of color 
show correlations in the state of multiple agents or multiple 
variables. The transaction tables focus on the detailed 
information. 
Second, the animation and playback modes enable developers to 
understand the evolution of the state. Developers can focus on the 
time-based behavior at different scales. At the coarsest level, they 
can drag the time slider to quickly move to any point in time. 
They can go into slow animation to focus on regions of interest, 
and into single-step mode to focus on individual events. They can 
use the breakpoint facility to find events of interest. 
Third, the displays are easy to program. Our system provides a 
simple API that agent developers can use to define their own 
punch-card and graph displays. A typical punch-card display can 
be implemented in about 3 to 5 pages of java code and the graphs 
in a few lines of code. The transaction tables and the animation 
support are built-in, and developers do not need to write any code 
to take advantage of them. 

2. EXAMPLE 
The USC/ISI CAMERA project is building SNAP (Schedules 
Negotiated by Agent-based Programs), a system to automatically 
create weekly and daily flight schedules to train Marine Corps 
Harrier pilots. The system takes as input guidance that specifies 
the skills to emphasize during the week, and produces a schedule 
that specifies the time and type of missions each pilot should fly, 
together with the resources needed to fly the mission (aircraft, 
instructor and range). The system can also take as input a list of 
required missions that a squadron must fly to support training of 
other groups and to support air shows. In the latter case, SNAP 
must schedule just the resources to support those missions. The 
goal is to maximize the training benefit of the missions while 
minimizing risk. 
SNAP is an agent-based system that uses agent negotiation to 
define the missions and to allocate the resources. SNAP defines 
an agent for every resource (currently 22 pilots, 8 aircraft, 2 
simulators and 7 ranges) and an agent for every mission (40 to 70 
missions depending on resource availability). In all, about 100 
agents, but we expect this number to grow as the system is 
integrated with agents that represent the maintenance tasks for the 
aircraft. 
In the following subsections we first introduce the punch-card 
displays used in SNAP, and then we show how they can be used 
to understand both the high-level and detailed behavior of SNAP. 

2.1 Qualifications Punch-Card 
The qualifications punch-card shows the current qualifications of 
each pilot. As the SNAP agents negotiate, the changing pattern of 
colored lights shows the qualifications that pilots will gain if the 

schedule, as developed up to this point, is executed. Each row 
represents a pilot, and each column represents a qualification. The 
color chips represent the status of a qualification (current, done 
and not expiring, needed, perished, will perish this week) and the 
effects of the schedule being developed (earn, re-earn, refresh and 
practice). Moving the mouse over a cell shows a tool tip that 
displays the identity of the agents and the state encoded in the 
cell. Two states are particularly important so we selected colors 
that make it easy to recognize them. If a qualification will perish 
this week it is important to refresh it. Practice flights are 
undesirable because they use resources without providing training 
benefit. The figure above shows that most pilots have most of 
their training (dark gray for done and light gray for current, and 
that many qualifications have perished (dark squares in the light 
gray area). The area containing the tool tip shows qualifications 
resulting from the schedule being formulated (easy to see in a 
color display, but hard to see in a black-and-white display). 

2.2 Schedules Punch-Card 
The changing pattern of lights in the schedules punch-card shows 
every agent’s schedule for the week of interest, as negotiated up to 
that point in time. Each row represents an agent, and each column 
represents one hour in the week. Because punch-card displays can 
only display discrete variables, we convert continuous variables 
into discrete ones by choosing appropriate intervals. The color 
chips not only represent free time and the activities that agents are 
committed to, but also how the time slots are being used during 
negotiation. The light gray areas represent the times when 
resources are free (top 2/3 of the display) or when missions can be 
scheduled (bottom 1/3 of the display). The spots of dark gray 

represent commitments to fly missions. The other colors identify 
times when resources have been asked to participate in a mission, 
and whether the resources have declined, reneged, or have been 
decommitted. They also denote whether missions are asking for 
resources for a particular time, whether they gave up on a 
particular time and, whether they have succeeded in acquiring all 
needed resources. 
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2.3 Commitments Punch-Card 
The changing pattern of lights in 
the commitments punch-card 
shows the status of the 
commitments as they form 
between the mission agents 
(columns) and the resource 
agents (rows). The display 
shows whether a mission agent 
is considering using a resource, 
whether it has a commitment 
from a resource, whether the 
resource declined or reneged, 
and whether a mission 
decommitted a resource. The 
display on the right shows that the first missions being scheduled 
(first columns) had little competition for resources and that they 
easily secured commitments. After more missions are scheduled, 
resource contention causes resources, especially aircraft to decline 
requests from missions. This shows up as a dark area of cells 
marked with decline and decommit color chips. 

2.4 Graphs Display 
The graphs display 
enables the end-user to 
specify how much time 
to give SNAP to 
construct a schedule, 
and can also show how 
much time SNAP has 
used or the current 
time. The example on 
the right is showing 
elapsed time. In 
addition, the graphs 
display plots graphs 
that show the 
evolution of selected 
variables. The display below shows the evolution of CRP 
(Combat Readiness Percentage, which is a measure of how well 
pilots are trained), shows the number of missions that have been 
scheduled, and shows the number of pending activities in SNAP’s 
activity queue. (The latter is a measure of how much work the 
system has to do.) The display shows intense agent work before 
each new scheduling phase, and shows the correlation of activity 
with CRP increase. 

2.5 Understanding the High-Level Behavior of 
SNAP 
The figure on the next page shows how the punch-card displays 
and the graphs evolve during the execution of the system. The 
first column shows a snapshot of the display when the system 
starts, the second column shows the displays after 58 seconds and 
the last column shows the final displays after the systems 
computes a weekly schedule. All displays fit comfortably on the 
screen at the same time, enabling the developer to simultaneously 
monitor more than 12,000 variables (total number of cells in all 
punch-card displays). 
By watching the displays as they change, it is easy to see how 
SNAP works (this is, of course, less easy to see from the three 
static snapshots). The system first schedules required missions, 

and does so very easily. This can be seen by looking at the 
commitments punch-card, which initially only has columns for the 
mission agents corresponding to the required missions. We see 
that SNAP easily scheduled these missions because there are no 
decommit or decline cells in the commitments display or in the 
schedules display, and because the pending activities graph shows 
few activities initially.  
After scheduling required missions, SNAP proceeds to schedule 
training missions. It does so by asking each pilot agent for the 
qualifications it needs. It filters those to meet the training 
emphasis for the week and creates a mission agent for the 
corresponding qualification (e.g., Low Altitude Tactics 222), with 
the corresponding pilot as the trainee. The mission agent uses 
negotiation to find a time and required resources (2 aircraft, an 
instructor and a range). SNAP waits for all these mission agents to 
either succeed or fail. If at least one succeeds, SNAP again asks 
pilots for needed qualifications, and repeats the process until no 
additional missions can be scheduled. 
This behavior is apparent in the punch-card displays. These waves 
of training missions show up as new columns on the commitments 
punch-card and new rows in the schedules punch-card. The 
pending activities graph jumps to 100 pending activities, clearly 
indicating that scheduling the training sorties entails much more 
work. The commitments punch-card shows that the training 
sorties compete fiercely for aircraft (intense decline and decommit 
activity in the aircraft rows), and that there is some competition 
for instructors (some declines and decommits in the pilot rows).  
The schedules punch-card shows that training missions try to 
schedule themselves as early as possible in the week. The punch-
card shows the mission looking for a time-slot early punch-card 
shows the mission looking for a time-slot early in the week and 
crawling to the right until it finds all the resources it needs. 
The qualifications punch-card shows the training benefits of the 
emerging schedule. The light-colored cells show activity in the 
skills to be emphasized. It shows pilots re-earning perished 
qualifications. Some of the rows have several consecutive light-
colored squares showing that some pilots are able to re-earn 
several perished qualifications in the same skill. 

2.6 Understanding Detailed Behavior 
The synchronized punch-card displays also enable developers to 
understand the detailed behavior of the agents. In this example, 
we use this to identify a bug in the interaction between agents. 
The commitments punch-card shows green and red cells in the 
first row indicating whether missions successfully acquired all 
resources (green) or failed to do so (red). The final commitments 
display shows that only one mission failed in the second round of 
training missions. The column corresponding to this mission 
reveals that the agent for the second pilot (Major Bottoroff) 
declined to participate in his own training mission (dark blue 
cell). This is unexpected because a pilot should not decline his 
own mission. By moving the playback slider on the graph display 
back and forth, one can see that the cell was bright green just prior 
to turning dark blue indicating that Major Bottoroff was at one 
point scheduled to fly his training mission. While moving the 
slider one can also see activity on the second row of the schedules 
punch-card, which corresponds to Major Bottoroff’s schedule. As 
shown in the figure on the next page, the activity is centered on 
Tuesday between 10am and 2pm. Having focused in this manner, 
one can use the single stepping mode to see the exact sequence of 
events that lead Major Bottoroff to decline his own mission. 
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 decline his own mission.  

SNAP after 4 seconds of execution SNAP after 58 seconds of execution SNAP final results 

 
After 4 seconds, SNAP finished scheduling the required missions. It proceeds to schedule training missions until resources run out. The 
graphs clearly show that SNAP creates the training missions in waves. The waves are also visible in the commitments punch-card (below), 
where the mission agents created in each wave  appear as new columns, and in the schedules punch-card (further below), where these new 
missions appear as new rows. 

 
The commitment punch-cards show that missions negotiate with a small number of pilots to find the instructors, but negotiate with almost all 
aircraft. The middle image shows the beginning of the second wave of training missions. 

 
The first schedules punch-card shows when the required missions are scheduled. The two other punch-cards show how the training sorties 
are scheduled. The corresponding mission agents try to schedule themselves as early as possible in the week. The missions crawl from left to 
right leaving a band of gray unsuccessful negotiation until they find a slot, as indicated by the dark spec. As time passes, it gets harder to 
schedule missions and the gray bands extend further to the right. 

 
The qualifications punch-card show that as more missions are scheduled, light-colored cells appear indicating the qualifications that pilots 
will earn, refresh or practice if the schedule is executed. This black and white image cannot convey the rich information that the color screen can. 
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One can see the precise sequence of 
events that led to this situation by 
opening the transaction table on this 
punch-card and focusing on the 
relevant columns (the 4 one hour slots 
starting at 10am on May 31) and on 
the row for Major Bottoroff. As the 
figure below shows, Major Bottoroff’s 
agent was using the 10am slot to fly 
his mission. Then it got asked to fly at 
12pm. The agent correctly declined the 
request because it is unsafe to fly 
back-to-back missions. Later, the pilot 
agent received the message from the 
mission agent asking it to decommit 
the 10am slot. The pilot agent should 
have received the decommit message 
before it was asked to fly at 12pm.  
We verified that the mission agent sent 
the messages in the correct order, so 
the only explanation for this behavior 
is that Major Bottoroff’s agent received the messages out of order. 
A close inspection of the message dispatching code revealed that 

the system does not enforce message ordering and that it is indeed 
possible for messages from the same agent to arrive out of order. 
This subtle error would have been very difficult to detect without 
our visualization tool. The system does schedule Major Bottoroff 
to fly other missions, so the error could easily go undetected by 
inspecting the final schedule. 
The above is just one example of how we have used the 
synchronized punch-card displays to find many conceptual and 
implementation defects in the agent strategies. 

3. IMPLEMENTATION 
The synchronized punch-card displays software is implemented in 
Java, It provides a simple application programmer’s interface 
(API) that makes it easy to use in many applications. The table 
below lists the main functions of the API. We simplified the 

syntax so that the API can be understood without requiring 
knowledge of Java. 

createPunchcard () 

addRow (rowId), deleteRow (rowId) 

addColumn (columnId), deleteColumn (columnId) 

setCellStatus (rowId, columnId, status, description) 

getCellStatus (rowId, columnId) 

beginUpdate (), endUpdate ()  

setStatusColor (status, color) 

setTime (time) 

The row and column identifiers and the status are strings, making 
it easy to integrate the punchcards with many applications. The 
beginUpdate() and endUpdate() calls provide a transaction 
mechanism to instruct the software to display all intervening calls 
in a single display update. In addition to the above functions, the 
API provides functions to specify the cell with and height, the 
grid thickness and color, the background color and row and 
column grouping functions to enable related rows and columns to 
appear together in the displays. 
To create a punch-card display, a program calls 
createPunchcard() and then calls addRow() and addColumn() 
as many times as necessary to create the table. Then, it calls 
setStatusColor() to define the mapping from each status string 
to a color. The dynamic behavior of the punch-card display is 
implemented by inserting appropriate setTime() and 
setCellStatus() calls in the code. The punch-cards software 
builds the displays and provides the animation and transaction 
table behavior. 
The API does not prescribe how programmers should integrate the 
punch-card software with their application. They can, if they wish, 
sprinkle their code with calls to the API that drives the displays. 
In our multi-agent software, we separate the interface code from 
the agent logic by tapping into an observer mechanism that 
receives all message traffic between agents. Each punch-card 
display is implemented in a separate class that selects messages 
indicating the occurrence of an event that should be displayed in 
the punch-card. Each such class is implemented in 3 to 5 pages of 
code, and is completely separate from the agent logic. 

 
Maj Bottoroff 
is scheduled to 
fly his training 
flight at 10am, 
as indicated by 
the two dark 
squares (bright 
blue on the 
screen). 

Maj Bottoroff’s 
agent is asked 
again to fly his 
training flight 
at 12pm, as 
indicated by the 
gray squares 
(light blue on 
the screen) 

Maj Bottoroff’s 
agent declines 
the request to 
fly at 12pm 
because he is 
flying at 10am, 
and it is unsafe 
to fly back-to-
back missions. 
This is show by 
the gray cells 
being replaced 
by lighter gray 
ones (orange on 
the screen) 

Maj Bottoroff’s 
agent receives a 
decommitment  
message for the 
10am slot, as 
indicated by the 
removal of the 
dark gray cells. 
This message 
should have 
been received 
before the 
request to fly at 
12pm. 
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The punch-card implementation uses a journal to record all calls 
to the API that change the contents of punch-card displays or 
graphs. This journal is ordered by time, and is the key to enable 
the interface playback mode. Even the row and column additions 
and deletions are recorded in the journal so that the playback 
mode accurate displays the evolution of a display.  

4. RELATED WORK 
Punch-card displays viewed in isolation are identical to Ahlberg’s 
and Shneiderman’s starfield displays [Ahlberg and Shneiderman 
1994]. The application of our punch-cards towards visualizing 
agent state implies that there is typically even less of a natural 
mapping to something truly two-dimensional in nature. (In our 
example mission scheduling application, our Resources Schedule 
is the only display that resembles something that would exist on 
paper in the real world.) The central contribution of this paper is 
in synchronizing all of the punch-card displays to a central clock 
so that agent state can be replayed and compared across punch-
card displays. 
Debugging distributed systems is a classic and notoriously 
difficult problem [Garcia-Molina et al. 1984]. Over the years, 
many graphical techniques have been developed for visualizing 
distributed state and events. Pancake and Utter [1989] present an 
excellent survey paper that details the types of displays most often 
used in debugging parallel programs. Stone [1988] developed a 
specialized graphical notation (hand-drawn, not necessarily 
automatically generated) called a concurrency map for 
representing large collections of distributed event orderings. 
Friedell et al. [1991] developed a technique for visualizing 
massively parallel programs on a Connection Machine which 
included the ability to tilt 2-D displays to see the “height” (value) 
of elements in addition to using color for enumerated variables. 
(They did not use multiple starfield displays synchronized in 
time.) 
Finally, Jerding et al. [1997] and Baker and Eick [1994] 
developed techniques for dedicated, elaborate algorithm 
visualizations which are applicable in principle to visualize multi-
agent behavior, but which are also extremely expensive to 
implement. Thus, they are typically more appropriate for 
pedagogical use than for the debugging of distributed programs. 

5. CONCLUSIONS 
Synchronized punch-card displays are a powerful technique for 
understanding the behavior of complex multi-agent systems. In 
this paper we showed that these displays make it easy to 
understand the behavior of a complex multi-agent system of about 
100 agents and about 12,000 state variables that determine the 
behavior of the agents. We illustrated how the displays make it 
easy to see the emergent system behavior that is the result of 
interaction of the individual agent strategies. Finally, we showed 
how the displays enable users to easily detect interesting, out of 
the ordinary behaviors, and how it enables users to quickly focus 
on details. Users can easily inspect the values of individual 
variables and the timing effects that give rise to their values. 

Our group of four researchers is using the synchronized punch-
card displays daily. In addition to the timing error illustrated in 
this paper, we have used punch-cards to find many 
implementation and conceptual problems in SNAP. Such is our 
reliance on punch-card displays for understanding and debugging 
our multi-agent system that we routinely talk about the behavior 
of our agents in terms of the colors and animated behavior in 
these displays.  
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