I know what you did on Venmo: Discovering privacy leaks in mobile social payments

Abstract: Venmo is a US-based mobile social payments platform. Each Venmo transaction requires a “payment note”, a brief memo. By default, these memos are visible to all other Venmo users. Using three data sets of Venmo transactions, which span 8 years and a total of 389 M transactions with over 22.5 M unique users, we quantify the extent of private data leaks from public transaction notes. To quantify the leaks, we develop a classification framework SENMO, that uses BERT and regular expressions to classify public transaction notes as sensitive or non-sensitive. We find that 41 M notes (10.5%) leak some sensitive information such as health condition, political orientation and drug/alcohol consumption involving 8.5 M (37.8%) users. We further find that users seek privacy by making their notes private, inconspicuous or cryptic. However, the large increase in Venmo’s user base means that the number of users whose privacy is publicly exposed has grown substantially. Finally, the privacy of a user who transacts with a group on Venmo can be reduced or eliminated through the actions of other users. We find that this happens to around half of Alcoholics Anonymous, gambling and biker gang group members.

Our findings strongly suggest that public-by-default payment information puts many users at risk of unintended privacy leaks.

Keywords: Venmo, privacy, sensitive information

DOI 10.2478/popets-2022-0059
Received 2021-11-30; revised 2022-03-15; accepted 2022-03-16.

1 Introduction

Venmo [1] is a US mobile payment service, which allows a user to send or request payments from other registered users. Mobile payments are a convenient way to split a bill, pay one’s share of rent, pay for some goods or services (e.g., a haircut), donate to a cause, etc. Venmo’s popularity has steadily grown, exceeding 40 million users in 2019 [2]. Over the past two years, Venmo has doubled its revenue and tripled its annual payment volume [3].

Each Venmo transaction must be accompanied by a sender’s note. By default these notes are public. Figure 1 shows anonymized snippets of a real user’s public Venmo notes. Albeit short, these notes can be used to infer much private information. For example, the user has a child, James (fictitious name). The user and James went to Disneyland in May 2021. Anna Murphy (fictitious name) tutors James. James probably goes to Harvard Elementary school. The user probably has a sister Susan (fictitious name), because they split the cost of their parents’ gifts. The user went to Flower Gardens Diving with Susan.

Public-by-default policies can create privacy risks to users. A study of five randomly chosen Venmo users [4] highlighted privacy leaks around drug use, relationship-related disputes, loan payment history, and eating habits, amongst other things. Like other public feeds on social platforms, Venmo’s public feed likely helped to increase revenue, brand awareness, and helped support or even build community. Many users, however, want more privacy protections. In 2018, Mozilla-Ipsos polled [5] 1,009 Americans about their stance on public-by-default policy in payment apps – 77% were against it. Mozilla also delivered to Venmo a petition signed by more than 25,000 Americans urging them to change their public-by-default policy and the FTC investigated Venmo’s privacy practices [6] and required changes in user privacy options. While Venmo has over the years provided more options for users to actively change their privacy settings, the default setting has not changed.

In this paper, we systematically quantify Venmo notes’ privacy leaks with respect to sensitive information, such as drug and alcohol use, political orientation,
adult activities, location, e-mail address, account numbers, etc. We also investigate users’ privacy behaviors and discuss other risks of Venmo’s public-by-default policy. To quantify the leaks, we develop a classification framework SENMO, that uses BERT \[7\] and regular expressions to classify public transaction notes as sensitive or non-sensitive. While we focus only on Venmo’s practices, our findings are important for many other businesses that combine social network features with user transactions (e.g., fitness sites). While social features may help user engagement, they pose large risks to user privacy.

1.1 Contributions

Our main contribution is quantification of privacy leaks on Venmo. Towards this goal, we develop an accurate classifier for different types of sensitive user data in Venmo notes. We apply our classifier on Venmo data covering 8 years of transactions. We find that \(41\) M notes can be used to infer some private data, affecting millions of users. Often, inferred data is about relationships (e.g., romantic, roommate, parental, service-oriented), buying or selling of drugs, gambling, adult activities and user location.

Our next contribution is quantification of user actions to protect their privacy. We find that users increasingly adopt privacy-seeking behaviors, either through making all their transactions non-public (25% of users had non-public profiles in 2013 versus 37% in 2018), or by making their notes cryptic (10% of users in 2013 vs 25% in 2018). On the other hand, the number of Venmo users grew 14-fold in the same time period. Therefore, in spite of users’ efforts to protect their privacy, an increasing number of users are exposed to privacy risks.

We also quantify privacy dangers of group payments on Venmo through the lens of three select group types – Alcoholics Anonymous, gambling and biker gangs. We find thousands of groups in our select categories whose transactions are public. Slightly more than half of the users that issue payments to these groups post cryptic or inconspicuous content, seemingly seeking to protect their privacy. However, the notes of other users and sometimes the group’s display name expose the sensitive nature of everyone’s membership.

Finally, we discuss other ways of leaking private data on Venmo, beyond notes, and provide recommendations for improvement. In addition to public notes, Venmo’s APIs and user profiles leak private information, and open users to scam and fraud attempts by others. We provide recommendations for users and Venmo, on improving their privacy practices. Venmo validated our findings about privacy leaks related to Venmo’s APIs and user profiles, and has since fixed those issues.

2 Problem description

In this section, we discuss definitions of sensitive user data that should be protected and the negative effects of over-sharing and public-by-default policies.

2.1 Sensitive information

User privacy can be jeopardized if unauthorized entities can access the user’s sensitive information. In many contexts the attacker must link some sensitive personal information (e.g., religious belief) about a user to the user’s real identity (e.g., name, address, phone number, etc.) to do harm to the user. Laws and regulations around the world define protected personally-identifiable information (PPI) very broadly. Different tech companies provide their own definitions of what constitutes sensitive content, and encode them in their privacy policies or terms of service. Providers then create platform functionalities to protect sensitive data. Peddinti et al \[8\] found that data sensitivity is a complex measure, which should be viewed as continuous rather than binary.

Various laws and regulations around the world, and various tech companies define categories of information that are considered sensitive and that should be protected. We performed extensive review of this information, and for space reasons, we summarize it here. Table 14 and Table 15 in the Appendix summarize the types of information that are considered PPI by different laws and regulations (e.g., GDPR \[9\]), government agencies (e.g., DHS \[10\]) and tech companies (e.g., Google \[11\]). Sensitive categories include: race/ethnicity, adult con-
tent, sexual orientation, medical facts, religious/philosophical beliefs, trade union membership, political opinions, genetic/biometric information, personal financial information, personal identifying information (e.g., e-mail, address, etc.), use of certain sensitive products and criminal history. Some definitions are very broad, while others are more specific. We start from these categories and from prior research on sensitive information [12–18]. Then, using the publicly available Venmo dataset D2 (described in Section 4), we manually narrow and refine these categories to those that frequently occur in Venmo notes. Our final list, shown in Table 1, has fourteen sensitive categories of data, which are shared often on Venmo. The categories capture sensitive information about a user’s health, lifestyle, sexual orientation, race/ethnicity, political orientation, adult/criminal/violent behavior, alcohol and drugs consumption, location, relationship and family status, account numbers, e-mail addresses and phone numbers, physical addresses, and product/activity details.

To link sensitive information to user identity on Venmo, one can look up a user based on their name or phone number. Many users also include their photo in the profile. Thus, one can easily identify a user on Venmo [19].

2.2 Risks of oversharing

Oversharing one’s personal information online can be dangerous. Sometimes the information alone can incriminate the user or put them in jeopardy. In other cases, the information that is shared can be combined with other, publicly or privately accessible information to harm a user. We provide some examples below.

**Criminal investigation.** In 2015, public Venmo posts of a Columbia University student were used as supporting evidence to arrest him under drug charges [20]. The Egyptian police created fake profiles on the dating app Grindr to bait and then arrest LGBTQ people [21]. U.S. Representative Matt Gaetz’s Venmo transactions were used as evidence in an investigation of his adult relationship with three minors [22].

**Theft.** In 2019, robbers used social media to stake out houses in upscale Houston, Texas neighborhoods [23]. Robbers leveraged house owners’ posts about vacation, work and parties to plan their theft for times when owners were away.

**Health benefit loss.** In 2016, a woman lost her disability pension for bragging about her active lifestyle on Facebook [24].

**Job and opportunity loss.** Businesses vet job [25] and colleges vet applicants using public social media profiles [26, 27]. 70% of employers screen candidates on social media during hiring, and 43% continue to monitor the social media activities of current employees [28].

Miss Florida USA 2017 was stripped of her title just six days after winning the beauty pageant [29], because her social media posts revealed that she violated the rules by using professional hair and makeup artists.

**National security risks.** U.S. President Joe Biden’s Venmo account was discovered using the app’s search tool [19]. While the President’s transactions were private, Venmo at the time had no way for users to make their friends list private. Journalists were thus able to identify Biden’s family members and senior White House officials [19]. As per the article [19], due to national security risks, Biden’s Venmo account has been deleted.

**Identity theft and financial scams.** Active social media users are 30% more likely to be affected by identity fraud [30, 31]. In an incident from Nashville, Tennessee [32], family members and friends of a Venmo user, who was out-of-town, received Venmo payment requests. Attackers leveraged public Venmo note and friend information to set up a fake account with the user’s picture and ask user’s contacts for money. Scammers have also impersonated Venmo employees and sent phishing requests (see section 6.3).

**Emotional effects.** Effects of oversharing can cause social embarrassment, relationship problems, and regret [33–35]. For example, a student’s inadvertent outing of sexual orientation on Facebook resulted in threats to cut off family ties [36].

2.3 Public-by-default and user recourse

Many social media set posts as public by default. Users are usually able to alter this setting to protect their privacy. A Venmo account is by default set to public, making transactions visible to everyone on the Internet. Users can either remain at the default setting or make their transactions visible only to friends (friends-only) or only to the other party in their transactions (private) [37]. A Venmo user can choose to change the visibility only of a specific note (at transaction issue time), or of all future notes, or of all past and future notes. While a user can choose stricter privacy settings than default on many social platforms, many users do not make these changes, because they may be unaware of the privacy options or confused by them.
Users want strong privacy. Hoofnagle et. al [38] show that users support the idea of strong privacy settings by default.

Users are unaware of privacy settings. Zhou et. al [39] show that users fail to use privacy features, because they are not aware of the features and how each feature would protect their privacy.

Users are confused with privacy settings. Users tend to either keep all their Facebook posts public or all private, since that is easier than post-level settings [40]. A user with all public settings could therefore inadvertently share something with a public audience. Similarly, users can be confused by Facebook’s privacy settings and do not effectively make use of them [41]. Google also acknowledged that its users faced similar challenges [42]. Sleeper et al. [43] found that users may refuse to share because they cannot explicitly select their target audience on the social platform. Stemros et al. [44] found that users view privacy and sharing as a continuum, while platforms offer discrete choices.

A Venmo user that desires greater privacy, but is unaware of, or confused by Venmo’s privacy settings, can post a note that is inconspicuous, such as a quote from a book or a note mistating the transaction’s nature. A note may also be cryptic, such as consisting only of emojis, random letters or words, or interjections. We call the users that post inconspicuous or cryptic notes privacy-seeking users.

A Venmo user may also want to hide other details of their profile, such as their full name, their friend list or even that they are a registered user. The user can change their name at any time, but they cannot hide the fact that they are registered user on Venmo. Since June 2021, user can also change visibility of their friend list, but this change did not take effect on all Venmo Uls. We provide more details in Section 6.3.

Venmo users may also suffer privacy loss from their group transactions. A leader of a group (e.g., a club) can use their Venmo account as a convenient way to collect donations. Membership in some groups may be sensitive for a user (e.g., Alcoholics Anonymous, biker gangs, gambling pools). When a group’s transactions are public on Venmo, this jeopardizes privacy of all users that interact with the group via public transactions. In some cases the group’s display name reveals its purpose, and in other cases, transaction notes of other users can reveal the group’s purpose. Once a group’s purpose is revealed, all users with public transactions to that group are revealed as members.

3 Research questions and challenges

We study the following research questions: (RQ1) how many users risk their privacy by posting sensitive notes on Venmo, (RQ2) what do users do to protect their privacy on Venmo, (RQ3) how trends in user behavior change over time, (RQ4) do certain user behaviors open them more to privacy risks than others. Answering all these questions requires us to first define what we mean by “sensitive” information in Venmo’s notes.

We consider the following types of sensitive information that can be embarrassing or harmful to users if shared publicly: (ADU) adult, such as talking about various types of sex or using sex-related jargon, (LGB) LGBTQ, such as referencing sexual orientations lesbian, gay, bisexual, and transgender, (HEA) health, such as referencing a particular disease, doctor or test, (DAG) drugs/alcohol/gambling, such as referencing a specific drug or game of chance (e.g., poker), (POL) political opinions, especially around US politics, (RET) race/ethnicity, such as posting content that may either reveal the user’s membership in or feelings toward a given racial or ethnic group, (VCR) violence/crime, such as posting information about illegal activities or violence, (REL) relationships, such as sharing a house with another user, relationship status, or family information, (LOC) location, such as the businesses, cities or countries that the users visit, (ADD) account details, such as account ID, username or password for a non-Venmo account, (EMA) e-mail address, (PHO) phone number, (ADD) address and (PAD)product/activity details, such as tracking number or invoice number, which may directly or indirectly leak personal information (e.g: finance, location, activities, products purchased etc.).

Notes that do not fall into any of our sensitive categories are classified as (NON) non-sensitive. Our categories and anonymized examples of notes are given in Table 1.

3.1 Challenges

Establishing if a Venmo note has a given type of sensitive information about the user or not is challenging. First, many notes are short. Around 93% of notes contain up to 5 words, 99% contain up to 10 words, and 99.9% contain up to 30 words. Classifying short messages is challenging, since they may lack context. For example “bar” may mean a bar where drinks are served or passing the bar exam. We address this challenge by
being conservative with our sensitive label. If a note can be interpreted as non-sensitive (e.g., “Chinese” can relate to ethnicity or to food) we label it as NON.

Second, many notes contain colloquial expressions. We address this challenge by using BERT [7] for our sensitive note classification and we fine-tune it on a manually labeled fraction of our dataset to achieve good accuracy.

Third, long notes are often copied from unrelated public text (i.e., inconspicuous notes introduced in Section 2). Since, 99.9% of the Venmo notes across all our datasets contain up to 30 words, we label notes longer than 30 words as non-sensitive (NON).

Fourth, around 30% of Venmo transaction notes contain emojis, and around 25% consist only of emojis. While some emojis could be used to infer a user’s intent (e.g., a heart may mean that the sender loves the receiver), this inference is highly speculative. We ignore emoticons in our note classification.

Fifth, a transaction note may relate to multiple categories, such as “queer asian”, which may belong to both LGB and RET. We address this challenge by training our BERT classifier to perform multi-label classification. Overall, our conservative approach to classification means that our results likely undercount sensitive notes on Venmo, as well as affected users.

Finally, our datasets are limited and only capture public notes for a given time period. Some datasets are also sampled – they capture a random sample of public notes. We address this challenge by limiting our longitudinal study to those datasets that are not sampled, and inferring private notes and users with private profiles from global transaction and user identifiers on Venmo.

### 4 Datasets

We work with four datasets, containing public Venmo transactions, summarized in Table 3. Datasets D1–D3 were compiled using Venmo’s public API (https://venmo.com/api/v5/public) to collect data over long time periods, since the collection speed is limited by Venmo. We collected D1 and D3 datasets via use of automated scripts. These datasets are stored at our institution. Dataset D2 was collected and shared publicly by Dan Salmon [45]. Dataset D4 was scraped by us using Selenium [46].

**Dataset D1** covers the period of six years, ending in 2018. This dataset is complete – it has all public transactions in the given time period.

**Dataset D2** is publicly available dataset obtained from Github [45], which was scraped by Dan Salmon [47]. This dataset covers three months in 2018, and is sampled – it has some, but not all public transactions from the given time period.

**Dataset D3** covers the entire year 2020\(^1\). This dataset is sampled – it has some, but not all public transactions from the given time period.

---

1 November and December of 2020 have fewer transactions than the other months, because Venmo limited the rate at which users were allowed to access its public APIs.
Dataset D4 covers only public transactions from selected sensitive groups: Alcoholics Anonymous (AA), gambling (G) and biker gang (BG) groups. We crawled Venmo using a Selenium-based [46] script and keywords related to AA, G and BG shown in Tables 9, 10 and 12, respectively. Our script used Venmo’s search functionality to gather transactions of users whose user ID or display name contain these keywords of interest. This dataset is limited-complete—it contains all public transactions, but only for selected groups. We use this dataset only for calibration of our group identification heuristic (Section 5.4).

These datasets are all disjoint, and together cover the period of 8 years of Venmo transactions. Dataset D1 is the largest, and complete, thus it helps us measure longitudinal trends. However, it may be considered outdated since it ends in 2018. We complement it with dataset D3, collected in 2020, to verify that the trends we observed still hold. We include dataset D2, because it was publicly released, and it is disjoint from D1 and D3 (although sampled and from 2018). We use it simply as further confirmation of trends we observe.

Dataset D4 is different than others, because it focuses only on group transactions and let us answer research questions about user privacy when they pay to a group via Venmo.

4.1 Protecting user privacy

Each transaction in our datasets includes the fields shown in Table 2. Even though all data we analyze is public on Venmo, we take additional measures in our analysis to protect user privacy. We perform our analysis on a reduced set of columns, including only (a) user IDs of the transacting parties, (b) transaction notes, and (c) transaction date. These fields are shown in boldface in Table 2. We protect data privacy in the following ways: (1) we store the data at our institution’s servers, which can only be accessed by authorized personnel, (2) we process a small fraction of D2 and D4 manually (0.2%), which is necessary to label the data and fine-tune our classifier, (3) the rest of the data (99.8%) is processed via automated scripts, and only aggregated, anonymous results are viewed by study personnel.

This study was fully reviewed by our IRB, and then approved under the exempt category. With regard to the ethics of using publicly available data, we see our study akin to the many published studies which use publicly available Twitter data. Moreover, we minimize risk to users by analyzing aggregated data [48, 49]. Without studies of publicly available data from social platforms, scholars are unable to uncover and highlight data privacy issues. As Fiesler and Proferes [50] show that many social media users do not want researchers to use their public social posts without consent, we did not target any individual users in our analysis. Where we needed to access individual notes (e.g., during labeling for training and testing of our classifier), we limited ourselves to a small sample of notes, and worked with note text only, omitting user identity. We have further attempted to contact Venmo through multiple channels, to obtain their permission for the study. We contacted Venmo directly via their support team and received an acknowledgement that our message was received, but there was no further response. We also filed a bug report for Venmo via HackerOne [51] vulnerability coordination and bug bounty platform, but it was closed as out of scope.

5 Methodology

In this paper, we aim to systematically quantify Venmo notes’ privacy leaks, with respect to sensitive categories listed in Table 1. Our analysis of sensitive information leakage (research questions RQ1 and RQ3) focuses on English-language notes (including notes that contain only named entities).

We develop a classification framework, called SENMO (SENsitive content on venMO), which classifies a transaction note as one or more of the sensitive categories from Table 1. A note could also be classified as NON (non-sensitive), if it does not contain any sensitive information.

SENMO comprises the pre-processing module and the semantic engine. The pre-processing module cleans up and normalizes the notes, and the semantic engine classifies them into one or more categories using regular expressions and a machine-learning classifier. Figure 2 shows SENMO’s architecture, and note classification process. All notes pass through the regular expression part of the semantic engine, and in parallel all notes are fed to the pre-processing module. The pre-processing module cleans up the notes, filters out some that are considered non-sensitive and feeds the rest to the ML classifier. The classifier outputs one or multiple classes for each note. The outputs of regular expression and classifier modules are combined, so that a note is only classified as non-sensitive if both modules output that class. Otherwise, the note’s class is the union of all sensitive categories identified by the modules.
5.1 Pre-processing module

SENMO’s pre-processing module first removes any characters that are not in the English alphabet and are not digits. Next, we use the NLTK tokenizer [52] to produce words, bi-grams and tri-grams.

Our pre-processing removes all notes longer than 30 words, which is 0.1% of notes, and labels them as non-sensitive (NON). SENMO then uses Python’s enchant library’s dictionary to detect if a note is in English. We also check if the note contains a named entity (e.g., “Chicago”), using the NLTK Named Entity Recognizer (NER) [52]. Notes that pass either check are kept for further processing and we refer to them as “English notes” for short. We spell check those notes that do not match either check, and attempt to match them again (to English words or named entities). Our spell checking is simple, but accurate and efficient. We replace three or more consecutive characters with either two consecutive characters or a single character, e.g., “Phoenixxxx” becomes “Phoenixx” and “Phoenix”. If either version of the corrected word exists in the English dictionary or is identified as a named entity, we keep that correction and proceed further with the pre-processing module. Otherwise, we keep the original version of the word. Notes that do not match any English word or named entity, both before and after spell correction, are discarded.

Finally, the pre-processing module removes stopwords, converts all characters to lowercase and uses lists of keywords (described in Section 5.1) to identify notes that are likely sensitive. Such notes are passed to the semantic engine, and the rest of the notes are labeled as non-sensitive. We use the keywords to pre-filter likely sensitive notes, to improve classification accuracy for NON category. Without this step, due to the brevity of notes and a small size of our training set, our ML classifier can learn to associate categories with non-specific words that often occur in the given category. For example, “appointment” may become associated with HEA since it occurs in notes like “appointment for chemotherapy”, even though it can appear in other categories such as “haircut appointment”. Similarly, “cream” may become associated with HEA because it occurs in notes like “hemorrhoid cream”, while it can also occur in notes that are related to beauty products such as “face moisturizer cream”, “hand cream” or “face cream”.

Keyword selection: We build the list of keywords associated with sensitive content for different categories using various popular sources and prior published works, shown in Table 11 in the Appendix. We release this list of keywords as open source [53]. For example, for keywords related to accounts and product/activity details, we use reputable sources (e.g., [54–56]). As another example, we utilize the American Medical Association’s glossary to build our keywords list for HEA. Similarly, we identify drug- and alcohol-related keywords using the vocabularies from popular sources such as National Institute on Drug Abuse [57] and National Institute on Alcohol Abuse and Alcoholism [58], respectively. For POL category, we restrict our keywords list to US politics, since Venmo is a US-based social payments platform. Details on our sources are shown in the Appendix. We further enrich our lexicons for different categories using the keyword lists from Wang et al. [18], which were used for tweet classification as sensitive or non-sensitive.

5.2 Semantic engine

SENMO’s semantic engine module applies different classifiers to classify each note into one or more categories. For account, E-mail, phone number, address and product/activity details, the engine utilizes regular-expressions on raw notes, without any pre-processing, shown in Figure 7 in the Appendix. These content categories often include well-structured text that can be identified via regular expressions.

For the rest of the sensitive categories, and for the NON category, we train our classifier on our balanced training set (described below). We validate the classifier’s accuracy on a smaller, balanced evaluation set and tune its hyperparameters. We then apply the trained classifier to the rest of our datasets. We use the Bidirectional Encoder Representations from Transformers (BERT) [7] for our classifier as it is designed to pretrain deep bidirectional representations from unlabeled text. Learning a model using BERT framework involves two steps: pre-training and fine-tuning. During the pre-training step, the model is trained on large, unlabeled data over different pre-training tasks. We use the English-language BERTbase uncased model pre-trained on extremely large corpora
for years (BooksCorpus (800 M words) [59] and English Wikipedia (2,500 M words)). We manually create two balanced, labeled datasets to fine-tune BERT to our custom domain (VENMO note classification) and to evaluate the model’s classification accuracy.

**Fine-tuning set:** We create this set from the dataset D2, after it has undergone the pre-processing step. Three co-authors annotated this set. One annotator manually identified about 1,000 notes per category LGB, ADU, HEA, DAG, POL, RET, VCR, REL, LOC, NON, and labeled them. The manual identification process involved randomly selecting notes from the dataset D2 and deciding if they fall into any of the above categories or not. Though a labor-intensive process, our intention was to avoid biases that may have occurred if we used our keywords list to find such notes. The second annotator then independently assigned labels to the same set of notes. Notes with discrepancies were resolved first between annotators. In case this failed, the third annotator was asked to adjudicate. The pre-adjudicated Cohen’s Kappa coefficient for the first two annotators was 0.95, indicating strong interannotator agreement. The final fine-tuning set has about 10.1 K notes. Out of these, 135 notes (1.3%), have more than one label.

**Evaluation set:** We create this set by removing the fine-tuning set from the dataset D2, and then selecting notes at random and labeling them, until we have about 100 notes per category LGB, ADU, HEA, DAG, POL, RET, VCR, REL, LOC and NON. Again three annotators participate in labeling, using the same process used for the fine-tuning set. 99% of the notes from our evaluation set with sensitive labels, matched at least one keyword from our keyword list (Section 5.1) corresponding to the label’s category. This shows that our keyword lists are comprehensive. The pre-adjudicated Cohen’s Kappa value for the first two annotators was 0.92. 64 notes (6%) have more than one label. Please note that, although we ensure no duplicate entries between the fine-tuning set and the evaluation set, some duplicate entries exist within these individual datasets. Since Venmo notes are usually short, multiple users post the same notes with high probability. D2 dataset has 62% duplicate notes. Examples of such notes are “Lung cancer”, “For bailing me out of jail” and “George bush doesn’t care about black people”. Our classifier only applies to Venmo, since the fine-tuning set and the evaluation set reflect the composition and presence of duplicates in the original Venmo notes. We make no claims about the usefulness of this classifier to classify other sensitive content on other platforms.

During fine-tuning, each note’s labels are encoded. We use only eight out of the nine categories: the notes in NON category are encoded as zeros in all categories. This approach works better than encoding NON as a separate category, because its notes are very diverse and BERT struggles to learn how to classify them. We evaluate our BERT model on the evaluation dataset, and compare its accuracy with the accuracy of three other approaches: (BoW-kw) bag-of-words using our keyword sets, (BOW-NB) Naive Bayes on bag-of-words, (TF-IDF-NB) Naive Bayes on TF-IDF. These approaches were used to accurately classify short posts on Twitter by Wang et al. [18]. We evaluate three flavors of our BERT model: (SENMO-npre) BERT without keyword pre-filtering, (SENMO-NONE) BERT with NON as a separate category in fine-tuning step and (SENMO) our chosen model – BERT with keyword prefiltering, and without NON as a separate category. Our results are shown in Table 13 in the Appendix and summarized here. SENMO classifies every note in the evaluation dataset with an aggregate per-note accuracy of 90%, which is higher than competing approaches: 73% for BoW-kw, 83% for BoW-NB and 76% for TF-IDF-NB. Further, SENMO without explicit NON category outperforms SENMO-NONE, which includes the NON category, by 4% in overall per-note accuracy. SENMO and SENMO-npre have comparable performance (90% in aggregate per-note accuracy), but SENMO is better in classifying notes in NON category (95% vs 87%).

**Model sensitivity:** To evaluate model sensitivity, we validate the three training hyper-parameters: batch size, learning rate and number of epochs. Results for these experiments are summarized, due to space reasons. There are many settings that achieve high accuracy, e.g., learning rate of $3 \times 10^{-5}$ or lower, with more than 2 epochs, and both 16 and 32 batch sizes. In evaluation we use batch size of 32, $2 \times 10^{-5}$ learning rate and 6 epochs, because this setting yields high accuracy for every category.

**Spell checking:** We measured how our spell-checker outputs, fed to our BERT model, compare with four other spell checkers: TextBlob [60], Pyspellchecker [61], Autocorrect [62] and JamSpell (free version) [63]. For space, we summarize these results. Our approach has best per-note accuracy (tied with Pyspellchecker) of 90%. This is because misspelling in Venmo notes is intentional, and includes character repetitions, and our spell-checker is tailored towards correcting this specific type of misspelling. Moreover, our spell-checker is much faster than other approaches (2–4 orders of magnitude), which enables us to process our large datasets.
5.3 Measuring user recourse

A user with the default Venmo setting (public transaction notes) may become more privacy aware over time (research question RQ2). Such a user may take two types of action. First, they may change their privacy settings to make their notes non-public (private or friends-only). We refer to a user that makes all their notes non-public as “non-public user”. Second, users who may not know how to change their privacy settings, may instead create inconspicuous or cryptic notes. Since non-public transactions and non-public users are not visible to us, we have to infer their count from a dataset that has all public transactions from a given time period (in our case, only the D1 dataset is complete). To infer non-public transactions and users we use the approach proposed by Zhang et al. [64], which confirms that Venmo uses sequential numbers for user ID and payment ID fields. We verified that Venmo still uses this practice. Thus, based on user ID progression over time we can infer the number of all users/transactions, while a complete dataset contains all public users/transactions.

A user that does not know how to make their transactions non-public, may post inconspicuous or cryptic notes. Since we do not know the actual purpose of each transaction, we cannot identify inconspicuous notes. We define cryptic notes as notes that have one of the following patterns: (1) contain only emojis, (2) contain only random numbers that do not match our regex patterns, (3) contain only English interjections and greetings (e.g., “Hi”, “Hey”, “Aww”), (4) contain only English stop words (e.g., “a”, “the”, “too”), (5) use English letters, but do not contain a vowel and (6) longer than 30 words. We measure cryptic notes before our preprocessing stage.

5.4 Measuring risks from group transactions

Venmo is not only popular for user-to-user transactions, but also as a means of splitting costs or collecting dues in a group, such as a fraternity/sorority, club, school, etc. Membership in some groups may be considered sensitive – it may pose privacy risk to a user, if it is publicly known. One such example are Alcoholics Anonymous (AA) groups, which go to great lengths to keep their membership private. To answer research question RQ4 we analyze payments to groups on Venmo. We study privacy protections of users that make payments to a group on Venmo, i.e., in our context the user is the sender in a transaction, and the group is the recipient. If a user’s payments to the group (e.g., “AALongBeach”) are public, but the notes contain just a generic word, like “hi”, the observer can infer that the user is a member because the name of the group contains “AA” or because other people that make payments to the group, post notes using AA-specific phrases, like “7th tradition.” We focus on three types of groups in this paper, whose memberships may be sensitive for many users: Alcoholics Anonymous, gambling and biker gang groups. We look for groups that may have many members and whose memberships may be sensitive. We select groups with sufficient samples to analyze and that comprise group-specific vocabularies. We apply a keyword/activity heuristic to identify sensitive groups consisting of three steps: (1) identification of candidate sensitive groups, (2) pruning of low-activity groups and (3) pruning of unrelated groups.

Identifying candidate sensitive groups. We identify candidate sensitive groups as: (1) users whose user ID or display name are sensitive, or (2) users whose recipient notes (notes in transactions where the given user is the recipient) are sensitive. We say that a string (a user ID, a display name or a note) is sensitive if it contains any of the sensitive keywords. We manually build lists of topic-specific sensitive keywords (“sensitive keywords” for short). Alcoholics Anonymous keywords are shown in Table 9 in the Appendix, and are mined from the names of AA meetings, which are publicly available via a Google Search. Gambling keywords are shown in Table 10 in the Appendix, and are the words directly related to the gambling activity. Biker gang keywords are shown in Table 12 in the Appendix, and include the names of different biker gangs [65, 66]. In addition to those sensitive keywords, we have manually identified from our D4 dataset some common patterns in recipient notes for AA (e.g., “donation”, “thanks”), gambling groups (e.g., “money”, “refund”) and biker gang groups (e.g., “bike”, “gear”). These common patterns are also topic-specific (see Tables 9, 10 and 12).

The presence of sensitive keywords is necessary, but not sufficient to identify sensitive groups. That is because these keywords could sporadically appear in notes unrelated to AA, gambling or biker gangs. For example “7th” could appear in “Happy 7th birthday” or “I placed 7th in math competition”. To reduce false positives from keyword-based classification, we apply the next two filters to prune low-activity and unrelated groups.

Pruning of low-activity groups. We focus only on groups that are more active than majority of Venmo’s users, i.e., they are in 75th percentile of Venmo users by the number of transactions they receive and the number of users that send these transactions.
Pruning unrelated groups. Out of high-activity groups, we prune those that have low incidence of sensitive posts or common patterns for the given sensitive topic. Our manual examination shows that such groups often interleave group payments with personal user payments, and this can pollute our analysis. We use a threshold on the percentage of sensitive/common-pattern recipient notes, and tune this threshold to achieve low false positives on D4 dataset, which we label manually with ground truth. Manual labeling of D4 dataset is performed by the same three annotators that have annotated the fine-tuning set and the evaluation set (Section 5.2). Overall they have labeled 41 groups from D4 dataset with ground truth ("AA", "biker gang", "gambling"). Threshold values of 20% and above result in 100% true positives and zero false positives (see Appendix, Table 8). We then apply this calibrated group identification process to D1–D3 datasets and report the results. While our keywords are specific to each topic of interest (AA, gambling and biker gangs), our group identification heuristic is general, and could be applied to identify other topics of interest on Venmo.

5.5 Limitations

Limitations stem from the type of data available (short transaction notes) and from the fact that data is passively collected (i.e., without interaction with users). First, we use keyword lists to pre-filter notes of interest. While we tried to be comprehensive in list creation, it is possible that we have missed some keywords, which would lead to false negatives. Another limitation is that our regular expressions for ADD and PHO category are geared towards US addresses and phone numbers.

Another limitation is that we only analyze English-language notes for research questions RQ1 and RQ3, and may miss some types and trends of data-sharing in other languages. English notes make up 62%-69% of all notes in our datasets. Our analysis therefore covers the majority of Venmo notes. English notes make up 62%-69% of all notes in our datasets. Further, since our datasets are passively collected, we have no way to ascertain if a user’s note represents truth or is a joke or fake information. However, when the notes contain potentially sensitive information, even in jest, they can bring harm to the sender and/or the recipient. For example, if the note implies that the sender is paying for drugs, then regardless of veracity of the note, the sender’s public reputation may suffer, e.g., during a job interview. Lastly, some notes that we classify as non-sensitive (e.g., food) may be sensitive to some users (e.g., a user trying to lose weight). Further research, involving direct user surveys, would be needed to estimate how often user notes are true, and how often our inferred sensitive categories are actually sensitive to a given user.

6 Results

In this section, we present our evaluation of privacy leakage from user notes and user recourse (Section 6.1), privacy leakage from group activities (Section 5.4) and other privacy and security concerns about Venmo’s user data policy (Section 6.3).

Figure 3(a) illustrates the total number of notes per month in our datasets. Between 62% and 69% of all notes were in English (not shown in the Figure). Our analysis therefore covers the majority of Venmo notes.

6.1 Privacy leakage from user notes

A sensitive note could affect only its sender (e.g., “paying for my hangover”) or both sender and receiver (e.g., “thanks for babysitting”). Since we cannot tell which party will be affected, we conservatively assume that only the sender is affected. Our results can thus underestimate the number and percentage of affected users.

Privacy leakage affects many transaction notes and users. From our dataset D1, we find that 35.8 M out of 338 M notes are sensitive (10.6%). Despite a low percentage of sensitive notes, many users are still affected: 37.8% of the D1 users (8.5 M out of 22.5 M). Similar findings apply to the D2 and D3 datasets, and are summarized in Table 4. The percentage of sensitive transactions is stable across these datasets, while the percentage of affected users increases from the smallest (D2) to the largest dataset (D1) (see Figure 3(b)). This is expected as observations across longer time periods are more likely to observe a user post a sensitive note.

Privacy leakage increases over time, in spite of user measures to contain it. We analyze two indicators to investigate whether users become more concerned about their privacy and modify their privacy settings over time. First, we analyze the number and percentage of users whose profiles were public, but

<table>
<thead>
<tr>
<th>Metric</th>
<th>Total</th>
<th>Sensitive</th>
</tr>
</thead>
<tbody>
<tr>
<td>D1: Notes</td>
<td>338 M</td>
<td>35.8 M (10.6%)</td>
</tr>
<tr>
<td>D1: Users</td>
<td>22.5 M</td>
<td>8.5 M (37.8%)</td>
</tr>
<tr>
<td>D2: Notes</td>
<td>6.9 M</td>
<td>708 K (10.3%)</td>
</tr>
<tr>
<td>D2: Users</td>
<td>7.1 M</td>
<td>640 K (9%)</td>
</tr>
<tr>
<td>D3: Notes</td>
<td>43.7 M</td>
<td>4.6 M (10.5%)</td>
</tr>
<tr>
<td>D3: Users</td>
<td>13.5 M</td>
<td>2.4 M (17.8%)</td>
</tr>
</tbody>
</table>

Table 4. Sensitive notes and affected users in our three datasets
are currently inaccessible. This may imply that the user changed their privacy settings to “private” or “friends-only”, or that they closed their account. An increase in the number of privacy concerned users would lead to this indicator increasing. Second, we analyze the number and percentage of notes that are classified as sensitive over time. Here, an increase in the number of privacy concerned users would lead to percentage of sensitive notes decreasing.

Since non-public transactions are not visible to us, we apply the inference mechanism described in Section 5.3, on our only complete dataset, D1, to estimate non-public transactions and non-public users. Figure 4(a) shows the number and percentage of users that had public vs non-public transactions in years 2013–2018, and Figure 4(b) shows the same metrics for transactions.

In the first year of Venmo’s operations, the percentage of users with only non-public transactions (shown as line in Figure 4(a)) decreased from 32% to 25% due to an influx of new users. Over the next four years, though, it has steadily climbed from 25% in 2014 to 37.5% in 2018. This indicates that users are increasingly concerned about their privacy and take action to make their transactions non-public. But a competing trend is a large rise in Venmo’s user population. Thus, even though the percentage of users with public profiles declines, the sheer number of users with privacy risks rises over time (gray area in Figure 4(a)).

Note privacy shows a different trend than user privacy. This is probably due to influx of new users, and increase of user activity over time. Figure 4(b) shows the number (bars) and percentage (line) of non-public notes from 2015 to 2018. Over time the percentage of non-public notes decreased from 83% in 2013 to 64% in 2018, while the annual number of transactions increased more than 400 times.

Comparing the D1 and D3 datasets, we also find that 11.8 M users out of 22.5 M users (52%) that posted public notes in 2018, still post public notes in 2020. Post-
ing public notes over longer time periods increases a user’s privacy risk.

A user could post public transaction notes, but not post any sensitive information. Figures 3(a) and 3(b) show how notes and affected users changed over time. Drawing from longitudinal trends on the complete D1 dataset, the percentage of sensitive notes declined from around 25% in 2013 to around 10% in 2018. Similarly, the percentage of users exposed due to sharing sensitive content declined from 15% in 2013 to 10% in 2018. Users are thus increasingly trying to protect their privacy. However, increases in number transactions and users lead to a greater number of users affected by privacy leaks.

Another way to quantify user efforts to protect privacy is to measure prevalence of cryptic notes. We identify these notes using methodology described in Section 5.3. Figure 6(b) shows the count and percentage of cryptic notes over time, and Figure 6(a) shows the count and percentage of public users that post at least one cryptic transaction. Using the D1 dataset, cryptic notes increase from around 15% in 2013 to 45% in 2018. Similarly, users that posted at least one cryptic note increased from around 10% in 2013 to almost 30% in 2018. These trends indicate that users are increasingly trying to protect their privacy.

In summary, our analysis shows that users care about their privacy. Increasing fraction of users choose to make their accounts non-public (25% in 2014 to 37.5% in 2018). Out of the remaining users, whose accounts remain public (75% in 2014 down to 62.5% in 2018), half seem to manage their privacy by occasionally posting cryptic notes and a slightly smaller number do not post a single sensitive note, as per our classification approach. Thus, users seem to increasingly try to manage their privacy, but leaks still occur, and they affect a decreasing portion, but an increasing number of users. Using SENMO, we find that at least 8.5 M users across our datasets are affected.

Users who post more notes have a higher chance of posting sensitive content. We divide the users into activity categories based on the number of notes they post in our datasets – 1-5 public transactions, 6-10, 11-20, 21-50, 51-100, 101-500 and >500. For space reasons we summarize these results. Most users post between 1 and 5 notes across all the three datasets, and run only low risk of exposure (from 12% in D2 to 23% in D1). However, those users that post many notes (>500) run a much higher risk of exposure – up to 98% in the D1 dataset. Looking at the count and the percentage of sensitive transactions posted by users in different activity categories, the small datasets (D2 and D3), are dominated by users that post 1–5 transactions. The large dataset D1, is dominated by transactions from users that post more than 20 transactions. Even though such users represent only 23% of all users, they are responsible for about 80% of transactions. These users also run a higher privacy risk – 84%–98% expose some sensitive information in their notes. Even though all user groups post similar percentage of sensitive notes (9–13%), the sheer amount of activity increases privacy leakage. If we focus only on the more active users (75th percentile of Venmo users by the number of notes they post), they mostly post the notes in relationship (REL), location (LOC) and drugs/alcohol/gambling (DAG) categories. Moreover, the longer one’s posts remain public, the greater the chance of potential misuse of that information to harm the user.

Relationship (REL) and drugs/alcohol/gambling (DAG) categories are the most frequent. Figure 5(a) shows the distributions of the number (log axis) and percentage of sensitive notes (out of all public notes) for each category over time, in our three datasets. The percentages in various categories remain roughly consistent over time. Relationship (REL) and drugs/alcohol/gambling (DAG) are the most popular categories, followed by location (LOC), adult content (ADU), health (HEA), race/ethnicity (RET), violence/crime (VCR) and political opinions (POL). Though percentages of notes per category are small, the counts of sensitive notes number in the tens to hundreds of thousands per month. Some sensitive notes can leak information that can be used to impersonate a user, such as account number (ACC), address (ADD), phone number (PHO), E-mail (EMA) and product/activity details (PAD). Numbers and percentages of notes in these categories are small, as shown in Figure 5(b), but significant. E-mail address (EMA), phone number (PHO) and address (ADD) are leaked much more often than account details (ACC) and product/activity details (PAD). Figures 5(c) and 5(d) show the same measures for users affected by privacy leaks. While percentages of affected users (out of all public users) per category are modest (< 10%), the counts are increasing due to Venmo’s popularity and reach. Our findings that many use Venmo for drug, alcohol, or gambling related transactions may look surprising, but these trends are supported by public polls [67]. LendEDU found that 32.6% of young adults use Venmo for drug purchases and 21% use it for gambling. Our data indicates a much smaller percentage (3.5%). This is due to the fact that our population includes all public users, does not include non-public
users or non-public notes, and that some of users in our datasets post cryptic or inconspicuous notes.

6.2 Privacy leakage from groups

As described in Section 5.4, we apply a keyword/activity based heuristic to programmatically identify AA, Gambling (G) and Biker Gangs (BG) groups. Sens/com senders are the number of users who posted sensitive or common-pattern notes. Sens/com notes are the sensitive or common-pattern notes.

![Table 6. Number of unique senders and transactions for the Alcoholics Anonymous (AA), Gambling (G) and Biker Gangs (BG) groups. Sens/com senders are the number of users who posted sensitive or common-pattern notes. Sens/com notes are the sensitive or common-pattern notes.

Table 6. Number of unique senders and transactions for the Alcoholics Anonymous (AA), Gambling (G) and Biker Gangs (BG) groups. Sens/com senders are the number of users who posted sensitive or common-pattern notes. Sens/com notes are the sensitive or common-pattern notes.

<table>
<thead>
<tr>
<th>Dataset</th>
<th>D1</th>
<th>D2</th>
<th>D3</th>
</tr>
</thead>
<tbody>
<tr>
<td>Group category</td>
<td>AA</td>
<td>G</td>
<td>BG</td>
</tr>
<tr>
<td>Total senders</td>
<td>290 K</td>
<td>129 K</td>
<td>490</td>
</tr>
<tr>
<td>Sens/com senders</td>
<td>138 K</td>
<td>51 K</td>
<td>241</td>
</tr>
<tr>
<td>Total notes</td>
<td>630 K</td>
<td>350 K</td>
<td>1.3K</td>
</tr>
<tr>
<td>Sens/com notes</td>
<td>310 K</td>
<td>95 K</td>
<td>509</td>
</tr>
</tbody>
</table>

Table 7. Visibility as of August 31, 2021: Different Scenarios.

For mobile app, we tested the version from June 2021 and then from August 2021. We highlight the fields that mismatch Venmo’s privacy policy in yellow. There are two disturbing findings. First, the tested UIs offer different privacy protections to users. This is a problem because users expect the same protections from a given online service, regardless of the access mode. For example a logged in user can see public friends of another user on mobile app but not using the current Web UI. Second, in some cases these privacy protections differ from Venmo’s privacy policy. This is a potential liability. For example a user’s five recent public transactions are no longer visible to non-users via the current UI but they are still visible via old UI. Similarly, a user can make their friend list private and thus hide it from view via updated mobile app (Aug21) and the current UI, but it still remains visible via non-updated mobile app (Jun21) and the old UI. We believe these differences in privacy protections stem from different code bases, which should be synchronized. User privacy protections should also be enforced by Venmo’s servers regardless of the client (version of the mobile app). We disclosed our findings to Venmo both via e-mail, and via PayPal’s Bug Bounty Program. Our findings were validated and the issues were fixed by Venmo in November 2021, allowing us to claim the bug bounty.

6.3 Other security and privacy concerns

In this Section we discuss other security and privacy concerns around Venmo’s publicly visible user data, beyond transaction notes.

User profile and friend list. Venmo has three ways to view a user’s profile: (1) the current UI (https://account.venmo.com/u/<userID>), which is accessible through Venmo’s search functionality, (2) the old UI, (https://venmo.com/<userID>), which was superseded by the current UI but was still active during our data collection, and (3) the app UI, accessible through Venmo app on a mobile phone. A user’s public transactions can also appear in global feed (shown to random users as they log in) and in public feed (listed on a user’s profile page for everyone to see). In June 2021 Venmo has allowed users to make their friend lists private (they were public before) and in July 2021 Venmo removed its global feed (public transactions of random users in a user’s news feed). We tested the three Venmo’s UIs with regard to visibility of a user’s friend list and a user’s transactions and feeds, from the viewpoint of logged in and non-logged in users, and show results in Table 7.
Fig. 5. Sensitive transaction and user counts and percentages, per category: smooth lines show counts (log axis), lines with points show percentages.

Fig. 6. Cryptic and non-cryptic users and transactions – longitudinal trends.
credit card information, signatures, full Uber/Lyft receipts, split of shares of people who went to certain trips, receipts of all the restaurants and bars that they visited, etc. These online documents were also publicly visible. The user has likely relied on security through obscurity, since auto-generated URLs of online documents are difficult to guess. However, if one posts them in a public Venmo transaction note, it becomes easy for anyone to discover these URLs and access the online documents.

**Scams.** We came across a few scam posts on Venmo by chance, while we were building the fine-tuning set out of randomly drawn D2 notes. In these posts, the user is asked to help the alleged Venmo team by paying a small amount to help them make the app more secure.

**Data breaches.** While drawing notes at random to build our fine-tuning dataset, we found a few posts that indicate a payment for a settlement over data breach. Leaving such payments public can further increase the risk of identity theft for the user, since it advertises the fact that their data was part of the given data breach.

**Vicemo [69] and D2 dataset:** Vicemo pulls data from Venmo and publishes sensitive users posts related to adult content, drugs and alcohol, along with the usernames. Similarly, D2 dataset was originally collected to illustrate the risks of Venmo’s public-by-default policy. While we agree with the intent of the data creators, posting such data publicly jeopardizes user privacy.

### 7 Recommendations

This section discusses the actions that can be taken by users and Venmo to mitigate the current privacy risks, and what design decisions should be considered by Venmo and others as they develop their products.

**Private by default.** Making any user data public by default on an online platform creates potential privacy leaks as the platform grows. From a user safety point of view, private-by-default is the best policy and it would completely address the problems we noted in the paper. Users that want to share some details can make an active decision to do so by changing their settings. While private-by-default solution is best for user privacy, it may conflict with Venmo’s business preferences, and thus is unlikely to be deployed. We therefore explore other possible solutions.

**User actions.** Venmo users should immediately make all their past and future transactions private, as well as their friends list, by changing the settings in their profile. This is especially important for users that provide services to others or collect money for a group (e.g., AA). By making their data private, these users also protect their clients or group members.

**Evaluate social features.** Many platforms add social features and may resist private-by-default policies as they believe such changes could decrease user engagement. In Venmo’s case, social features can be valued by users and the platform can be considered a type of social media [70]. However, we recommend that Venmo explores these questions, potentially by testing alternative UI design that retain social features within trusted groups, but reduces larger privacy risks through the removal of global note visibility. Friend lists and contact mining could be kept to allow users to find their friends by phone number on the platform, but such data should remain private to the given user. If social features are important, they could also be kept in a reduced form (e.g., show number of transactions/senders, but not individual details or notes).

**Full control of user profiles.** Venmo’s users today have no way to make their profile private. A user’s profile is considered private if no information about that user is visible to public (e.g., name, friends list, transaction history) and only name and mutual transactions are visible to friends. This feature should be added to enable users to fully control their privacy settings.

**Clarify data use agreements.** When we started this research, we studied Venmo’s data use agreements, but did not find clauses that regulate research on public data. Given that Venmo data is being academically studied, it would be prudent to specify acceptable use policy for research. We also recommend designating a contact at Venmo, who can help facilitate internal patching of researcher-discovered issues before they become known to general public. We further recommend that Venmo proactively seeks to remove publicly visible Venmo data/datasets on third-party storage services or websites that reveal real user identities and transaction notes, as they remain a large privacy risk to users in those datasets. Researchers should keep their Venmo datasets on secure cyberinfrastructure rather than repositories such as GitHub. Finally, since Venmo’s API was used to harvest much of the data used in our work, retiring that API could help protect user privacy. Venmo has stopped admitting new users to its API and has limited API request rate per IP address. However, these steps cannot fully protect user privacy. User profile and transaction data still remains accessible via browser and scraping can be automated via Selenium. User data can only be fully protected through policy and platform changes by Venmo and cooperation with researchers can help in this process.
8 Related work

Previous works have discovered various security issues with Venmo. Kraft et al. [71] find evidence of information leaks, which users might not want to publicize and vulnerabilities which could allow adversaries to steal users’ money. Siddiqui et al. [72] analyze user activity and identify patterns and messaging that may expose personal activities and budget habits. Using a dataset of 2.12 M users and 20.23 M Venmo notes, Yao et al. [73] examine security issues in more detail, by inferring user locations with high levels of accuracy. They look at users who had Firstname+Lastname in their Venmo profiles and search Facebook to get a user’s home location. Like our work, these studies make clear that there are leaks of real names, locations, and potentially sensitive activities on Venmo. Our analysis looks into a broader set of sensitive activities and at longitudinal trends in user privacy on Venmo, and thus complements these existing works. An application called “Public By Default” (https://publicbydefault.fyi/) [74] examines all transactions in 2017, collected from the Venmo public API at that time. It presents a statistical overview of common types of transactions, including by time (e.g., rent transactions naturally peak on the first of month) and singles out some specific, redacted, case studies (e.g., a cannabis retailer and the messages used to pay them). Our findings complement Do Thi Duc’s [74] observations in that sensitive information about drugs, relationships, etc. are being publicly revealed on Venmo. Our approach examines data leaks across many categories and time periods.

Acker et al. [75] illustrate how transaction feeds of mobile payments support social practices, communication, and commerce with mobile devices and wireless networks. Huang et al. [76] observe that the social aspects of novel peer-to-peer (P2P) payment systems, such as Venmo, can even play a role in how consumers judge a business. Through interviews with 14 Venmo users and surveys of 164 peer-to-peer payment app users and 80 Venmo users, Caraway et al. [49] find uses consistent with other social awareness streams (SASs), and uncover novel uses that reflect the unusual inclusion of an SAS within a social payments app. People write purely functional transaction descriptions (i.e., notes) with strangers, while in transactions with friends, they sometimes craft playful descriptions that enhance their relationships. These studies emphasize that the social features are important not only to Venmo’s popularity, but lead to a certain intimacy, which could be lead to inadvertent public sharing of sensitive information.

Zhang et al. [64] find that Venmo communities are densely connected compared to other interaction networks, and are often driven by specific niche applications. Using a newer and larger dataset, Unger et al. [77] sought to replicate Zhang et al.’s [64] methods and found that most network properties like density and clustering have been stable over time on Venmo. They notice an increase in users who quit after making a single Venmo transaction, and more communities with a smaller member pool. These studies have found that Venmo has had some consistent structural and network properties, which we leverage in our longitudinal investigation. Wang et al. [18] study how to classify private tweets into different, potentially sensitive topics. We leverage their keywords in part in our work, but revise them to achieve a higher confidence on the sensitivity of data being shared. Our classification approach also outperforms Wang et al., as shown in Table 13 in the Appendix and as discussed in Section 5. Wang et al. [78] quantify the level of sensitivity in tweets. They use multiple sets of keywords to come up with the candidate list of sensitive tweets and then score each tweet in terms of how much it exposes user privacy. This is direction we plan to explore in our future work. Deb et al. [79] designed a Twitter bot that leverages machine learning to identify users posting pro-tobacco tweets. They achieve a binary classification accuracy of 74% using Char-CNN on tobacco and drug-related tweets.

9 Conclusions

Our analysis of multiple, large Venmo datasets and user data privacy practices highlights serious risks from a public-by-default policy for mobile social payments. Mandatory notes and human challenges in navigating Venmo’s user interface have led to significant sensitive data leakage. Though social features can have real benefits to users on social platforms (including Venmo), companies are accountable for providing a safe default settings to users. This is important given that most users do not have the technical literacy to change default privacy settings or the awareness of how their information leaks add up over time. The public-by-default model poses real privacy risks for users. It is critical that users opt into a public setting, and are kept appraised of the data they are sharing publicly (e.g., through a periodic summary compiled by the platform). We encourage Venmo and other social platforms to pro-actively work with researchers to collaboratively develop better privacy practices.
Acknowledgement

We would like to thank Mr. Shrivu Shankar for helping us with the data collection. This research received no specific grant from any funding agency in the public, commercial, or not-for-profit sectors.

References

Transactions (ICITST), 2017.


A Classification criteria

Table 11 shows sources we used to extract keywords for our sensitive note categories. Figure 7 shows the regular expressions we use to identify sensitive note categories.

B Classification accuracy

Evaluation for our BERT model, compared with three other approaches: (BoW-kw) bag-of-words using our keyword sets, (BOW-NB) Naive Bayes on bag-of-words, (TF-IDF-NB) Naive Bayes on TF-IDF. We evaluate three flavors of our BERT model: (SENMO-npre) BERT without keyword pre-filtering, (SENMO-NONE) BERT with NON as a separate category in fine-tuning step and (SENMO) BERT with keyword prefiltering, and without NON category in fine-tuning. Our results are shown in Table 13.

Table 8. Thresholds for percentages of transactions that match AA keywords for the AA groups, gambling keywords for the gambling groups and biker gang keywords for the biker gang groups.

Table 9. List of keywords for AA groups.

Table 10. List of keywords for gambling groups.
I know what you did on Venmo: Discovering privacy leaks in mobile social payments

Table 11. Various popular sources that we use to identify keywords for the different categories.

<table>
<thead>
<tr>
<th>Category</th>
<th>Sources used to identify keywords for the different categories</th>
</tr>
</thead>
<tbody>
<tr>
<td>ADU</td>
<td>A quality type-aware annotated corpus and lexicon for harassment research [55, 56] and Luis von Ahn’s research group: offensive/profane word list [54]</td>
</tr>
<tr>
<td>LGB</td>
<td>Pornography lexicons [80]</td>
</tr>
<tr>
<td>HEA</td>
<td>American Medical Association [81]</td>
</tr>
<tr>
<td>DAG</td>
<td>National Institute on Drug Abuse [57] and National Institute on Alcohol Abuse and Alcoholism [58]</td>
</tr>
<tr>
<td></td>
<td>Gambling Il Dado - casino gambling glossary [82]</td>
</tr>
<tr>
<td>POL</td>
<td>List of presidents of the United States [83] and List of vice presidents of the United States [84]</td>
</tr>
<tr>
<td></td>
<td>First ladies of the United States [85] and A quality type-aware annotated corpus and lexicon for harassment research [55, 56]</td>
</tr>
<tr>
<td>RET</td>
<td>List of ethnic slurs [86] and Racial equity tools glossary [87]</td>
</tr>
<tr>
<td></td>
<td>Glossary of terms relating to ethnicity and race for reflection and debate [88] and The racial slur database [89]</td>
</tr>
<tr>
<td></td>
<td>A quality type-aware annotated corpus and lexicon for harassment research [55, 56]</td>
</tr>
<tr>
<td>VCR</td>
<td>Rebecca’s vocabulary of crime &amp; criminals [90] and FindLaw’s team of legal writers and editors [91]</td>
</tr>
<tr>
<td></td>
<td>Crime list [92] and Federal crimes list [93]</td>
</tr>
<tr>
<td>REL</td>
<td>Members of the family [94] and Family [95]</td>
</tr>
<tr>
<td></td>
<td>Really learn English: English vocabulary for dating and relationships [96] and English grammar here: family relationship names [97]</td>
</tr>
<tr>
<td></td>
<td>Divorce law info [98]</td>
</tr>
<tr>
<td>LOC</td>
<td>World cities database [99] and Countries and regions of the world [100]</td>
</tr>
</tbody>
</table>

Table 12. List of keywords for biker gang groups.

<table>
<thead>
<tr>
<th>Sensitive (BG)</th>
<th>Common Pattern</th>
</tr>
</thead>
<tbody>
<tr>
<td>It comprises the list of biker gangs from the following sources: Outlaw motorcycle clubs [65]</td>
<td>It comprises the list of motorcycle components and motorcycle names from the following sources: Motorcycle components [101]</td>
</tr>
<tr>
<td>The most dangerous biker gangs in America [66]</td>
<td>Common motorcycle names [102]</td>
</tr>
<tr>
<td>It also includes terms like: gas, gasoline, bike payment/rental/service, donation, funds.</td>
<td></td>
</tr>
</tbody>
</table>
Table 13. Classification accuracy on the Ground Truth data.

<table>
<thead>
<tr>
<th>Category ID</th>
<th>BoW-BoW</th>
<th>BoW-NB</th>
<th>TF-IDF-NB (without Keyword Filter)</th>
<th>SENMO-npre (with Keyword Filter)</th>
<th>SENMO (with Keyword Filter)</th>
<th>SENMO-NONE (with explicit NON category)</th>
</tr>
</thead>
<tbody>
<tr>
<td>True Positives</td>
<td>Per Note Accuracy</td>
<td>0.68</td>
<td>0.77</td>
<td>0.65</td>
<td>0.90</td>
<td>0.90</td>
</tr>
<tr>
<td>LGB</td>
<td>1.00</td>
<td>0.59</td>
<td>0.70</td>
<td>0.94</td>
<td>0.94</td>
<td>0.94</td>
</tr>
<tr>
<td>ADU</td>
<td>0.96</td>
<td>0.80</td>
<td>0.66</td>
<td>0.95</td>
<td>0.94</td>
<td>0.94</td>
</tr>
<tr>
<td>HEA</td>
<td>0.99</td>
<td>0.83</td>
<td>0.57</td>
<td>0.95</td>
<td>0.95</td>
<td>0.92</td>
</tr>
<tr>
<td>UMG</td>
<td>0.97</td>
<td>0.79</td>
<td>0.40</td>
<td>0.93</td>
<td>0.93</td>
<td>0.84</td>
</tr>
<tr>
<td>POL</td>
<td>0.95</td>
<td>0.80</td>
<td>0.67</td>
<td>0.96</td>
<td>0.95</td>
<td>0.90</td>
</tr>
<tr>
<td>RET</td>
<td>0.99</td>
<td>0.70</td>
<td>0.76</td>
<td>0.95</td>
<td>0.95</td>
<td>0.91</td>
</tr>
<tr>
<td>VLA</td>
<td>0.96</td>
<td>0.80</td>
<td>0.60</td>
<td>0.93</td>
<td>0.93</td>
<td>0.93</td>
</tr>
<tr>
<td>REL</td>
<td>0.96</td>
<td>0.49</td>
<td>0.94</td>
<td>0.94</td>
<td>0.94</td>
<td>0.94</td>
</tr>
<tr>
<td>LOC</td>
<td>0.98</td>
<td>0.81</td>
<td>0.89</td>
<td>0.97</td>
<td>0.97</td>
<td>0.97</td>
</tr>
<tr>
<td>NON</td>
<td>0.88</td>
<td>0.89</td>
<td>0.97</td>
<td>0.97</td>
<td>0.95</td>
<td>0.68</td>
</tr>
<tr>
<td>False Positives</td>
<td>Per Note Accuracy</td>
<td>0.05</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
</tr>
<tr>
<td>LGB</td>
<td>0.03</td>
<td>0.02</td>
<td>0.00</td>
<td>0.01</td>
<td>0.01</td>
<td>0.01</td>
</tr>
<tr>
<td>ADU</td>
<td>0.13</td>
<td>0.01</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
</tr>
<tr>
<td>HEA</td>
<td>0.01</td>
<td>0.01</td>
<td>0.00</td>
<td>0.00</td>
<td>0.01</td>
<td>0.01</td>
</tr>
<tr>
<td>DAI</td>
<td>0.02</td>
<td>0.01</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
</tr>
<tr>
<td>POL</td>
<td>0.02</td>
<td>0.01</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
</tr>
<tr>
<td>RET</td>
<td>0.01</td>
<td>0.01</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
</tr>
<tr>
<td>VCR</td>
<td>0.06</td>
<td>0.02</td>
<td>0.00</td>
<td>0.01</td>
<td>0.01</td>
<td>0.01</td>
</tr>
<tr>
<td>REL</td>
<td>0.01</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
</tr>
<tr>
<td>LOC</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
<td>0.00</td>
</tr>
<tr>
<td>NON</td>
<td>0.01</td>
<td>0.16</td>
<td>0.34</td>
<td>0.02</td>
<td>0.03</td>
<td>0.14</td>
</tr>
</tbody>
</table>

Table 14. Interpretation of sensitive content by different laws, regulations and government agencies across the globe.

<table>
<thead>
<tr>
<th>Region</th>
<th>Africa</th>
<th>Asia</th>
<th>Australia</th>
<th>Europe</th>
<th>North America</th>
<th>South America</th>
</tr>
</thead>
<tbody>
<tr>
<td>Race/Ethnicity</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Adult content/Sexual orientation</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Medical Facts</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Religious/Philosophical beliefs</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Trade union membership</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Political opinions</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Genetic/Biometric information</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Personal financial information</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Government ID number</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Data that may cause discrimination</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Data that may cause embarrassment</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Data that may cause unfairness</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Data that may cause inconvenience</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Date of birth, Place of birth</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Mother’s maiden name</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Employment Information</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Criminal history</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
</tbody>
</table>

Table 15. Interpretation of sensitive content by some of the largest tech companies [119–121] across the globe.

<table>
<thead>
<tr>
<th>Online Service Providers</th>
<th>Apple Inc. (App Store [112])</th>
<th>Alphabet Inc. (Google [11])</th>
<th>Microsoft (Office 365 [113])</th>
<th>Amazon (Delivery Products [114])</th>
<th>Sony (Playstation [115])</th>
<th>Tencent (WeChat [116])</th>
<th>Facebook Inc. (Advertising policies [117])</th>
<th>Adobe [118]</th>
</tr>
</thead>
<tbody>
<tr>
<td>Race/Ethnicity</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Adult content/Sexual orientation</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Medical Facts</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Religious/Philosophical beliefs</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Political opinions</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Genetic/Biometric information</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Illegal content/activity</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Personal financial information</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Violence/Crime</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Personal information (e.g. email, phone number, address)</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Personal care products</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Intimate clothing</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Jewelry</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Personal protection products</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
<tr>
<td>Government ID number</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
<td>✓</td>
</tr>
</tbody>
</table>