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Abstract

We propose a general mathematical methodology for studying the dynamics of multi-
agent systems in which complex collective behavior arises out of local interactions between
many simple agents. The mathematical model is composed of a system of coupled dif-
ferential equations describing the macroscopic, or collective, dynamics of an agent-based
system. We illustrate our approach by applying it to analyze several agent-based systems,
including coalition formation in an electronic marketplace, and foraging and collaboration
in a group of robots.

1. Introduction

Two paradigms dominate the design of multi-agent systems. The first, what we will call the
traditional paradigm, is based on deliberative agents and (usually) central control, while
the second, the swarm paradigm, is based on simple agents and distributed control. In the
past two decades, researchers in the Artificial Intelligence and related communities have, for
the most part, operated within the first paradigm. They focused on making the individual
agents, be they software agents or robots, smarter and more complex by giving them the
ability to reason, negotiate and plan action. In these deliberative systems complex tasks
can be done either individually or collectively. If collective action is required to complete
some task, a central controller is often used to coordinate group behavior. The controller
keeps track of the capabilities and the state of each agent, decides which agents are best
suited for a specific task, tasks the agents and coordinates communication between them
(see, e. g., Electric Elves (Chalupsky, Gil, Knoblock, Lerman, Oh, Pynadath, Russ, &
Tambe, 2001), RETSINA (Sycara & Pannu, 1998)). Deliberative agents are also capable
of collective action in the absence of central control; however, in these cases agents require
global knowledge about the capabilities and the states of other agents with whom they
may form a team. Acquiring such global knowledge may be expensive and thus impractical
for many applications. For instance, a multi-agent system may break into a number of
coalitions containing several agents, with each coalition being able to accomplish some task
more effectively than a single agent can. In one approach to coalition formation, the agents
compute the optimal coalition structure (Sandholm, Larson, Andersson, Shehory, & Tohmé,
1998) and form coalitions based on this calculation.

Swarm Intelligence (Beni, 1988; Beni & Wang, 1989; Bonabeau, Dorigo, & Theraulaz,
1999) represents an alternative approach to the design of multi-agent systems. Swarms are



composed of many simple agents. There is no central controller directing the behavior of
the swarm, rather, these systems are self-organizing, meaning that constructive collective
(macroscopic) behavior emerges from local (microscopic) interactions among agents and
between agents and the environment. Self-organization is ubiquitous in nature — bacteria
colonies, amoebas and social insects such as ants, bees, wasps, termites, among others —
are all examples of this phenomenon. Indeed, in many of these systems while the individual
and its behavior appear simple to an outside observer, the collective behavior of the colony
can often be quite complex. One of the more fascinating examples of self-organization is
provided by Dictyostelium discoideum, a species of soil amoebas. Under normal conditions
of abundant food supply these single-celled organisms are solitary creatures. However, when
food becomes scarce, the amoebas emit chemical signals which cause the colony to aggregate,
creating a multicelled organism (Devreotes, 1989; Rappel, Nicol, Sarkissian, Levine, &
Loomis, 1999) that is sensitive to light and heat and can travel far more efficiently than its
component cells (Browne, 1999). Next, the collections of cells within the super-organism
differentiate into two distinct types — stalks and spores — which allows the colony to
reproduce by releasing spores which will lie dormant, waiting for more favorable conditions.
There are multiple examples of complex collective behavior among social insects as well: trail
formation in ants, hive building by bees and mound construction by termites are just few
of the examples. The apparent success of these organisms has inspired computer scientists
and engineers to design algorithms and distributed problem-solving systems modeled after
them (Bonabeau et al., 1999; Goldberg & Matari¢, 2000; Ijspeert, Martinoli, Billard, &
Gambardella., 2001; Schoonderwoerd, Holland, & Bruten, 1997).

Swarms offer several advantages over traditional systems based on deliberative agents
and central control: specifically robustness, flexibility, scalability, adaptability, and suitabil-
ity for analysis. Simple agents are less likely to fail than more complex ones. If they do
fail, they can be pulled out entirely or replaced without significantly impacting the overall
performance of the system. Distributed systems are, therefore, tolerant of agent error and
failure. They are also highly scalable — increasing the number of agents or task size does
not greatly affect performance. In systems using central control, the high communications
and computational costs required to coordinate agent behavior limit the size of the system
to at most a few dozen agents. Finally, the simplicity of agent’s interactions with other
agents make swarms amenable to quantitative mathematical analysis.

The main difficulty in designing a swarm is understanding the effect individual char-
acteristics have on the collective behavior of the system. In the past, few analysis tools
have been available to researchers, and it is precisely the lack of such tools that has been
the chief impediment to the wider deployment of swarm-based multi-agent systems. Re-
searchers had a choice of two options to study swarm behavior: experiment or simulation.
Experiments with real agents, e. g., robots, allow them to observe swarms under real condi-
tions; however, experiments are very costly and time consuming, and systematically varying
individual agent parameters to study their effect on the group behavior is often impractical.
Simulations, such as sensor-based simulations for robots, attempt to realistically model the
environment, the robots’ imperfect sensing of and interactions with it. Though simulations
are much faster and less costly than experiments, they suffer from many of the same limita-
tions, namely, they are tedious, and it is often still impractical to systematically explore the
parameter space. Moreover, simulations don’t scale well with the system size — the larger



the number of agents, the longer it takes to obtain results, unless computation is performed
in parallel.

Mathematical analysis is an alternative to the time-consuming and costly experiments
and simulations. Using mathematical analysis we can study dynamics of multi-agent sys-
tems, predict long term behavior of even very large systems, gain insight into system design:
e. g., what parameters determine group behavior and how individual agent characteristics
affect the swarm. In addition, mathematical analysis may be used to select parameters that
optimize swarm performance, prevent instabilities, etc. Mathematical modeling and analy-
sis is increasingly being used outside of the physical sciences where it has had much success.
It has been applied to ecology(Gurney & Nisbet, 1998), epidemiology(O. Diekmann, 2000),
social dynamics(Helbing, 1995), behavior of markets, to name just a few disciplines.

We propose a general methodology for mathematical analysis of multi-agent systems
that obey the Markov property. In these systems, the agent’s future state depends only on
its present state. Many of the currently implemented multi-agent systems, e. g., reactive
and behavior-based robotics, satisfy this property. We derive a class of mathematical models
that describe the collective dynamics of a multi-agent system and illustrate our approach
by applying it to several case studies, which include both software agents and robots. For
each system, we derive a set of equations that describe how the system changes in time and
analyze their solutions. We also elucidate what these solutions tell us about the behavior
of the multi-agent system.

2. Mathematical Analysis

A mathematical model is an idealized representation of a process. Constructing a math-
ematical model is a step-like process. In order to be useful, the model has to explicitly
take into account the salient details of the process it describes. By including more details
the model can become a better approximation of reality. These additions can correct the
quantitative results of the simpler model, or simply render them more precise, but not in-
validate them. In our analysis we will strive to construct the simplest mathematical model
that captures all of the most important details of the multi-agent system we are trying to
describe.

2.1 Microscopic vs Macroscopic Models

A mathematical model can describe a multi-agent system either at a microscopic or a
macroscopic level. Microscopic descriptions treat the individual agent as the fundamental
unit of the model. These models describe the agent’s interactions with other agents and
the environment. There are several variations of the microscopic approach. A common
method employed by physicists consists of writing down the microscopic equations of motion
for each agent (e. g., molecular dynamics), and solving them to study the behavior of
a system. However, for large systems, solving equations with many degrees of freedom
is often impractical. In some cases, it may be possible to derive a macroscopic model
with fewer degrees of freedom from the microscopic model, which one can then solve to
study the properties of the agent-based system. Schweitzer and coworkers (Schweitzer,
Lao, & Family, 1997) attempted to do just that in their analytic study of trunk trail
formation by ants and people. Microscopic simulations, such as molecular dynamics (Dun-



can, McCarson, Stewart, Alsing, Kale, & bi nett, 1998), cellular automata (Wolfram, 1994)
and particle hopping models (Chowdhury, Santen, & Schadschneider, 2000), are a popular
tool for studying dynamics of large multi-agent systems. In these simulations, agents change
state stochastically or depending on the state of their neighbors. The popular Game of
Life is an example of cellular automata simulation. Another example of the microscopic
approach is the probabilistic model developed by Martinoli and coworkers (Martinoli, 1999;
Martinoli, Ijspeert, & Gambardella, 1999; Ijspeert et al., 2001) to study collective behavior
in a group of robots. Rather than compute the exact trajectories and sensory information
of individual robots, Martinoli et al. model each robot’s interactions with other robots and
the environment as a series of stochastic events, with probabilities determined by simple
geometric considerations. Running several series of stochastic events in parallel, one for
each robot, allowed them to study the group behavior of the multi-robot system.

Unlike microscopic models, macroscopic models directly describe the collective group
behavior of multi-agent systems. A macroscopic description offers several advantages over
the microscopic approach. It is more computationally efficient, because it uses uses many
fewer variables than the microscopic model. The macroscopic descriptions also tend to
be more universal and, therefore, more powerful. The same mathematical description can
be applied to other systems governed by the same abstract principles. At the heart of
this argument is the concept of separation of scales, which holds that the details of the
microscopic interactions (among agents) are only relevant for computing the values of the
parameters of the macroscopic model. This idea has been used by physicists to construct
a single model that describes the behavior of seemingly disparate systems, e. g., pattern
formation in convecting fluids and chemical reaction-diffusion systems (Walgraef, 1997). Of
course, the two descriptive levels are related, and it may be possible in some cases to exactly
derive the parameters of the macroscopic model from the microscopic theory.

In this paper we propose a general methodology for mathematical analysis of large multi-
agent systems. Our approach is based on viewing swarms as stochastic systems. We derive
a class of macroscopic models that describe the collective dynamics of multi-agent systems.
The resulting models are quite simple and may be easily written down by analyzing the
behavior of a single agent. Our approach is general and applicable to different kinds of
agent-based systems, such as swarms of software agents, robots, and sensors, as illustrated
in Sections 3-5.

2.2 Swarms as Stochastic Systems

The behavior of individual agents in a swarm has many complex influences, even in a
controlled laboratory setting. Agents are influenced by external forces, many of which may
not be anticipated. For robots, external forces include friction, which may vary with the
type of surface the robot is moving on, battery power, sound or light signals, etc. Even if all
the forces are known in advance, the agents are still subject to random events: fluctuations
in the environment, as well as noise in the robot’s sensors and actuators. Each agent will
interact with other agents that are influenced by these and other events. In most cases
it is difficult to predict the agents’ exact trajectories and thus know which agents will
come in contact with one another. Finally, the agent designer can take advantage of the
unpredictability and incorporate it directly into the agent’s behavior. For example, the



simplest effective policy for obstacle avoidance in a robot is for it to turn a random angle
and move forward. Thus, the behavior of agents in the swarm is so complex, the swarm is
best described probabilistically, as a stochastic system.

Before we present a methodology for mathematical analysis of stochastic systems, we
need to define some terms. State labels a set of related agent behaviors required to ac-
complish a task. For example, when a robot is engaged in a foraging task, its goal is to
collect objects, such as pucks, scattered around the arena and bring them to a home base.
The foraging task can be thought of as consisting of the following high-level behavioral
requirements (Arkin, 1999) or states

e Homing - return the puck to a home base after it is picked up (includes collision
avoidance)

e Pickup - if a puck is detected, close gripper
e Searching - wander around the arena in search of pucks (includes collision avoidance)

Each of these high level states may consist of a single action or behavior, or a set of behaviors.
For example, when the robot is in the Searching state, it is wandering around the arena,
detecting objects and avoiding obstacles. In the course of accomplishing the task, the robot
will transition from the Searching to Pickup and finally to Homing states. It is clear that
each agent in a multi-agent system is in exactly one of a finite number of states during a
sufficiently short time interval. Note that there can be one-to-one correspondence between
agent actions/behaviors and states. However, in order to keep the mathematical model
compact and tractable, it is useful to coarse-grain the system by choosing a smaller number
of states, each incorporating a set of agent actions or behaviors.

We associate a unit vector ¢ with each state £k = 1,2,..., L. The configuration of the
system is defined by the occupation vector

L
= nidk (1)
k=1

where ny, is the number of agents in state k. The probability distribution P(7,t) is the
probability the system is in configuration 7 at time t¢.

2.3 The Stochastic Master Equation

For systems that obey the Markov property, the future is determined only by the present
and not by the past. Clearly, agents that plan or use memory of past actions to make
decisions, will not meet this criterion; however, many swarms studied by various researchers,
specifically those based on reactive and behavior-based robots and many types of software
agents and sensors, do satisfy the Markov property. We restate the Markov property in the
following way: the configuration of a system at time ¢+ At depends only on the configuration
of the system at time ¢. This fact allows us to rewrite the marginal probability density
P(7i,t + At) in terms of conditional probabilities:

P(ii, t + At) =Y P(ii,t + Atlii, ) P(iW, 1).
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Using the fact that

S P( t+ Atli, t) = 1,

allows us to rewrite the change in probability density as

P(7i, t + At) — ZP i, t + Atli’ ZP 4+ Atlii, ) P(, ). (2)
In the continuum limit, as At — 0, Eq. 2 becomes

ZW P t) — ZW(ﬁ’W; t)P(7,t), (3)

with transition rates defined as

8P

P(it,t + At]il', t)
m .
At—0 At

(4)

The above equation says that the configuration of the system is changed by transi-
tions to and from states. The equation, known as the Master Equation, is used widely
to study dynamics of stochastic systems in physics and chemistry (Garnier, 1983), traf-
fic flow (Mahnke & Pieret, 1997; Mahnke & Kaupuzs, 1999; Galstyan & Lerman, 2001)
and sociodynamics (Helbing, 1995), among others. The Master Equation also applies to
semi-Markov processes in which the future configuration depends not only on the present
configuration, but also on the time the system has spent in this configuration. As we will
see in a later section, transition rates in these systems are time dependent, while in pure
Markov systems, they are time-independent.

2.4 The Rate Equation

The Master equation (Eq. 3) fully determines the evolution of a stochastic system. Once the
probability distribution P(7,t) is found, one can calculate the characteristics of the system,
such as the average and the variance of the occupation numbers. Sometimes, however, it
is more useful to have the equation for the average occupation vector, (1), itself (the Rate
Equation). To derive an equation (7i), we multiply Eq. 3 by 7 and take the sum over all
configurations:

0

_ ZZ 7 — YW (| £) P(7, £) = <Z(ﬁ’ W (|7 t)> (5)

=1

n

where (...) stands for averaging over the distribution function P(7,t). The time—evolution
of a particular occupation number is obtained from the vector equation Eq. 5 as

o) = (X (o~ ma)W ) (©

ﬁl



Let us assume for simplicity that only individual transitions between states are allowed,
ie., W(i'|ii;t) # 0 only if i’ — 7@ = ¢; — §;, ¢ # j, and let w;; be the transition rate from
state j to state 7. Note that in general w;; may be a function of the occupation vector 7,
w;j = wi;(7). Define a matrix D with off-diagonal elements w;; and with diagonal elements

D;; = — > wg;. Then we can rewrite Eq. 5 in a matrix form as
2 . oo R
3¢\ = (D(71) - @) ~ D((7)) - () (7)

where we have used so the called mean—field (MF) approximation (F (7)) ~ F((f)). The
MF approximation is often used in statistical physics, and is well justified for unimodal and
sharp distribution functions. The average occupation numbers obey the following system
of coupled linear equation

9 k) = Y e (7)) — (ma) 3w (4) (5)

The above equation is known as the Rate Equation. The first term in Eq. 8 describes an
increase in the occupation number nj due to transitions to state k from other states, while
the second term describes the loss due to the transitions from the state k to other states.

The rate equation has been widely used to model dynamic processes in a wide vari-
ety of systems. The following is a short list of applications: in chemistry, it has been
used to study chemical reactions (Garnier, 1983); in physics, the growth of semiconductor
surfaces (Barabasi & Stanley, 1995); in ecology to study population dynamics including
predator-prey systems (Haberman, 1998); in biology to model the behavior of ant colonies
(Pacala, Gordon, & Godfray, 1996). The rate equation has also found applications in the
social sciences (Helbing, 1995). However, with the exception of the work by Sugawara
and coworkers (Sugawara, Sano, & Yoshihara, 1997; Sugawara, Sano, Yoshihara, & Abe,
1998) on foraging in a group of communicating robots, the rate equation approach has not
been widely used to study the behavior of multi-agent systems by the robotics and the Al
communities.

The rate equation is usually derived from the (phenomenological) finite difference equa-
tion describing the change in the instantaneous value of a dynamic variable (e. g., US
population) over some time interval At (e. g., a decade is used by the Census Bureau).
By taking the limit At — 0, one recovers the differential form of the rate equation. The
rate equations are deterministic. However, as we have shown, in stochastic systems the
rate equation describes the dynamics of the average quantities. How closely the average
quantities track the behavior of the actual dynamic variables depends on the magnitude of
fluctuations. The larger the system, the smaller are the (relative) fluctuations. In a small
system, the experiment may be repeated many times to average out the effect of fluctua-
tions. Pacala et al. (Pacala et al., 1996) showed that in models of task allocation in ants,
the exact stochastic and the average deterministic models quantitatively agree in systems
containing as few as ten ants. The agreement increases as the size of the system grows.

We believe that the rate equation is a useful tool for mathematical analysis of macro-
scopic, or collective, dynamics of agent-based systems. To facilitate the analysis, we begin
by drawing the state diagram of the system, specifying all states as well as transitions be-
tween states. The state diagram can be easily constructed if the details of the individual



agent’s behavior are known. Each state in the state diagram corresponds to a dynamic
variable in the mathematical model — the average number of agents in that state — and it
is coupled to other variables through transitions between states. We write down a series of
coupled differential equations, one for each state with appropriate transition rates, specified
by the details of the interactions between agents.

In the next sections we will illustrate the approach by applying it to study several
agent-based systems. Our examples include coalition formation among mobile software
agents (Section 3), collaboration (Section 4) and foraging (Section 5) in a group of robots.

3. Coalition Formation in a Multi-agent System

In many cases, collaboration can improve the performance of a multi-agent system because
a team of agents can accomplish a task more efficiently than a single agent can. Coalition
formation is one mechanism by which such collaboration may occur (Shehory & Kraus,
1998, 1999; Sandholm et al., 1998). However, the coalition formation mechanisms proposed
to date apply to deliberative agents. While they might be suitable for dozens of agents, they
will not scale up to thousands of agents due to their computational and communications
complexity. Recent work (Lerman & Shehory, 2000) has proposed an alternative mechanism
for coalition formation in an electronic marketplace, one that is based on simple locally
interacting agents, 7. e. , a swarm. The low computational and communications overhead
of this mechanism makes it appropriate for even very large marketplaces. We show how
the mathematical model of coalition formation presented in (Lerman & Shehory, 2000) fits
within the stochastic approach.

Consider a system of multiple mobile purchasing agents, each given a task to obtain
goods with the goal of minimizing the price paid for the goods. In a wholesale market sellers
can reduce their manufacturing, advertising and distribution costs by selling large quantities
of the product in bulk. They will usually choose to pass some of the savings to the buyers.
If the buyers do not individually need large quantities of the goods, it is still beneficial
for them to form buyers’ coalitions, allowing them entry into the wholesale market, thus
reducing the price per unit. We assume that agents have, or can acquire, contact information
of vendors which supply the requested goods and the retail (base) price for the product.
Such information can be provided via middle agents and other agent location mechanisms
(Shehory, 2000). The agents join coalitions by placing an order to purchase a product, and
they leave coalitions by withdrawing an order for the product. The orders remain open for
some period of time to allow new orders to come in. At the end of the specified time, the
orders are filled, and the price each agent pays for the product is based on the size of the
final purchasing coalition. We will also assume that some constraints limit the maximum
size of the coalition. For example, manufacturing and distribution constraints restrict the
bulk order to some size; therefore, vendors will not accept bulk orders greater than this
maximum.

We examine a homogeneous multi-agent system, in which every agent has the same
goal (to purchase a specific product at the lowest price) and follows the same strategy
(coalition formation) as illustrated in the flowchart of Fig. 1. We assume that, given no
additional information, agents have no a priori preference among the vendors; therefore,
each agent makes a random selection from its list of vendors and moves to the vendor site.
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Figure 1: Single agent controller.

If it encounters another agent, it may form a new coalition of size two with that agent. If
the agent encounters a coalition of agents of any size, it may join the coalition with some
probability, increasing the size of the existing coalition, unless it has encountered a coalition
of maximum size, which it will not be able to join. The agents may also leave coalitions
with some probability, because further exploration of the marketplace may result in them
encountering more beneficial coalitions. Though we have not yet specified a relationship
between coalition size and the utility of belonging to the coalition, we can assume, without
loss of generality, that the benefit of being a coalition member depends on the coalition size;
therefore, the decision to join or leave the coalition will also depend on the coalition size.
In other words, the agent is more (less) likely to join (leave) a larger coalition rather than
a smaller one (given there are no costs associated with leaving a coalition).

The coalition formation mechanism outlined in Fig. 1 requires minimal communication
between agents, and because their decision depends solely on local conditions, it also re-
quires no global knowledge. Our mechanism excludes explicit negotiation, yet, as we will
show, this mechanism still leads to the formation of robust coalitions. Moreover, each
agent encounters other agents and coalitions randomly; therefore, this agent-based system
can be described probabilistically as a stochastic system, and we can analyze it using the
methodology presented in the preceding sections.

3.1 Macroscopic Description of Coalition Formation

Using the flowchart of the agent’s behavior as a guide, we may construct a microscopic theory
of the coalition formation process, that treats the individual agent as a fundamental unit in
the model. This model would specify how agents make decisions to join or leave coalitions



and simulating a system composed of many such agents would give us an understanding of
the global behavior of the system.

Alternatively, we may construct a macroscopic model that treats coalitions as the fun-
damental units, thereby directly describing the global properties of the system we are in-
terested in studying, namely the number and size of coalitions, how these quantities change
with time, their stability, etc.

Searching—{Coalition Coalition Coaliton} 5
agents «— size 2 size 3 |« sized |«

Figure 2: State diagram of the multi-agent system.

In order to construct a mathematical model of coalition formation, it is useful to write
down the state diagram of the multi-agent system. Looking at Fig. 1, it is clear that during
a sufficiently short time interval, each agent is either searching for a coalition to join, or it
is a member of a coalition of size n, where 2 < n < m, and m is the maximum coalition
size. These states are captured by boxes in Fig. 2. We assume that the decision to join
or leave coalition happens on a sufficiently short time scale that it can be included in the
search or coalition state respectively. In addition to states, we have to specify transitions
between states. A transition will occur when an agent randomly encounters another agent
or a coalition and decides to join it, or when an agent decides to leave a coalition. When
an agent joins the coalition, the coalition state changes from size n to size n + 1, when it
leaves the coalition and resumes the search, the coalition state changes from n to n — 1.

In the following section we will construct a macroscopic mathematical model that cap-
tures the dynamics of the coalition formation process. The model is expressed as a set of
coupled rate equations that describe how the number of coalitions of each size evolves in
time. We will study the behavior of solutions for different parameter values and show that
solutions reach a steady state in which the distribution of coalitions no longer changes. We
define a utility gain function, the measure of savings achieved by all agents in the system,
and calculate its value for each steady state solution. We find that the steady state dis-
tribution and utility gain depend on a single parameter — the rate at which agents leave
coalitions.

3.2 The Mathematical Model of Coalition Formation

The macroscopic dynamic variables of the model are the number of coalitions of a given
size. Let r1(t) denote the number of searching agents unaffiliated with any coalition at time
t, and 7, (t) the number of coalitions of size n, 2 < n < m, at time t. We assume that there
is no net change in the number of agents, and therefore expect a realistic dynamic process
to conserve the total number of agents in the system, Ny; i. e. ,

Z nr, = Ny. 9)
n=1

The mathematical model of coalition formation consists of a series of coupled rate equa-
tions, each describing how the dynamic variables, rq, ro, ..., my,, change in time. Solving

10



the equations, subject to the condition that initially (at ¢ = 0) the system consists of Ny
agents and no coalitions, yields the coalition distribution at any given time. The model
can be written down by examining Fig. 2. The equation for every state, except r1 and r,,,
will contain four terms, corresponding to the arrows that initiate and terminate at that
state. The meaning of these terms is as follows: r,, the number of coalitions of size n, will
decrease when an agent joins it or leaves it, and it will increase when a single agent joins a
coalition of size n — 1 or when an agent leaves a coalition of size n + 1. According to our
assumptions, the agents cannot join coalitions of maximum size, m.

Finding the appropriate mathematical form for the transition rates is the main chal-
lenge in applying the rate equations to real systems. In the coalition formation process, the
transition occurs when the agent encounters some trigger — another agent or a coalition at
a particular vendor site. For simplicity, we assume that the trigger is uniformly distributed
in some space. Note that this assumption is consistent with a mean field approach and does
not take into account spatial inhomogeneities in the vendor distribution. Under this ap-
proximation, the rate at which the agent encounters a trigger is proportional to the trigger
density (ry). The proportionality factor depends on the particulars of the system. In the
coalition formation problem, the rate at which agent encounters other agents (coalitions)
depends on how many vendor sites the agent visits in a given time interval. In systems
where proportionality factors cannot be calculated from first principles, it may be expedi-
ent to leave them as parameters in the model and estimate them by fitting the model to
experimental data or simulations.

The rate equations are written as follows:

d = 3
—5 = =2Di () = Y Dari(Ora(t) + 2Bara(t) + Y- Bura(t),
n=2 n=3
dry
=L = 1) (Dacaruea(t) = Dara(®) = Bura(t) + Buparasa (), 1<n <m,
drm,
W = Dp_1m (t)?”m_l(t) — Bm""m(t)

Parameter D,,, the attachment rate, controls the rate at which agents join coalitions of
size n. This parameter includes contributions from two factors: the rate at which an agent
visits vendor sites and the probability of joining the coalition of size n, which depends on
the utility gain, G,,, of becoming a member of coalition of size n. B,,, the detachment rate,
gives the rate at which agents leave coalitions of size n, also in principle dependent on G,.
Note that one of the equations above is superfluous because of the conservation of agents,
Eq. 9. The solutions are subject to the initial conditions: r1(t = 0) = Ny and r,(t =0) =0
forall2<n<m.

We will study only the case where the decision to join and leave coalitions is independent
of coalition size: D, = D, B, = B for all n. To simplify the analysis, we rewrite the
equations in dimensionless form by making the following variable transformations: 7, =
Tn/No, t = DNgt, and B = B/DNy. T, is the density of coalitions of size n. The rate
equations in dimensionless form are:

~ m—1 m
T~ 9B~ Y AR+ 2Boma(t) + 3 Baralt), (10)
n=2 n=3
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dd_;n = A1 (t) — Bin(t). (12)

Note that the attachment rate no longer explicitly appears in the equations. There is now
a single variable parameter in the equations, the dimensionless detachment rate B, which
measures the relative strength of detachment vs the rate at which agents join coalitions.
We investigate the behavior of solutions as this parameter is varied.

3.2.1 RESULTS

Numerical integration of these equations shows that after some transient time period, the
coalition densities reach their steady state values and persist at those values indefinitely.
Existence of the steady state is an important fact about the system, because it guarantees
the predictability of its long-term behavior. The transient period, or the time it takes for
the system to reach a steady state, depends sensitively on B, as do the coalition densities
and global utility gain.

Figure 3 shows the time evolution of the solutions for three different values of the
dimensionless detachment rate: B = 0 (no-detachment case), B = 10~> and B = 1072,
Maximum coalition size is six in all cases. For the no-detachment case, the density of
unaffiliated agents quickly drops to zero while the system reaches its final configuration
where coalitions of size two and three predominate. In contrast, it takes much longer for
solutions to reach their final values for B = 1072 than either for B = 0 or B = 102. The
density of unaffiliated agents, 71, reaches a small but finite value for B = 1072, indicating
that, unlike the no-detachment scenario, there are some agents left at late times that are not
part of any coalition. Notice that this density is larger for B =102 than for B=1075. In
general, we expect the number of free, or unaffiliated, agents to increase as the detachment
rate is increased. We note that for B # 0, the steady state is an equilibrium state: even
though agents are continuously joining and leaving coalitions, the overall distribution of
coalitions does not change. For B = 0, the system gets trapped in an intermediate non-
equilibrium state before it is able to form larger coalitions.

The equations were integrated numerically for m = 6 and different values of B. Figure 4
shows how the steady state coalition densities change as B is increased. The data are
plotted on a logarithmic scale to facilitate the display of variations that occur over many
orders of magnitude. The left-most set of points are the results for the no-detachment
case, B = 0, where the steady state consists mostly of coalitions of size two and three, a
quickly decreasing number of larger coalitions, and no unaffiliated agents. When B is small
and finite, the number of unaffiliated agents is small and largest coalitions dominate. 7y
grows linearly with B (on a log-log scale) over several decades, until B~ 10. At that point
coalitions start to “evaporate” quickly, and as a result, the number of coalitions of larger
size drops precipitously.

3.2.2 UtiLiTy GAIN

The utility gain measures the benefit, or price discount, the agent receives by being a
member of a coalition. The retail price that an unafliliated agent pays to the vendor for
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the product is p, and the coalition price that each member pays is p, < p, which depends
on the size of the coalition. In the simplest model we let p, = p — Ap(n — 1), where Ap is
some price decrement; therefore, the utility gain, or price discount, each coalition member
receives is G, = Ap(n — 1). The total utility gain measures the global efficiency of the
system—the price discount all agents receive by being members of coalitions. The value
of this metric is expected to be high when there are many large coalitions, and conversely,
it is low, meaning the system is less efficient, when there is a large number of unaffiliated
agents. Note that global benefit is achieved even while each agent is selfishly maximizing
its individual gain (Jennings & Campos, 1994). The total discount for all agents is:

m m

G = Z Gpnry, = Ap (Z n’r, — N0> . (13)
n=1 n=1

The maximum utility gain is attained when all the agents are members of coalitions of size

m, or G, = ApNo(m — 1).

The global utility gain per agent (G/Ny) is shown as a solid line in Figure 4, with the
scale displayed on the right-hand side. The utility gain is largest for small finite B. Its
value for B = 1070 is G/Ny = 4.87Ap — a substantial increase over the no-detachment
case value of G/Ny = 2.00Ap and very close to the maximum value 5.00Ap. The utility
gain roughly follows the number of coalitions of maximum size: it decreases slowly as the
detachment rate grows to B & 10, thereafter it drops quickly to zero. For large detachment
rates, there is virtually no utility gain, as the system is composed mainly of unaffiliated
agents. The large increase in the utility gain for small B comes at a price, namely the time
required to reach the steady state. While it takes £ ~ 10 in dimensionless units for solutions
to reach the final state for B = 10, it takes ¢ ~ 10° in the same units for the solutions to
equilibrate for B =1075.

We can obtain analytic expressions for the steady state densities in terms of 71 by setting
the left-hand side of Eqs. 10-12 to zero. We find that at late times the densities obey a
simple relationship:

Fp = B~ (D (14)

By studying the behavior of solutions for different values of m empirically, we obtain a
scaling law for the steady state density of unaffiliated agents 71, and therefore, any coalition
density 7,

This result is valid in the parameter range that we are interested in, namely where the
utility gain is large and slowly varying. Equations 14 and 15, together, allow us to predict
how the steady state density of coalitions of any size changes as the detachment rate, B,
and the maximum coalition size, m, are changed. In particular, as m becomes large, the
exponent of B approaches 1. In this case 7, o B, that is the number of coalitions of every
size grows linearly with B.

3.3 Discussion

We conclude that when the agents are not allowed to leave coalitions, there is some utility
gain in the steady state, reflecting the presence of small coalitions. However, introducing
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Figure 4: Steady state distribution of coalition densities and the global utility gain vs. the
dimensionless detachment rate. Solid line is the global utility gain per agent.

even a very small detachment rate to the basic coalition formation process dramatically
increases the global utility gain. The higher utility gain has a price — namely, the time
required to reach the steady state solution grows very large as B becomes small. As the
relative strength of the detachment rate increases, the utility decreases, because coalitions
shrink in size, and the number of unaffiliated agents grows until there is virtually no utility
gain. However, utility gain remains large and decreases slowly over many orders of magni-
tude of B. The system designer can choose the parameters that result in a substantial global
benefit, while not requiring to wait too long for this benefit to be achieved. Additionally,
using this type of analysis, the designer can predict the final distribution of coalitions, even
for very large systems.

4. Collaboration in Robots

As noted in Sec. 3, collaboration can significantly increase the performance of a multi-agent
system. In some systems collaboration is an explicit requirement, because a single agent
cannot successfully complete the task on its own. Such “strictly collaborative” (Martinoli,
1999) systems are common in insect and human societies, e. g., in transport of an ob-
ject too heavy or awkward to be lifted by a single ant, flying the space shuttle, running
a business or an ant colony, etc. Collaboration in a group of robots has been studied by
several groups (Matarié¢, Nilsson, & Simsarian, 1995; Kube & Bonabeau, 2000; Martinoli &
Mondada, 1995; Ijspeert et al., 2001). We will focus on one group of experiments initiated
by Martinoli and collaborators (Martinoli & Mondada, 1995) and studied by Ijspeert et
al. (Ijspeert et al., 2001) that take a swarm approach to collaboration. In this system col-
laboration in a homogeneous group of simple reactive agents was achieved entirely through
local interactions, 4. e. , without explicit communication or coordination among the robots.
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Because they take a purely swarm approach, their system is a compelling and effective
model of how collaboration may arise in natural systems, such as insect societies.

4.1 Stick-pulling Experiments in Groups of Robots

The stick-pulling experiments were carried out by Ijspeert et al. to investigate the dynamics
of collaboration among locally interacting simple reactive robots. Figure 5 is a snapshot
of the physical set-up of the experiments. The robots’ task was to locate sticks scattered
around the arena and pull them out of their holes. A single robot cannot pull the stick out
by itself — a collaboration between two robots is necessary for the task to be successfully
completed. The collaboration occurs in the following way: one robot finds a stick, lifts it
partly out of the hole and waits for a second robot to find it and pull it out of the ground
completely.

LR

Figure 5: Physical set-up of the stick-pulling experiment showing six Khepera robots (from
Ijspeert et al.).

The actions of each robot are governed by a simple controller, outlined in Figure 6.
The robot’s default behavior is to wander around the arena looking for sticks and avoiding
obstacles, which could be other robots or walls. When a robot finds a stick that is not
being held by another robot, it grips it, lifts it half way out of the ground and waits for
a period of time specified by the gripping time parameter. If no other robot comes to its
aid during the waiting period, the robot releases the stick and resumes the search for other
sticks. If another robot encounters a robot holding a stick, a successful collaboration will
take place during which the second robot will grip the stick, pulling it out of the ground
completely, while the first robot releases the stick and resumes the search. After the task
is completed, the second robot also releases the stick and returns to the search mode, and
the experimenter replaces the stick in its hole.

Ijspeert et al. studied the dynamics of collaboration in stick-pulling robots on three dif-
ferent levels: by conducting experiments with physical robots; with a sensor-based simulator
of robots; and using a probabilistic microscopic model. The physical experiments were per-
formed with groups of two to six Khepera robots in an arena containing four sticks. Because
experiments with physical robots are very time consuming, Webots, the sensor-based simu-
lator of Khepera robots (Michel, 1998), was used to systematically explore the parameters
affecting the dynamics of collaboration. Webots simulator attempts to faithfully replicate
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the physical experiment by reproducing the robots’ (noisy) sensory input and the (noisy)
response of the on-board actuators in order to compute the trajectory and interactions of
each robot in the arena. The probabilistic microscopic model, on the other hand, does not
attempt to compute the trajectories of individual robots. Rather, the robot’s actions —
encountering a stick, a wall, another robot, a robot gripping a stick, or wandering around
the arena — are represented as a series of stochastic events, with probabilities based on
simple geometric considerations. For example, the probability of a robot encountering a
stick is equal to the product of the number of ungripped sticks, and the detection area of
the stick normalized by the arena area. Probabilities of other interactions can be similarly
calculated. The microscopic simulation consists of running several processes in parallel,
each representing a single robot, while keeping track of the global state of the environment,
such as the number of gripped and ungripped sticks. According to Ijspeert et al. the
acceleration factor for Webots and real robots can vary between one and two orders of mag-
nitude for the experiments presented here. Because the probabilistic model does not require
calculations of the details of the robots’ trajectories, it is 300 times faster than Webots for
these experiments.

look for sticks [«

obstacle
avoidance
A

success

){ release
y

Figure 6: Flowchart of the robots’ controller (from Ijspeert et al

4.1.1 EXPERIMENTAL RESULTS

Ijspeert et al. systematically studied the collaboration rate (the number of sticks success-
fully pulled out of the ground in a given time interval), and its dependence on the group
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size and the gripping time parameter. They found very good qualitative and quantitative
agreement between the three different levels of experiments. The main result is that, de-
pending on the ratio of robots to sticks (or workers to the amount of work), there appear to
be two different regimes in the collaboration dynamics. When there are fewer robots than
sticks, the collaboration rate decreases to zero as the value of the gripping time parameter
grows. In the extreme case, when the robot grabs a stick and waits indefinitely for another
robot to come and help it, the collaboration rate is zero, because after some period of time
each robot ends up holding a stick, and no robots are available to help. When there are
more robots than sticks, the collaboration rate remains finite even in the limit the gripping
time parameter becomes infinite, because there will always be robots available to help pull
the sticks out. Another finding of Ijspeert et al. was that when there are fewer robots
than sticks, there is an optimal value of the gripping time parameter which maximizes the
collaboration rate. In the other regime, the collaboration rate appears to be independent of
the gripping time parameter above a specific value, so the optimal strategy is for the robot
to grip a stick and hold it indefinitely.

4.2 The Mathematical Model of Collaboration

In the following section we present a macroscopic mathematical model of the stick-pulling
experiments in a homogeneous multi-robot system. Such a model is useful for the following
reasons. First, the model is independent of the system size, . e. the number of robots;
therefore, solutions for a system of 5,000 robots take just as long to obtain as solutions for
5 robots, whereas for a microscopic description the time required for computer simulation
scales at least linearly with the number of robots. Second, our approach allows us to directly
estimate certain important parameter values, (e. g., those for which the performance is
optimal) without having to resort to time consuming simulations or experiments. It also
enables us to study the stability properties of the system, and see whether solutions are
robust under external perturbation or noise. These capabilities are important for the design
and control of large multi-agent systems.

In order to construct a mathematical model of stick-pulling experiments, it is helpful to
draw the state diagram of the system. On a macroscopic level, during a sufficiently short
time interval, each robot will be in one of two states: searching or gripping. Using the
flowchart of the robots’ controller, shown in Fig. 6, as a reference, we include in the search
state the set of behaviors associated with the looking for sticks mode, such as wandering
around the arena (“look for sticks” action), detecting objects and avoiding obstacles; while
the gripping state is composed of decisions and an action inside the dotted box. We assume
that actions “success” (pull the stick out completely) and “release” (release the stick) take
place on a short enough time scale that they can be incorporated into the search state. Of
course, there can be a discrete state corresponding to every action depicted in Fig. 6, but
this would complicate the mathematical analysis without adding much to the descriptive
power of the model. In general, for purposes of mathematical analysis it is useful to reduce
the dimensionality of the state space by coarse-graining the system as illustrated above.
While the robot is in the obstacle avoidance mode, it cannot detect and try to grip objects;
therefore, avoidance serves to decrease the number of robots that are searching and capable
of gripping sticks. We studied the effect of avoidance in (Galstyan, Lerman, Martinoli, &
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Ijspeert, 2001) and found that it does not qualitatively change the results of the simpler
model that does not include avoidance; therefore, we will for clarity leave it out.

In addition to states, we must also specify all possible transitions between states. When
it finds a stick, the robot makes a transition from the search state to the gripping state.
After both a successful collaboration and when it times out (unsuccessful collaboration) the
robot releases the stick and makes a transition into the searching state, as shown in Fig. 7.
These arrows correspond to the arrow entering and the two arrows leaving the dotted box
in Fig. 6. We will use the macroscopic state diagram as the basis for writing down the
rate equations that describe the dynamics of the stick-pulling experiments. Note that the
system is a semi-Markov system, because the transition from gripping to the searching state
depends not only on the present state (gripping) but also on how long the robot has been
in the gripping state, i. e. , whether the waiting has timed out. This property of the system
is captured by time-dependent transition rates.

(s)

v |
search » grip
1 |
(u)

Figure 7: Macroscopic state diagram of the multi-robot system. The arrow marked ’s’
corresponds to the transition from the gripping to the searching state after a
successful collaboration, while the arrow marked "u’ corresponds to the transition
after an unsuccessful collaboration, 4. e. , when the robots time out.

4.3 The Dynamical Model

The dynamic variables of the model are Ny(t), N4(t), the number of robots in the searching
and gripping states respectively. Also, let M (t) be the number of uncollected sticks at time
t. The latter variable does not represent a macroscopic state, rather it tracks the state of
the environment. The rate equations governing the dynamics of the system read

dg = —aN(t) (M(t) — Ng(t)> + QN (t) Ny (1)

FaN,(t — 1) (M(t — 1) = N,(t - T))F(t; ), (16)
No = N,+N,, (17)
B = NN (). (18)

where «, & are the rates at which a searching robot encounters a stick and a gripping robot
respectively, and 7 is the gripping time parameter. The parameters «, &, and 7 connect
the model to the experiment. « and & are related to the size of the object, the robot’s
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detection radius, or footprint, and the speed at which it explores the arena. I'(¢;7), the
fraction of failed collaborations at time ¢, is the probability no robot came “to help” during
the time interval [t —7,t]. This is a time-dependent parameter, and it describes unsuccessful
transitions from the gripping state in this semi-Markov system.

To calculate T'(¢;7) let us divide the time interval [t — 7,¢] into K small intervals of
length 6t = 7/K. The probability that no robot comes to help during the time interval
[t —T,t— 7+ dt] is simply 1 — &N, (t —7)dt. Hence, the probability for a failed collaboration

1S

L) = ﬁ[l — QtNg(t — 7 4 16t)]|O(t — 7)
=1 p
= exp [Z In[l1 — G0t N,(t — 7 +i6t)] | O(t — tau) (19)

=1

The step function ©(t — 7) ensures that I'(¢;7) is zero for ¢ < 7. Finally, expanding the
logarithm in Eq.(19) and taking the limit 6¢ — 0 we obtain

t
['(t;7) = exp[—a dt' Ns(t)]O(t — 7) (20)
t—1

The three terms in Eq. 16 correspond to the three arrows between the states in Fig. 7.
The first term accounts for the decrease in the number of searching robots because some
robots find and grip sticks; the second term describes the successful collaborations between
two robots, and the third term accounts for the failed collaborations, both of which lead to
an increase the number of searching robots. We do not need a separate equation for IV,
since this quantity may be calculated from the conservation of robots condition, Eq. 17.
The last equation states that the number of sticks, M (t), decreases in time at the rate of
successful collaborations, Eq. 18. The equations are subject to the initial conditions that
at ¢ = 0 the number of searching robots in Ny and the number of sticks is M.

To proceed further, let us introduce n(t) = Ns(t)/No, m(t) = M(t)/My, B = No/Mp,
Rg = &/, f = Rgf and a dimensionless time t — aMot, 7 — aMy7. n(t) is the fraction
of robots in search state and m(t) is the fraction of uncollected sticks at time ¢. Due to
the conservation of number of robots the fraction of robots in the gripping state is simply
1 —n(t). The equations 16-18 can be rewritten in dimensionless form as:

% = —n(t)[m(t) + Bn(t) — 8] + Bn(t)[1 — n(t)]
+n(t —7)m(t — 1) + Bn(t —7) — ] x v(t;7) (21)
dm ~
D (oL - n(1) (22)
Y(t;7) = exp[-f - dt'n(t")] (23)

Eqgs.(21-23) together with initial conditions n(0) = 1, m(0) = 1 determine the dynamical
evolution of the system. Note that only two parameters, 3 and 7, appear in the equations
and, thus, determine the behavior of the solutions. The third parameter 3 = Rg/3 is fixed
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experimentally and is not independent (throughout this paper we will use R = 0.35). This
is related to one of the main conclusions of the Ijspeert et al. paper, namely that dynamics
depends critically on the value of the ration of robots to sticks (53).

4.3.1 RESuULTS

In Ref. (Galstyan et al., 2001) we studied the steady state properties of the system (21-23)
for the case of a static environment, m(t) = const = 1. Experimentally this was realized by
replacing sticks in their holes after they were pulled out. Particularly, it was found that for
B < B.=2/(1+ Rg) the steady state collaboration rate, given by R(r,3) = Bfn(r, 5)(1 —
n(t,3)), has a maximum for a certain value of the gripping time parameter 7.

Below we provide an analysis for the case of a dynamically changing environment. The
number of uncollected sticks now decreases (dm/dt < 0), because robots collect them and
put them in carrying pouches, for instance. First, we consider the case of 7 = oo, which
corresponds to robots gripping the sticks and holding them part-way out of the ground
indefinitely. Solving Eq. 21— 23 yields the number of robots in the search state, Fig. 8(a),
and the number of uncollected sticks, Fig. 8(b), as a function of time for two values of [.
A qualitatively different solution is obtained for small and large values of the parameter
8. For small g—s, the fraction of searching robots exponentially decreases to zero and the
fraction of uncollected sticks “saturates” at m(t) — m # 0 as t — oo. For sufficiently large
(s, however, all the robots are in the searching mode and all the sticks are collected in the
long time limit. This different behavior is illustrated in Fig. 8. For (5 = 0.5), the number of
searching robots drops to zero as all robots end up gripping a stick and only a small fraction
of the sticks is collected (solid lines). For 8 = 1, however, the number of searching robots
first decreases as robots find sticks, but then it increases because successful collaborations
return the gripping robot back to the searching state. Eventually, all the sticks are collected
(dashed lines), and all the robots are in the searching state.

n()

30 0 10 20 30

Figure 8: (a) Fraction of robots in searching state and (b) fraction of uncollected sticks as
a function of time for 7 = oo, § = 0.5 (dashed), and 5 =1 (solid).
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Figure 9: (a) Fraction of searching robots for 7 = 5 and 5 = 0.4. (b)Collaboration rate per
robot vs gripping time parameter 7 for 8 = 0.25,0.5,0.75, 1, for the bottom to
top curves respectively. Collaboration rate is defined as the inverse of the time
needed to collect 90% of the sticks.

When the gripping time parameter 7 is finite, the solution to Eq. 21 displays character-
istic oscillations (Fig. 9(a)) which die out as the solution approaches its steady state value
n(t — oo0) =1, m(t — oco) = 0. Note that the steady state solution for this case is trivial in
the sense that all the sticks are eventually collected and all the robots are in the searching
state after some transient time. Consequently, we modify the measure of collaboration as
the inverse of the time it takes to collect certain fraction f of sticks (f = 0.9 in our anal-
ysis). Collaboration rate vs the gripping time parameter for different values of 3 is shown
in Fig. 9(b). As for the static case studied in the experiments, an optimal behavior is seen
for small 3. Note also, that the kinks in the graph are not numeric artifacts, but are due
to our definition of the collaboration rate. Because n(t) oscillates in the transient regime,
the time to collect f% of the sticks will vary significantly if it falls within this regime. We
have checked that these kinks disappear as f — 1.

4.4 Discussion

We have presented a mathematical model of collaboration in a group of reactive robots. The
robots’ task was to pull sticks out of their holes, and it could be successfully achieved only
through collaboration between two robots. The system we modeled was slightly different
from the experiments studied by Ijspeert et al. in that the number of sticks was not
constant, but decreased as the robots pulled them out. Detailed analysis of the Ijspeert et
al. experiments is presented in a separate paper (Galstyan et al., 2001).

Mathematical analysis reproduces some of the conclusions of the Ijspeert et al. work:
namely, the different dynamical regimes for different values of the ratio of robots to sticks
(8) and the optimal gripping time parameter for 3 less than the critical value. More signif-
icantly, these results were obtained without time consuming simulations. Moreover, some
conclusions, such as the importance of the parameter 3, fall directly out of simple analysis
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of the model. We also conclude that the group performance in an environment where robots
pick up sticks is qualitatively similar to the performance in the static environment where
the number of sticks remains constant.

5. Foraging in a Group of Robots

Robot collection and foraging is one of the oldest and most well-studied problems in robotics.
In this task a single robot or a group of robots has to collect objects scattered around the
arena and to assemble them either in some random location (collection task) or a pre-
specified “home” location (foraging task). These tasks have been studied under a wide
variety of conditions and architectures, both experimentally and in simulation. Below is a
partial list of the previous work on collection that can be categorized in the following way:

o Task type

— collection(Beckers, Holland, & Deneubourg, 1994; Martinoli et al., 1999)
— foraging(Matarié, 1992; Goldberg & Matarié¢, 2000; Nitz, Arkin, & Balch, 1993)

e System type

— single robot
— group of robots (homogeneous(Goldberg & Matari¢, 2000) and heterogeneous(Goldberg
& Matarié¢, 2000; Parker, 1994))

e Controller type

— reactive
— behavior-based(Matarié¢, 1992; Goldberg & Matarié¢, 2000)
— hybrid(Nitz et al., 1993)

e Communication

— no communication(Goldberg & Matarié¢, 2000)

— direct(Nitz et al., 1993; Sugawara & Sano, 1997)

— stigmergetic (through modification of the environment) (Holland & Melhuish,
2000; Vaughan, Stgy, Sukhatme, & Matari¢, 2000b)

The broad appeal of this problem is explained both by ubiquity of collection in general
and foraging in particular in nature — as seen in the food gathering behavior of many
insects — as well as its relevance to many military and industrial applications, such as
de-mining, mapping and toxic waste clean-up. Foraging has been a testbed for the design
of physical robots and their controllers, as well as a framework for exploring many issues in
the design and implementation of multi-robot teams.

We focus our analysis on foraging in a homogeneous multi-robot system using behavior-
based control, the type of systems studied by Mataric and collaborators (Matarié¢, 1992;
Goldberg & Matari¢, 2000). Figure 10 is a snapshot of a typical experiment with four
robots. The robots’ task is to collect small pucks randomly scattered around the arena.
The arena itself is divided into a search region and a small “home”, or goal, region where
the collected pucks are deposited. The “boundary” and “buffer” regions are part of the home
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Figure 10: Diagram of the foraging arena (courtesy of D. Goldberg).

region and are made necessary by limitations in the robots’ sensing capabilities, as described
below. Each robot has an identical set of behaviors governed by the same controller. The
behaviors that arise in the collection task are (Goldberg & Matarié, 2000):

Avoiding obstacles, including other robots and boundaries. This behavior is critical to
the safety of the robot.

Searching for pucks: robot moves forward and at random intervals turns left or right
through a random arc. If the robot enters the Boundary region, it returns to the
search region. This prevents the robot from collecting pucks that have already been
delivered.

Detecting a puck.
Grabbing a puck.
Homing : if carrying a puck, move towards the home location.

Creeping : activated by entering Buffer region. The robot will start using the close-range
detectors at this point to avoid the boundaries.

Home : robot drops the puck. This activates the exiting behavior.
Exiting : robot exits the home region and resumes search.

Figure 11 shows the sequence of behaviors that the robot engages in during a foraging
task. This graph was constructed automatically by analyzing behavior data from the for-
aging experiments (Goldberg & Matarié¢, 1999). The presence of three separate avoiding
states is necessary to prevent a wandering (searching) robot from making a transition to
the homing state through a common avoiding state.
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Figure 11: State diagram of the foraging robot behaviors from Goldberg et al. . The dia-
gram was constructed automatically by analyzing behavior data from the forag-
ing experiments.

5.1 Interference

In the foraging scenario outlined above, robots act completely independently, without com-
municating directly or through the environment; therefore, no collaboration is possible. On
the contrary, only negative interaction is present — interference — caused by competition
for space between spatially extended robots. When two robots find themselves within sens-
ing distance of one another, they will execute obstacle avoiding maneuvers in order to reduce
the risk of a potentially damaging collision. The robot stops, makes a random angle turn
and moves forward. This takes time; therefore, avoidance increases the time it takes the
robot to find pucks and deliver them home. Clearly, a single robot working alone will not
experience interference from other robots. However, if a single robot fails, as is likely in a
dynamic, hostile environment, the collection task will not be completed. A group of robots,
on the other hand, is robust to an individual’s failure. Indeed, many robots may fail but
the performance of the group may be only moderately affected. Many robots working in
parallel may also speed up the collection task. Of course, the larger the group, the greater
the degree of interference — in the extreme case of a crowded arena, robots will spend all
their time avoiding other robots and will not bring any pucks home.

Interference has long been recognized as a critical issue in multi-robot systems (Fontan
& Matarié¢, 1996; Sugawara & Sano, 1997). Several approaches to minimize interference
have been explored, including communication (Parker, 1998), cooperative strategies such as
trail formation (Vaughan, Stgy, Sukhatme, & Matari¢, 2000a) and bucket brigade (Fontan
& Matarié, 1996; Ostergaard, Sukhatme, & Matari¢, 2001). In some cases, the effectiveness
of the strategy to minimize interference will also depend on the group size (@stergaard
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et al., 2001). Therefore, it is important to quantitatively understand interference between
robots and how it relates to the group and task sizes before choosing alternatives to the
default strategy. For some tasks and a given controller, there may exist an optimal group
size that maximizes the performance of the system (Nitz et al., 1993; Fontan & Matarié,
1996; Ostergaard et al., 2001). Beyond this size the adverse effects of interference become
more important than the benefits of increased robustness and parallelism, and it may be-
come beneficial to choose an alternate robot foraging strategy. We will study interference
mathematically and attempt to answer these questions.

Arkin et al. (Nitz et al., 1993) briefly addressed the question of what is an appropri-
ate number of robots for a foraging task in a given environment. By simulating foraging
in groups of up to five communicating robots, they observed an increase in performance
when adding one to three robots as compared to a single worker. However, the perfor-
mance seemed to level out and even degrade with further additions. Performance of non-
communicating robots seemed to improve as the group size grew, at least up to the group
size of five. No simulations for larger group sizes were carried out. Sugawara and cowork-
ers (Sugawara & Sano, 1997; Sugawara et al., 1998) carried out quantitative studies of
foraging in groups of communicating and non-communicating robots. They developed a
simple rate equation-based mathematical model of foraging and analyzed it under different
conditions, that included non-communicating robots. They attempted to treat interference,
but in a different way than we do.

5.2 Mathematical Model of Interference: Searching and Avoiding

As mentioned above, interference is the result of competition between two or more robots
for the same resource, be it physical space, the puck both are trying to pick up, energy,
communications channel, etc. In the foraging task, competition for physical space, and the
resulting avoidance of collisions with other robots, is the most common source of interfer-
ence. In order to understand interference quantitatively, we will first examine the simplified
foraging task, with searching and avoiding only. This task can be realized with a subset of
robot behaviors listed above, namely searching, avoiding, detecting a puck and grabbing it.

At a macroscopic level, during some short time interval, every robot is either in the
searching state or the avoiding state, as shown in Fig. 12. We assume that actions like
detecting and grabbing the puck take place on a sufficiently short time scale that they can
be incorporated into the search state.

Searchin "IAvoiding

Figure 12: State diagram for a simplified foraging scenario in which robots search and collect
pucks, but don’t bring them “home”.

The searching robots wander around the arena, looking for pucks. If a searching robot
detects another robot, it executes avoiding behavior for a time period 7, after which the
robot resumes the search. If a robot encounters a puck, it picks it up and continues searching.
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This action does not change the robot’s state. Let N4(¢) be the number of robots in the
search state at time ¢, and N, (f) the number of robots in the avoiding state at time ¢, with
Ns(t) + No(t) = No, the total number of robots, a constant. We model the environment
by letting M (¢) be the number of uncollected pucks at time ¢. Also, let «, be the rate of
detecting another robot and «, the rate of detecting a puck.

Initially, at ¢ = 0, there are Ny searching robots and My pucks scattered around the
arena. The following equations specify the dynamics of the system:

PO MO + Mol + 0Nt~ DNt —7) 4 NG, (24)
W~ o NtM ). (2)

The first equation describes how interference affects the number of searching robots. The
meaning of the equation is as follows: the number of searching robots decreases when two
searching robots detect each other and commence avoiding maneuvers or when a searching
robot detects another robot in the avoiding state; it increases when robots that started
avoiding behavior at time ¢t — 7 exit the avoiding state and resume searching. We don’t
need an equation describing the dynamics of avoiding robots, because we can compute this
quantity from the conservation of the total number of robots Ng. Equation 25 says that the
number of pucks changes when searching robots encounter uncollected pucks and pick them
up. Note, that the rate at which the pucks are collected is proportional to the number of
robots in searching mode, N(t).

We rewrite the system of Eqs. 24-25 in dimensionless form using the following variable
transformations: ng(t) = Ns(t)/No (fraction of robots in the searching state), m(t) =
M (t)/My (fraction of uncollected pucks), o = o/, t — - Not, 7 — o, No7(dimensionless
time).

dng

= = —ngs(t)[ns(t) + 1] + ns(t — 7)[ns(t — 7) + 1], (26)
dm
= —ons(tm(t), (27)

subject to initial conditions ns(0) = 1,m(0) = 1.

Figure 13(a) shows typical solutions of Eqs. 26-27. The fraction of searching robots has
a steady state value, which is reached after a period of transient oscillations characteristic of
the time-delay differential equations. Note, that the steady state value ng = ns(t — o0) is
simply the fraction of time an individual robot spends in the searching mode. Because the
avoiding time 7 is the only parameter that appears in Eq. 24, the steady state solution is
fully determined by 7. Figure 13(b) shows the dependence of the steady state solutions ng
on the avoiding time parameter. Naturally, as the avoiding time increases, a robot spends
more time in avoiding mode, hence decreasing ns. The dependence of the steady state
solution on 7 can be obtained using a simple criterion for dynamical equilibrium. Namely,
we note that in the steady state the number of robots returning to the searching mode per
unit time can be estimated as ng,/7 = (1 — ny)/7. Then, balancing the transition rates
between two states (searching and avoiding) yields a quadratic equation for ns with solution

ns:%(\/(1+1/T)2+4/T—1_1/T) (28)
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Figure 13: (a) Fraction of searching robots (oscillating line) and the fraction of uncollected
pucks vs. time. (b) Fraction of searching robots in the steady state vs. avoiding
time parameter 7.

Interference grows when the total number of robots in the system increases or when
it takes longer for the robots to execute obstacle avoidance maneuvers. Therefore, we
examine next how the performance of the system depends on the number of robots. In
order to improve performance, is it always beneficial to add robots to the system, or will
the negative effects of interference outweigh the added benefits of more workers at some
point? Figure 14(a) shows the number of searching robots in the steady state for two values

N_s (Steady State)
Efficiency per robot

200

“Number of Robots

Figure 14: (a) Number of searching robots vs. the total number of robots for two different
values of the avoiding time parameter: 7 = 1 (solid line) and 7 = 5 (dashed line).
(b) Efficiency per robot vs. system size for the same values of the avoiding time:
7 =1 (solid line) and 7 = 5 (dashed line).
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of the avoiding time parameter as the system size (the total number of robots) grows. The
number of searching robots is a monotonically increasing function of the size of the system
— no optimal size effect is evident in the system. Moreover, the longer avoiding takes, the
fewer searching robots there are at some fixed system size. Figure 14(b) shows the relative
efficiency, or the time it takes to collect 80% of pucks per robot, under the same conditions
as in (a). We can clearly see that interference adversely affects each robot’s individual
efficiency. The greater the interference effect, either because of the larger group size or the
bigger avoiding time parameter, the worse the per robot performance in the foraging task.

5.3 Mathematical Model of Interference: Searching and Homing

In the previous section we considered a very simple model of the foraging task consisting
of two elementary behaviors, searching and avoiding. Our main conclusion was that inter-
ference effectively decreases the number of searching robots. We also showed that adding
robots to the system always increases the overall performance despite the pronounced in-
terference effects and deterioration of individual robot performance. In this section we
examine the case where the robots are required to collect pucks and bring them to a speci-
fied “home” location. Goldberg et al. (Goldberg & Matari¢, 2000) showed that interference
is most pronounced near the home region; therefore, we will only consider its effect on the
homing state. Though this assumption does not change the qualitative results, it simplifies
the mathematical description significantly.

Figure 15 shows the state diagram for foraging with homing. Initially the robots are
in the search state (which includes avoidance). When a robot finds a puck, it picks it up
and moves to the “home” region. Execution of the homing behavior requires a period of
time 7. At the end of this period, the robot deposits the puck at home and resumes the
search for more pucks. While the robot is homing, it will encounter and try to avoid other
robots. The interference near the home region is more pronounced (Goldberg & Matarié,
2000) because the density of robots will be, on average, greater there.

Searching—2 Homing«—Avoiding

Figure 15: State diagram of a multi-robot foraging system with homing.

The dynamic variable of the new foraging model are Ng(t), the number of searching
robots at time ¢; N, = No — Ns(t), the number of homing robots at time ¢; and M(t), the
number of undelivered pucks in the arena at time t. We do not have a separate variable
describing the robots in the avoiding state; rather, interference will be taken into account
phenomenologically using the parameters of the model. The following equations describe
the time evolution of the dynamic variables:

D~ N~ Nl + SN, 29)
d]\gt(t) — Tthh(t) . (30)
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The first term in Eq. 29 accounts for the decrease in the number of searching robots that
occurs when robots find and grab pucks, thereby making a transition to the homing state.
The number of available pucks is just the number of pucks in the arena less the pucks held
by the homing robots. The second term in the equation requires more explanation. We
assume that it takes on average 7, time (in appropriate units) for a robot to reach home
after detecting a puck. Then, the average number of robots that deliver the puck and
return to the searching mode can be approximated as dtNy/7,. Now we incorporate the
interference effects by assuming that interference effectively increases the average homing
time. More precisely, if T,? is the average homing time in the absence of collisions with other
robots, and 7 is the avoiding time, then the effective homing time can be estimated as

7 = 1°[1 + o, 7No) (31)

where . the probability of encountering one of Ny robots (note that CVTT}?N() is simply the
average number of collisions a robot experiences while homing). Thus, Eq. 31 models the
effects of interference on the robots’ performance in the foraging task.

Figure 16(a) shows the time evolution of the fraction of searching robots and pucks for
My =20, Np =5, 7=1 and T,? = 5. There is no non-trivial steady state solution in this
case, because the number of searching robots (solid line) first quickly decreases as robots
find pucks and carry them home, but then it increases and approaches Ny as the number of
pucks drops to zero (dashed line). Figure 16(b) plots the time evolution of the uncollected
pucks for different robot group sizes: Ny =5, Ny = 15 and Ny = 20.
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Figure 16: (a) Time evolution of the fraction of searching robots (solid line) and uncollected
pucks (dashed line). The number of pucks decreases to zero, during which time
the fraction of searching robots approaches one. (b) Time evolution of the
fraction of uncollected pucks for different robot group sizes: (i) Ny = 5 (dashed),
(ii) No = 15 (solid), and (iii) No = 20 (dotted). In all cases My = 20.

In order to compare the performance of different groups, we define the efficiency of the
group as the inverse time required for the group to collect 80% of the pucks (m(Tggy) = 0.2
in Fig. 16(b)). Figure 17(a) shows efficiency of the group vs. group size for two different
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interference strengths, as measured by the avoiding time parameter 7. For both cases the
efficiency of the group peaks for some group size and decreases when the number of robots in
the group is increased. The efficiency is less for the group with higher interference, or larger
avoiding time parameter (dashed line). However, unlike the searching with avoiding, in this
case efficiency has a maximum, indicating an optimal group size for the task. Moreover,
the greater the effect of interference (7), the smaller the optimal group size.

The final plot (Fig. 17(b)) shows that for this variant of the foraging task interference
effects cause a deterioration in the performance of the system as a whole. The efficiency of
the group per robot is a monotonically decreasing function of the group size. Thus, adding
one new robot to the group decreases the performance of every robot, though if the initial
group size was less than the optimal size, adding another robot will increase the overall
efficiency of the group.
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Figure 17: (a) Efficiency of different size robot groups defined as the inverse of the time it
takes the group to collect 80% of the pucks in the arena for 7 = 1 (solid line)
and 7 = 5 (dashed line). (b) Efficiency per robot for different group sizes.

5.4 Discussion

In our analysis of the effect of interference on the number of searching robots, we showed
that increased interference, either through a bigger group size or the larger avoiding time
parameter, reduces foraging efficiency of the group. Next, we looked at the system where
the robots collected pucks and brought them home. We included the effects of interference
in the homing time, the average time it takes the robots to bring pucks to the home region.
Interactions with other robots and the resulting avoiding maneuvers will increase the homing
time. We found that there is an optimal group size that maximizes the foraging efficiency
of the group. The optimal size is smaller the larger the intrinsic measure of interference
— the avoiding time parameter. However, interference causes the efficiency per robot to
decrease as the group size grows.

Sugawara and coworkers (Sugawara & Sano, 1997; Sugawara et al., 1998) carried out
quantitative studies foraging in groups of communicating and non-communicating robots
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in different environments. They have developed a simple mathematical model of foraging,
similar to ours, and analyzed it under different conditions. In their system when a robot
finds a puck, it may broadcast a signal to other robots to move towards it. For non-
communicating robots they found that the inverse of the task completion time is linear
in the number of robots. This result was independent of whether the puck distribution
was homogeneous or localized. However, in the model describing the time evolution of the
system, avoiding terms appear only in the equations describing communication between
robots. Thus, interference is not taken into account for non-communicating robots in their
model. We believe that this explains the differences between their conclusion and ours.

6. Conclusion

We have presented a general methodology for mathematical analysis of multi-agent systems.
Our analysis applies to a class of systems known as stochastic Markov systems. They are
stochastic, because the behavior of each agent is inherently probabilistic in nature and
unpredictable, and they are Markovian, because the state of an agent at a future time
depends only on the present state (and perhaps on much time the agent has spent in this
state) and not on any past state. Though each agent is unpredictable, the probabilistic
description of the collective behavior is surprisingly simple. Our mathematical approach
is based on the stochastic Master Equation, and on the Rate Equations derived from it,
that describe how the average macroscopic, or collective, system properties change in time.
In order to create a mathematical model, one needs to account for every relevant state
of the multi-agent system as well as transitions between states. For each state there is a
dynamical variable in the mathematical model and a rate equation that describes how the
variable changes in time.

We illustrated our approach by applying it to study collective behavior in several multi-
agent systems. Even the simplest type of dimensional analysis of the equations yields
important insights into the system, such as what are the important parameters that deter-
mine the behavior of the system. We solved the equations and explained what the solutions
tell us about the behavior of the multi-agent system.

In the applications, we focused on the simplest mathematical models that capture the
most relevant elements of each system. Our approach made certain simplifications necessary.
For instance, we used the smallest possible number of states to describe the system, and in
the case of coalition formation, assumed uniform transition rates between states. We can
make the models more complex, and therefore, applicable to more realistic systems. For
coalition formation, for example, we can make the attachment and detachment rates be a
function of the utility gain of becoming a member of a coalition of size n, rather than a
constant. This is a reasonable behavior to expect of an agent, since agents should be more
(less) likely to join (leave) larger coalitions than smaller ones.

The approach presented here can be easily extended to describe heterogeneous agent
systems. As a simple example, consider two, possibly interacting, populations of foraging
robots, each described by different physical parameters. The model of a heterogeneous
foraging system will consist of two sets of coupled differential equations, one for each sub-
population, possibly with couplings between them to represent interactions between the two
populations. It is trivial to extend the analysis to more than two populations.
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Our models, however, cannot take into account memory, learning, and decision making
by agents. Creating a mathematical model of multi-agent learning is our next challenge.
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