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Abstract

The knowledgeplane will be highly dependent upon knowledgederived from infor-
mation contained in participating nodes. Such information will comprise data gener-
ated by a participating node's hardware (e.g., CPU and network devices)and software
(e.g., operating system and network applications) that conforms to one of many dis-
tinct ontologies or information models. Before node information can be utilized by
the knowledge plane, it must �rst be acquired and translated from its native forms.
In this paper, we suggestpossiblealternative architectures for acquiring, translating
and representing sensorinformation that could ultimately serve as knowledge for the
knowledgeplane. We posit thesearchitectures in order to identify and discussthe pros
and consof various approaches for deriving knowledgefor the knowledgeplane.

1 In tro duction
Recently, the knowledge plane has been proposedas a distributed and decentralized
construct within the Internet to gather, aggregateand act upon information about
network behavior and operation [2, 3, 14]. The architecture of the knowledge plane
comprisesa \central nervous system" that embodies various \core cognition" engines
to allow for reasoning and learning about the network. These engines are applied
to information that is received and aggregatedfrom participating nodes within the
network.

Given the knowledgeplane'sdependenceon information acquiredfrom nodeswithin
the network, it is important for such nodes to be able to derive the information re-
quired by the knowledgeplane. In somecases,such information may include raw data
generatedby a single hardware or software sensor(e.g., the number and distribution
of packet collisions detected by a 802.11card or the responsedelay to a pattern of
ping messages).In other cases,however, a node may needto acquire information from
many of its sensorsand transform this information into knowledge that may be used
by the knowledge plane. For example, the knowledge plane may require information
from various nodes to identify the causeof network timeouts. Here, each node may
need to assessits network state, con�guration, behavior and performanceby acquir-
ing data from multiple sensorsincluding its network applications, network interface
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cards, drivers and operating system. A node may even needto acquire supplementary
information, such as its CPU load, active processes,and memory usage.

In this paper, wesuggestpossiblealternative architectures for acquiring, translating
and representing node information that could ultimately serve as knowledge for the
knowledgeplane. We posit thesearchitectures in order to identify and discussthe pros
and cons of various approaches for deriving knowledge for the knowledge plane. We
begin by presenting a brief overview of ontologiesand information models that may be
exploited to derive information about sensors.This overview is followed by a detailed
discussionabout the relationships between knowledge requirements of the knowledge
plane and its impact on architectures for deriving knowledgefrom node information.

2 Ontologies and Information Mo dels
Given the myriad formats, modelsand semantics of information generatedby hardware
and software components, the task of acquiring, translating and representing related
information is challenging. Over the years, a number of standards organizations have
attempted to alleviate this problem by developingstandardizedontologiesand informa-
tion models that describe extensive information about systems,devices,applications
and networks. The goal of these standards is to facilitate the development, and en-
hancethe functionalit y, of network management systemsby restricting the variabilit y
in the type, format and semantics of system-generatedinformation.

In this section, we describe somestandardized ontology and information models.
These standardization e�orts exist in the context of substantial investment among
equipment and software suppliers to represent system management information. Fur-
ther, someof the standardized information models (particularly , the newer, emerging
standards)may not yet bewidely adopted. The limited uptakeand deployment of stan-
dardized solutions to management information models (MIMs) increasesthe challenge
associated with acquiring, translating, and representing node information, which must
be obtained (at least in the near term) from proprietary MIMs supplied by various
vendors. For these reasons,an architecture for acquiring, translating and represent-
ing node information will most likely need to consider a variety of standardized and
proprietary information sources,ontologies and information models.

2.1 Common Information Mo del
The Distributed Management TaskForce(DMTF) Common Information Model (CIM)
is a conceptual information model for describing overall computer and network man-
agement information. The CIM comprisesa speci�cation that de�nes the language,
naming and mapping techniques for integration with other management models in-
cluding the Simple Network Management Protocol (SNMP), Management Information
Bases(MIBs) and DMTF Management Information Formats (MIFs) [7]. The CIM
speci�cation also includes a meta schemathat de�nes the terms used to expressthe
model and its semantics. Elements of the meta schema include Classes , Properties ,
Methods and Associations .

The CIM schema [12] de�nes models for systemsand network components through
a seriesof increasingly speci�c building blocks:. a core schema, common schemasand
extensionschemas. The coreschema capturesnotions applicable to all areasof system
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and network management including generalcomponent information, statistics, location
and con�gurations. The common schemascapture vendor-neutral notions common to
particular areas of computer and network management. Common schemas include
models for describing systems,devices,networks, applications, metrics, databases,the
physical environment, event de�nitions and handling, management of a CIM infrastruc-
ture, usersand security, policy and trouble ticketing/knowledge exchange. Extension
schemasrepresent vendor-speci�c extensionsof the common schema. These schemas
can bespeci�c to particular environments (e.g., UNIX). Instancesof the CIM speci�ca-
tion and schemasmay be represented in a variety of languagesincluding the Extensible
Markup Language(XML).

The DMTF has also de�ned a number of adjunct speci�cations that use the CIM
speci�cation and schemasto facilitate computer and network management. Thesead-
junct speci�cations include: (1) the DesktopManagement Interface(DMI) speci�cation
for managing and tracking components on a machine [6], (2) the Web-BasedEnter-
prise Management (WBEM) speci�cations for unifying the management of enterprise
computing environments [10, 11], (3) the Directory Enabled Network (DEN) speci�-
cations for providing building blocks for intelligent management by mapping concepts
from CIM (such as systems,servicesand policies) to a directory and then integrating
this information with other WBEM elements in the management infrastructure [9, 8]
and (4) the SystemManagement BIOS (SMBIOS) speci�cation for de�ning how moth-
erboard and system vendors present management information about their products
[13].

2.2 Managemen t Information Base
The IETF Management Information Base (MIB) is a collection of speci�cations that
de�ne the properties of a managed device (e.g., network interface card) [1]. These
properties are de�ned in groups including System,Interfacesand IP groups. MIBs are
generally associated with the use of SNMP for retrieving or updating MIB property
values[4, 17]. For example,SNMP may be usedto query Systemproperties of a device
to determine the device'sname, vendor, location and purpose. Similarly, SNMP may
be usedto query Interface properties of a device to determine the number of sent and
received packets, number of broadcasts,number of packet collisions, frame sizesand
the current output queuesizeof the device. MIBs, which are represented using ASN.1,
conform to the Structure Management Information speci�cation de�ned in RFC 1155
[15].

MIBs have beenadopted by equipment suppliers during the past several yearsand
are currently available in numerous networking products. However, MIBs su�er from
a number of issuesthat hinder their use in (e�ectiv e) network management [16]. One
issueconcernsthe focusof MIBs, and by extensionSNMP, which concentrate solely on
detailed characteristics of network devicesmaking it di�cult to abstract managerial
tasks. Fortunately, these problems might be resolved by using richer representation
models such as CIM, which can then be mapped to MIBs.

2.3 Standard Upp er Ontology
The IEEE Standard Upper Ontology (SUO) is an emergingontology standard that is
generaland covers a broad range of domain areas. Conceptsspeci�c to given domains
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are not included in the SUO; however, the SUO standard provides a structure and
a set of general conceptsupon which domain ontologies (e.g., medical, �nancial and
engineering)could be constructed. One such domain ontology is the Qualit y of Service
(QoS) ontology that describes computer and network concepts including (hardware
and software) products, processes,networks, and con�gurations. The QoS ontology is
represented using the KnowledgeInterchangeFormat (KIF) and can be easily mapped
to a XML representation.

2.4 Non-Standard Ontologies and Information Mo dels
In addition to standardized ontologies and information models, non-standardized in-
formation modelsare alsousedto de�ne sensorinformation. Such modelsmay include
proprietary models (e.g., Microsoft event logs or Apache HTTP server logs).

3 Arc hitectures and Kno wledge Requiremen ts
An architecture for the knowledgeplanemust considerthe requirements of knowledgeat
di�eren t levels in the systemaswell as the relationships amongsuch knowledge. In the
knowledgeplane, there may be three primary levels at which knowledgerequirements
could be de�ned: the cognitive level, node level and translation level. At the cognitive
level, knowledge must be speci�ed such that it satis�es the reasoning goals of the
knowledge plane; this includes not only having the appropriate knowledge, but also
ensuring that this knowledge (1) conforms to speci�ed ontologies and (2) is encoded
using speci�ed representation languages.When specifying knowledgerequirements at
the cognitive level, it will be important to ensurethat such knowledgecan be derived
from lower levels (e.g., the sensorlevel). In addition, knowledgeat the cognitive level
may be required to retain the semantics of knowledgederived at lower levels.

At the node level, knowledge requirements are de�ned by the node's information
model (whether standard or proprietary) and populated by a node's sensorsand the
information that thesesensorsgenerate,along with con�guration settings established
for the node. At this level, it will be important to ensurethat information required by
higher-levels can be derived from a node's information model.

The translation level mapsmodelsfrom instantiations of disparatenode information
models to a form that may be used at the cognitive level. Thus, the models and
mechanismsfor translation are crucial in deriving knowledgefor the cognitive level.

In this section, we posit architectures to derive knowledgefor the knowledgeplane
from node information. 1 We begin this section by describing the general knowledge
requirements of the knowledgeplane and suggestpossiblearchitectures for supporting
these requirements. We follow this with a discussionof translation issuesand posit
components for acquiring, translating and representing node information. We conclude
this section with a discussionon possibletranslation schemes.

3.1 General Arc hitecture
The general knowledge requirements of the knowledge plane require that low-level
node information be propagated to higher-level, cognitive processesin a form suited

1Note that this paper focuseson deriving knowledgeand not on assertingcontrols.
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Figure 1: Generalarchitectures (a) basearchitecture and (b) architecture with recursively-
de�ned information layer.

to the particular problem that a speci�c cognitive processis trying to resolve, or to
the management service that a speci�c cognitive processis attempting to provide.
In addition, node information must be propagated in a form suited to the knowledge
representation and reasoningrequirements of the speci�c cognitive processthat requires
the information. Thus, a general architecture for the knowledge plane must contain
at least two fundamental layers: an information layer and a cognitive layer. The
information layer represents the set of entities of a node that provides con�guration
information and producesobservations for useby the knowledgeplane. The cognitive
layer embodies the knowledgeplane's reasoningmechanismsand cognitive services,as
targeted to speci�c knowledge-basedapplications (e.g., K-apps).

An architecture to support the general requirements of the knowledge plane may
be designedin several ways. The simplest design may comprise an information layer
for each participating node and a cognitive layer in the knowledgeplane. We refer to
this architecture as a base architecture. In a basearchitecture, the information layer
would comprisethe set of sensorsand information models for each participating node.
In addition to the basearchitecture, an alternative architecture to support the general
requirements of the systemmay compriserecursively de�ned information and cognitive
layers. For example,a participating node may compriseboth an information layer and
a cognitive layer to support local reasoning(at whatever scope the node exists, such as
LAN manager, enterprise manager or autonomous-systemmanager). Here, informa-
tion from a node may be processedby the node's own cognitive layer, which in turn
propagates this knowledge (as observations) to the knowledge plane. This recursive
architecture might facilitate scalability by reducing the volume of data and knowledge
to transmit and store, and alsoby reducing associated processingrequirements. These
alternative architectures are shown in Figure 1. For the sake of brevity, we herein
simplify discussionby consideringonly the basearchitecture. We note, however, that
the basearchitecture may be easily extendedto realize recursively-de�ned information
and cognitive layers.

In the basearchitecture, sensorsand con�guration variablesin the information layer
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Figure 2: Basearchitecture with RAT layer (a) as part of knowledgeplane (b) as part of
participating node.

provide observations to the cognitive layer. However, a meansis required to transform
this information into a form suitable for use by the cognitive layer. Transformation
might be required becausethe cognitive layer (1) works at a higher level of abstraction,
(2) considersaggregationsover sensorobservations, or (3) requires a particular form
of knowledge representation to facilitate its reasoningmechanism. In this paper, we
posit the use of an additional layer to facilitate these tasks. We refer to this layer
as the Registration, Acquisition and Translation (RAT) layer. As shown in Figure 2,
the RAT layer may exist within the knowledgeplane or within each of the knowledge
plane's participating nodes. Note that the location of the RAT layer may a�ect the
performance of the distributed system as well as how node information is acquired,
translated and represented.

An architecture for deriving knowledgefor the knowledgeplane must also support
communication technologies for propagating node information to higher-layer, cogni-
tiv e processes.Such technologiesmay include components for transmitting information
via primitiv e communication protocols (e.g., HTTP) and APIs (e.g., CORBA). Sup-
ported communication technologiesmay alsocomprisecomponents for facilitating more
intelligent forms of communication. Such components may include agent-basedcompo-
nents for providing peer-to-peercommunication, coordination and collaboration. Such
agents may utilize a standardized agent communication infrastructure (e.g., FIPA [5])
to facilitate intelligent knowledgesharing betweenheterogeneousagents in the knowl-
edgeplane and participating nodes. Agents may also communicate knowledge using
a variety of knowledge representation languagesincluding the ResourceDescription
Framework Schema (RDFS), the DARPA Agent Markup Language(DAML), and the
Web Ontology Language (OWL). Other components for facilitating communication
may include service discovery components that allow participating nodes to acquire
knowledgeplane service(e.g., translation services)or that allow the knowledgeplane
to accessservicesfor a participating node (e.g., data acquisition services).
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3.2 Information Layer
In the basearchitecture, the information layer de�nes the set of sensors,con�guration
variablesand local information models for a participating node. As shown in Figure 3,
this set may include CPUs, BIOSs, operating systems,networking hardware, storage
devices,drivers and applications. The ontology or information model used to de�ne
node-local information may be vendor-dependent but conform to an existing standard
(e.g., MIB, CIM and SUO). In other cases,however, the ontology or information model
used to de�ne node-local information will be application-speci�c or proprietary, and
conform to an information model that is non-standard. Note that a node will likely
encompasssensors,variables, and actuators that conform to a variety of ontologies or
information models ¾ each of which may be encoded using a distinct representation
language (e.g., MIB, CIM and SUO may be encoded using ASN.1, XML and KIF,
respectively).

3.3 Registration, Acquisition and Translation Layer
Before node-local information can be used by a cognitive layer, it must �rst be ac-
quired, translated and represented in a suitable form. These tasks are handled by
the Registration, Acquisition and Translation (RAT) layer. The RAT layer comprises
three components including (1) a Discovery and Registration component, (2) an Ac-
tiv e and Passive Data Acquisition component and (3) a KnowledgeRepresentation and
Translation component. The RAT layer is shown in Figure 4.

3.3.1 Disco very and Registration Comp onent

The Discovery and Registration (DREG) component allows monitorable and control-
lable sourcesto register their participation in somescope (e.g., node or LAN) of the
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management infrastructure. Information registered by a source may include device
type, driver version,supported ontology, actuation interfaceand other attributes. Such
information may be usedby higher-layer applications (e.g., cognitive, management, or
agent-basedapplications) to search for speci�c sourcesand query for information. The
DREG component also permits information consumersto register requirements for
information, which can then be ful�lled as information sourcesregister.

3.3.2 Activ e and Passive Data Acquisition Comp onent

The Activ e and Passive Data Acquisition (APD A) component allows higher-layer ap-
plications to actively or passively acquire data from sources.This component provides
APIs for direct querying of sourcesas well as APIs for providing passive querying
through callback mechanisms.2 Such callbacks may be invoked by specifying trigger
events and pattern matches.

3.3.3 Kno wledge Represen tation and Translation Comp onent

The KnowledgeRepresentation and Translation (KRT) component maps the ontology
or information models usedto de�ne node-local information into knowledgethat may
beutilized by various higher-layer, cognitive processes.Depending on the requirements
of the knowledgeplane, there are at least two approaches to de�ning such knowledge:
the domain ontologies approach and the composite ontology approach.

Domain Ontologies Approac h In the domain ontologies approach, node-local
information is mapped directly to one or more domain- or application-speci�c ontolo-
gies used by the knowledge plane. We refer to these ontologies as domain ontologies.
Becausedomain ontologies are tightly coupled to the reasoning requirements of the
knowledge plane, they must not only re
ect the semantic information generated by
nodes, but must also conform to domain- or application-speci�c schemas de�ned by
the knowledgeplane.

The useof domain ontologies is motivated primarily by a needto provide the rich
semantic models that describe the relationships between node information and the
knowledgeplane's domains or applications (e.g., K-apps). Such models may facilitate
cognitive processesby providing all of the information required for a speci�c domain
or K-app in a single model. Figure 5 shows an examplederivation of domain ontology
instances. An example translation of domain ontologies is shown in Figure 6. Note
that domain ontologies may or may not shareunderlying schemasor utilize the same
encoding schemes.

The main disadvantage to using domain ontologies is that models for representing
node information may di�er from node to node requiring a separate translator for
mapping information from a speci�c node to a speci�c domain ontology. This problem
is illustrated in Figure 7.

Comp osite Ontology Approac h In the composite ontology approach, informa-
tion about all sourcesincluding the relationships among sources,is �rst mapped to
a single, common ontology before being mapped to domain ontologies. We refer to

2Note that such sourcesmay supply theseAPIs themselves.
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this single,commonontology asa composite ontology. Becausethe composite ontology
provides a single, comprehensive model for specifying information about all sources
including relationships amongsources,it must re
ect the appropriate level of semantic
richnessrequired to capture the semantics of all of the models used to specify source
information. A possiblemotivation for using a composite ontology is twofold. First, a
composite ontology limits the number of required translators to (1) onelarge translator
from the sourcesto the composite ontology and (2) a number of smaller translators to
extract application-speci�c knowledge from the composite ontology and convert this
knowledgeinto a speci�c representation suited to the reasoningmechanismsof the K-
app that usesthe knowledge. At present, it appearsunclear which approach (i.e., the
composite or domain ontologiesapproach) requiresthe fewest translators; however, us-
ing a composite ontology will require two translation stepsfor each K-app, while using
domain-speci�c ontologies will require only one translation step for each K-app. 3 Pre-
vious research into knowledge-basedautomated programming provides someevidence
that a common-ontology approach canproveunwieldy and unworkable,while a domain-
speci�c approach can provide more focusedresults in support of targeted problemsand
immediate needs. A secondpossiblemotivation for using a composite ontology is to
facilitate aggregationof sourceinformation by higher-layer, knowledgebasedmanage-
ment systemsby providing a single, consistent model for all sourceinformation. For
example, supposea knowledge basemanagement system maintains a knowledge base
of device-driver attributes. In the composite ontology, knowledge about each device
driver in a node would conform to a single model allowing the knowledgebasedman-
agement system to easily maintain this knowledge. Without a composite ontology,
however, the knowledgebasedmanagement systemmight needto understand possibly
numerousmodels for representing device-driver knowledge. Figure 8 shows the useof
a composite ontology for deriving domain ontologies. Note that a composite ontology
is concernedsolely with representing the semantics of node-generatedinformation and
not with specifying the relationships betweennode-generatedinformation and speci�c
domains or applications.

3Note, however, that if the composite ontology is standardized, this will likely easethe development
of translators between the source-generatedmodels and the composite ontology, as well as between the
composite ontology and the domain ontologies.
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Figure 8: Useof composite ontology for deriving domain ontologies.

The placement of the RAT layer may a�ect the selection of the ontology that
serves as the composite ontology. If the RAT layer exists on a participating node,
the composite ontology needonly re
ect the semantic richnessrequired to model the
node's source information. However, if the RAT layer exists within the knowledge
plane, the composite ontology might need to re
ect the semantic richnessrequired to
model sourceinformation from multiple nodes.

The selectedcomposite ontology must be able to appropriately capture the seman-
tics of a variety of standardized and non-standardizedmodels. Although a composite
ontology could be developed from scratch, the e�ort to build such an ontology could
be enormous. Instead, we posit the useof an existing standardizedontology to serve as
the composite ontology. By using an existing standardizedontology, we may accelerate
the development of higher-layer knowledge basedsystems. In addition, the use of an
existing standardized ontology may improve performance if there are several sources
that already generate information that conform to the sameontology. For example,
if CIM is de�ned as the composite ontology and several sensorsgenerateinstancesof
CIM and MIB information, then little or no translations are required before this in-
formation is mapped to domain ontologies.4 Translation from sensorinformation to a
composite ontology, and from the composite ontology to domain ontologies, is shown
in Figure 9. Here, CIM is usedas the composite ontology.

One disadvantage of using a composite ontology is that it may not be able to com-
pletely or accurately capture the semantics of all the modelsusedby sources.Another
disadvantageto usinga compositeontology is that there may exist competing ontologies
that serve as the composite ontologieson di�eren t nodes. In such cases,the knowledge
plane will require translators to translate betweenthesecompeting ontologies and the
ontologies usedby the knowledgeplane's cognitive processes.

4Note that CIM de�nes mappings to MIBs.
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3.4 Cognitiv e Layer
The cognitive layer is associated with the knowledge plane's cognitive servicesand
applications (e.g., K-apps). Here, the knowledge requirements are substantially more
open-endedand variable than at the node-information layer where knowledge may
be more constrained by existing sources. Although the cognitive layer may embody
a single ontology to represent all source data, it will instead likely comprise several
domain ontologies. Note that domain ontologies will specify other typesof knowledge
in addition to node-local knowledgeincluding assertionsand explanations [3].

At the cognitive layer, communication mechanismswill be neededto communicate
with participating nodes. Such technologies will likely require support for primitiv e
communication protocols (e.g., HTTP) and APIs (e.g., CORBA) as well as more so-
phisticated infrastructures (e.g., FIPA agent communication infrastructures or scalable
publish-subscribe event systems).

4 Conclusion
In this paper, we suggestedpossiblealternative architectures for acquiring, translating
and representing sensorinformation that could ultimately serve as knowledge for the
knowledge plane. We posited these architectures in order to identify and discussthe
pros and cons of various approaches for deriving knowledge about a node, as well as
to illuminate other issuessurrounding the derivation of knowledge for the knowledge
plane. We described a generalarchitecture for the knowledgeplane and posited mech-
anisms for acquiring, translating and representing sensorinformation. We described
the concept of composite and domain ontologies and described how the use of such
ontologiescould facilitate the translation and representation of sensorinformation into
a form suitable for useby the knowledgeplane. We alsodescribed the relationships be-
tweencomposite and domain ontologies and suggestedways of exploiting the features
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of each.
Although we touched on several issuesconcerning the derivation of knowledge for

the knowledgeplane, other issueswill likely needto be addressed.Someof theseissues
include (1) determining which ontology approach (i.e., the compositeor domain ontolo-
giesapproach) is best suited for usein the knowledgeplane, (2) identifying alternative
approachesto modeling and representing node-local information, (3) determining how
to appropriately coalesceinformation from disparate nodesinto a consistent composite
or domain ontology, and (4) deciding which encoding schemesand knowledge repre-
sentation languagesshould be usedat various levels in the system.
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