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Absgtract. MT systems that use only superficial representations, including the
current generation of statistical MT systems, have been successful and useful.
However, they will experience a plateau in quality, much like other Gilver
bulletOapproaches to MT. We pursue work on the development of interlingual
representations for use in symbolic or hybrid MT systems. In this paper, we
describe the creation of an interlingua and the development of a corpus of
semantically annotated text, to be validated in six languages and evaluated in
severd ways. We have established a distributed, well-functioning research
methodology, designed a preliminary interlingua notation, created annotation
manuals and tools, developed atest collection in six languages with associated
English trand ations, annotated some 150 translations, and designed and applied
various annotation metrics. We describe the data sets being annotated and the
interlingual (IL) representation language which uses two ontologies and a
systematic thetarrole list. We present the annotation tools built and outline the
annotation process. Following this, we describe our evaluation methodology
and conclude with a summary of issues that have arisen.

1 Introduction

An interlingua (IL) is a semantic representation which mediates between source and
target languages in interlingua-based machine translation (MT). If a system supports
multi-language translation, the design of the IL becomes more complex, due to the
number of languages represented. Even though the aim of an IL is to capture
language-independent semantic expressions, it is difficult to design an IL that covers
al known languages, and there is no universaly acceptable IL representation
currently in existence. In practice, researchers have designed IL representations for
particular sets of languages, in order to cover the necessary set of semantic
expressionsfor MT (Mitamuraet al. 1991).

In September 2003, researchers from six sites began a project titled Qnterlingual
Annotation of Multilingual CorporaO (IAMTC)?, funded by the National Science
Foundation. This project focuses on the creation of a semantic representation system,

1 http://aitc.aitcnet.org/nsf/iamtc/



followed by the development of six semantically-annotated bilingua corpora. The
bilingual corpora pair English texts with corresponding text in Japanese, Spanish,
Arabic, Hindi, French, and Korean. The semantically annotated corporawill be useful
for MT development and other natural language processing applications. The project
participants include the Computing Research Laboratory a8 NMSU, the Language
Technologies Institute at CMU, the Information Sciences Institute at USC, UMIACS
a the University of Maryland, MITRE Corp. and Columbia University. Previous
papers (Farwell, et al., 2004) present the objectives of the IAMTC project. Here, we
describe the multilingual corpora, the three stages of IL representation being
developed, an interface environment that supports the annotation task, and the
annotation process. The evaluation methodology is examined in detail. .

2 Corpus

The data set consists of 6 bilingual parallel corpora. Each corpus is made up of 125
source language news articles along with three independently produced trandations
into English. The source news articles for each individua language corpus are
different from the source articles in the other language corpora. The source languages
are Japanese, Korean, Hindi, Arabic, French and Spanish. Typically, each article
contains the equivalent of 300-400 words and thus each corpus has between 150,000
and 200,000 words. The size of the entire data set is around 1,000,000 words. The
Spanish, French, and Japanese corpora are based on the DARPA MT evauation data
(White & OGronnell 1994). The Arabic corpus is based on LDC@ Multiple
Trandation Arabic, Part 1 (Walker et a., 2003). For any given subcorpus, the
annotation effort is to assign interlingual content to a set of 4 parald texts: onein the
original source language, plus 3 English translations by different translators, all of
which theoretically communicate the same information. A multilingual parallel data
set of source language texts and English translations offers a unique perspective and
unique problem for annotating texts for meaning.

3 Interlingua

The interlingual representation comprises three levels and incorporates knowledge
sources such as the Omega ontology and theta grids (Philpot et al., 2003). The three
levels of representation are referred to as ILO, IL1 and IL2. The aim is to perform the
annotation process incrementally, with each level incorporating additional semantic
features and removing syntactic ones. IL2 is intended as the interlingual level that
abstracts away from most syntactic idiosyncrasies of the source language.

ILO is a deep syntactic dependency representation and includes part-of-speech tags
for words and a parse tree that makes explicit the syntactic predicate-argument
structure of verbs. The parse tree contains labels referring to deep-syntactic
grammatical function, normalized for voice alternations. I1LO does not contain
function words, their contribution is represented as features or semanticaly void
punctuation. While this representation is syntactic, disambiguation decisions, for
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example relative clause and PP attachment, have been made, and the presentation
abstracts as much as possible from surface-syntactic phenomena. Thus, ILO is
between the analytical and tectogrammatical levels of the Prague School (Hgji! et al
2001). ILO is constructed by hand-correcting the output of a dependency parser, and
alows annotators to see how textual units relate syntactically when making semantic
judgments. Thus, it isauseful starting point for semantic annotation at I1L1.

IL1 is an intermediate semantic representation associating semantic concepts with
lexical units like nouns, adjectives, adverbs and verbs. It replaces ILO syntactic
relations, like subject and object, with thematic roles, like agent, theme and goal.
Thus, like PropBank (Kingsbury et al 2002), IL1 neutralizes different aternations for
argument realization. However, IL1 is not an interlingua; it does not normalize over
al linguistic realizations of the same semantics. In particular, it does not address how
the meanings of individual lexical units combine to form the meaning of a phrase or
clause. It also does not address idioms, metaphors and other non-literal uses of
language. Further, IL1 does not assign semantic features to prepositions; these
continue to be encoded as syntactic features of their objects, which may be annotated
with thematic roles such as location or time.

IL2 is intended to be an interlingua, a representation of meaning that is reasonably
independent of language. IL2 is intended to capture similarities in meaning across
languages and across different lexical/syntactic realizations within a language. For
example, like FrameNet (Baker et a 1998), IL2 is expected to normalize over
conversives (e.g. X bought a book from Y vs. Y sold a book to X) and aso over non-
literal language usage (e.g. X started its business vs. X opened its doors to customers).
However, it is important to note that even at the level of IL2, it does not include more
complex linguistics phenomena, such as discourse analysis and pragmatics.

In progressing from ILO to IL1, annotators select semantic terms to represent the
nouns, verbs, adjectives, and adverbs present in each sentence. These terms are
represented in the 110,000-node Omega ontology (Philpot et a., 2003). Omega has
been built semi-automatically from a variety of sources, including Princeton's
WordNet (Fellbaum, 1998), New Mexico State University's Mikrokosmos (Mahesh
and Nirenburg, 1995), 1SI's Upper Model (Bateman et al., 1989) and ISl's SENSUS
(Knight & Luk, 1994). The ontology can be browsed using the DINO browser? that
forms a part of the annotation environment. Development on Omega continues.

Each verb in Omega is assigned one or more grids specifying the theta roles of
arguments associated with that verb. Theta roles are abstractions of deep semantic
relations that generalize over verb classes. They are the most common approach in
the field to represent predicate-argument structure. However, there are numerous
variant theories with little agreement even on terminology (Fillmore, 1968; Stowell,
1981, Jackendoff, 1972; Levin and Rappaport-Hovav, 1998).

The theta grids used in our project were extracted from the Lexical Conceptual
Structure Verb Database (LVD) (Dorr, 2001). The "LCS Database" contains Lexical
conceptua  Structures built by hand, organized into semantic classes that are a
reformulated version of those in Levin® (1993) English Verb Classes and
Alternations, Part 2. The WordNet senses assigned to each entry in the LV D link the
theta grids to the verbs in the Omega ontology. In addition to the thetaroles, the theta

2 http://blombos.isi.edu:8000/dino



grids specify syntactic realization information, such as Subject, Object or
Prepositional Phrase, and the Obligatory/Optional nature of the argument. The set of
theta roles used, although based on research in LCS-based MT (Dorr, 1993; Habash et
a, 2002), has been simplified for this project.

4 Annotation Tools

Since we are gathering our corpora from disparate sources, we standardized the text
before presenting it to automated procedures. For English, this involves sentence
boundary detection, but for other languages, it may involve segmentation, chunking
of text, or other operations. The text is then processed with a dependency parser, the
output is viewed and corrected in TrED (Hagji!, et al., 2001), a graphically-based tree
editing program, written in Perl/Tk3. The revised deep dependency structure
produced by this processis the ILO representation for that sentence.

To create IL1 from the ILO representation, annotators use Tiamat, a tool developed
specifically for this project. This tool enables viewing of the ILO tree with easy
reference to all of the IL resources, current IL representation, ontology, and theta
grids. Tiamat provides the ability to annotate text via simple point-and-click
selections of words, concepts, and theta-roles. An annotator may select a lexical item
(leaf node) to be annotated in the sentence view; this word is highlighted, and the
relevant portion of the Omega ontology is displayed in the pane on the left. If this
word has dependents, they are automatically underlined in red in the sentence view.
Annotators can view al information pertinent to the process of deciding on
appropriate ontological concepts in this view. Selection of concepts, theta grids and
roles appropriate to that lexical item can then be made in the appropriate panes.

In order to evaluate the annotatorsOoutput, an evaluation tool was also developed
to compare the output and to generate the evaluation measures. The reports generated
by the evaluation tool allow the researchers to look at both gross-level phenomena,
such as inter-annotator agreement, and a more detailed points of interest, such as
lexical items on which agreement was particularly low, possibly indicating gaps or
other inconsistencies in the ontology.

5 Annotation Manuals and Proocess

Three manuals comprise markup instructions: a usersOguide for Tiamat, including
procedura instructions, a definitional guide to semantic roles, and a manua for
creating a dependency structure (IL0). Together these manuals allow the annotator to
understand (1) the intention behind aspects of the dependency structure; (2) how to
use Tiamat to mark up texts; and (3) how to determine appropriate semantic roles and
ontological concepts. In choosing a set of appropriate ontological concepts, annotators
are encouraged to look at the name of the concept and its definition, the name and

3hitp://quest.ms.mff.cuni.cz/pdt/Tools/Tree Editors/Tred/
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definition of the parent node, example sentences, lexical synonyms attached to the
same node, and sub- and super-classes of the node.

For the initial testing period, only English texts were annotated, and the process
described here is for English text. We assume that the process for non-English texts
would be the same with a minor modification as needed. Each sentence of the text is
parsed into a dependency tree structure. These trees were first provided by the
Connexor parser (Tapanainen and Jarvinen, 1997), and then corrected by one of the
team PIs. The corrected dependency structures (IL0O) are provided to annotators. The
annotators were instructed to annotate al nouns, verbs, adjectives, and adverbs. This
involves choosing all relevant concepts from Omega P both concepts from Wordnet
SYNSETs and those from Mikrokosmos. One of the goads and results of this
annotation process will be a simultaneous coding of concepts in both ontologies,
facilitating a closer union between them.

In addition, annotators were instructed to provide a semantic case role for each
dependent of a verb. LCS verbs were identified with Wordnet classes and the LCS
case frames were supplied where possible. The annotator, however, was often
required to determine the set of roles or alter them to suit the text. In both cases, the
revised or new set of case roles was noted and sent to a reviewer for evaluation and
possible permanent inclusion. Thus the set of event concepts in the ontology supplied
with roles will grow through the course of the project.

For theinitial testing phase of the project, two annotators from each site worked on
the same texts. Each site, which has different source language texts, provided two
texts that were translated into English by two different trandators. To test for the
effects of coding two texts that are semantically close (since they are both trandations
of the same source document), the order in which the texts were annotated differed
from site to site. Half of the sites marked one tranglation first, and the other half of the
sites marked the second translation first. Another variant tested was to interleave the
two trangations, so that two similar sentences were coded consecutively.

6 Evaluation Methodology

The annotatorsOreports allow the researchers to study both gross-level phenomena,
such as inter-annotator agreement, and more detailed points of interest, such aslexical
items on which agreement is particularly low, possibly indicating gaps or other
inconsistencies in the ontology. Two evaluation strategies have been applied: inter-
annotator agreement and annotator reconciliation. For inter-annotator agreement, the
annotated decisions for each word and each theta role are recorded. Agreement is
measured according to the number of annotators that selected a particular role or
sense. For annotator reconciliation, each annotator reviews the selections made by
the other annotators and votes (privately) as to whether or not it is acceptable. The
annotators discuss results, followed by a second private vote. Since the reconciliation
process is on-going, we will not report these results.

In the first evaluation path, we measured inter-annotator agreement. While Kappa
(Carletta 1996) is a standard measure for inter-annotator agreement, measuring it for
this project presented difficulties. Calculating agreement and expected agreement



when a number of annotators can assign zero or more senses per word is not straight-
forward. Also, because of multiple annotators, we calculate an average of pair-wise
agreement per word for al annotator pairs. Because multiple categories (senses) can
be assigned for each word, we are faced with two decisions: a) do we count explicit
agreement, i.e. the annotators select the same sense; or b) implicit agreement, when
the two annotators do not select the same sense? Also, we must account for cases
when no concept is provided in Omega.* Two approaches are described.

For a specific word and pair of annotators who have made one or more selections
of semantic tags, agreement is measured as the ratio of the number of agreeing
selections to the number of all selections. Agreement is measured based on positive
selections only, i.e., when the two annotators select the same semantic tag as opposed.
For aword W, with a set of n possible semantic tags S, the function N(S) is defined as
the sum of the selections made by the two annotators A, and A,. Pair-wise agreement
for aspecific word is defined as:

Agreement, = I N(S)HN(S)" D

i

n

I N(S)

Pair-wise agreement is measured as the average of agreement over all the words in a
document. The overall inter-annotator agreement is measured as the average of pair-
wise inter-annotator agreement of every pair of annotators.

To caculate Kappa, we estimate chance agreement by a random 100-fold
simulation where the number of concepts selected and concepts selected are randomly
assigned, restricted by the number of concepts per word in Omega. |If Omega has no
concepts associated with the word, the chance agreement is computed as the inverse
of the size of all of Omega (1/110,000). Then chance agreement is calculated exactly
asthe overall agreement is calculated.

An aternative for calculating agreement is the implicit agreement case which looks
a each sense on which a decision can be made as a different test case. Agreement
for aword is calculated for each annotator pair and word agreement is the average of
the pair-wise agreement. Calculating kappa then involves constructing a 3 by 3
matrix S where §0,0] is the number of times both annotators did not pick a sense;
S[1,1] is the number of times both annotators picked a sense. S[0,1] and S[1,0]
contain mismatched selections. Proportion of agreement is S[0,0]+S[1,1] divided by
the number of senses. Each row and column of Sisthen summed, so that §0,2] isthe
number of times A, did not select a sense and S[1,2] is the number of A; selected a
sense. In thiscase, kappais calculated as:

2* ((8[0,0]* S[1,1]) B(S[0,1] * S[1,01))

Kappa=
(S[0,2]*S[2,1] + S[2,0]* S[1,2])
When using this calculation method, it is possible to have a zero denominator when
both annotators pick all of or none of the senses. These cases are counted separately
and are removed from the calculation. No weighting is used at this time.

4 We are aware of the option of applying weighting to Kappa using Omega® hierarchical
structure to compute similarity amongst options which can be explored later.
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7 Resultsand Discussion

The dataset has six pairs of English translations (250 words apiece) from each of the
source languages. The ten annotators were asked to annotate nouns, verbs, adjectives
and adverbs only with Omega concepts. The annotators selected one or more
concepts from both WordNet and Mirkokosmos-derived nodes. Annotated verb
arguments were assigned thematic roles. An important issue in the data set is the
problem of incomplete annotations which may stem from: (1) lack of annotator
awareness of missing annotations; (2) inability to finish annotations because of an
intense schedule; and (3) ontology omissions for words for which annotators selected
DummyConcept or no annotation at al. For 1,268 annotated words, 368 (29%) have
no Omega WordNet entry and 575 (45%) do not have Omega Mikrokosmos entries.

To address incomplete annotations, we calculate agreement in two different ways
that exclude annotations (1) by annotator and (2) by word. In the first calculation, we
exclude all annotations by an annotator if annotations where incomplete by more than
acertain threshold. Table 1 shows the average number of included annotators over all
documents (A#), the Average Pair-wise Agreement (APA) and Kappa for the theta
roles, the Mikrokosmos portion of Omega and the WordNet portion of Omega. The
table is broken down by different thresholds for exclusion.

5% 10%
A# APA Kappa A# APA Kappa
MikroKosmos 3.50 0.745 0.743 442 0.731 0.730

WordNet 6.08 0.660 0.657 7.00 0.654 0.650
Theta Roles 575 0538 0509 658 0549 0521
50% 100%
Mikrokosmos 6.33 0611 0.609 942 0455 0454
WordNet 833 0598 0594 942 0517 0513

Theta Roles 800 0485 0452 942 0392 0.354

Table 1. Scores for explicit sense marking

Again, since annotators did not annotate some texts or failed to choose an Omega
entry, two types of agreement are reported. The first is agreement based on counting
cases where all senses are marked with zero as perfect agreement with a kappa of 1,
the second excludes zero cases entirely (Table 2). In eliminating zero pairs the
agreement does not change significantly.

The IAMTC project is radically different from those annotation projects that have
focused on morphology, syntax or even certain types of semantic content (e.g., word
sense disambiguation). It is most similar to PropBank (Kingsbury et al 2002) and
FrameNet (Baker et al 1998). However, our project isnovel inits emphasison: (1) a
more abstract level of mark-up (interpretation); (2) the assignment of a well-defined
meaning representation to concrete texts; and (3) issues of a community-wide
consistent and accurate annotation of meaning.

By providing an essential, and heretofore non-existent, data set for training and
evauating natural language processing systems, the resultant annotated multilingual



corpus of trandations is expected to lead to significant research and development
opportunities for machine translation and a host of other natural language processing
technologies, including question answering (e.g., via paraphrase and entailment
relations) and information extraction. Because of the unique annotation processes in
which the each stage (ILO, IL1, IL2) provides a different level of linguistic and
semantic information, a different type of natural language processing can take
advantage of the information provided at the different stages. For example, IL1 may
be useful for information extraction in question answering, whereas IL2 might be the
level that is of most benefit to machine translation. These topics exemplify the
research investigations that we can conduct in the future, based on the results of the
annotation.

All cases Exclude zero-pairs
Zero-Pairs Agree Kappa Agree Kappa
Theta Roles 78.58 0.945 0.418 0.943 0.392
WordNet 112.16 0.886 0.564 0.879 0.534
Mikrokosmos 258.5 0.811 0.522 0.784 0.433

Table2. Implicit agreement numbers
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